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Definition of the Opus Audi o Codec
Abstract

Thi s docunent defines the Opus interactive speech and audi o codec.
Qpus is designed to handle a wi de range of interactive audio
applications, including Voice over |IP, videoconferencing, in-ganme
chat, and even live, distributed nusic performances. It scales from
| ow bitrate narrowband speech at 6 kbit/s to very high quality stereo
nmusi ¢ at 510 kbit/s. Opus uses both Linear Prediction (LP) and the
Modi fi ed Di screte Cosine Transform (MDCT) to achi eve good conpression
of both speech and nusi c.

Status of This Meno
This is an Internet Standards Track docunent.

This docunment is a product of the Internet Engi neering Task Force
(ITETF). It represents the consensus of the I ETF comunity. |t has
recei ved public review and has been approved for publication by the
I nternet Engineering Steering Goup (IESG. Further information on
Internet Standards is available in Section 2 of RFC 5741.

I nformation about the current status of this docunent, any errata,

and how to provide feedback on it nmay be obtai ned at
http://ww. rfc-editor.org/info/rfc6716
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1

I ntroduction

The Opus codec is a real-tinme interactive audio codec designed to
meet the requirements described in [REQU REMENTS]. It is conposed of
a |l ayer based on Linear Prediction (LP) [LPC] and a | ayer based on
the Modified Discrete Cosine Transform (MDCT) [MDCT]. The nmin idea
behind using two layers is as follows: in speech, linear prediction
techni ques (such as Code-Excited Linear Prediction, or CELP) code | ow
frequencies nore efficiently than transform(e.g., MDCT) domain
techni ques, while the situation is reversed for nusic and hi gher
speech frequencies. Thus, a codec with both |ayers avail abl e can
operate over a wider range than either one al one and can achieve
better quality by conbining themthan by using either one

i ndi vidually.

The primary normative part of this specification is provided by the
source code in Appendix A. Only the decoder portion of this software
is normative, though a significant anount of code is shared by both
the encoder and decoder. Section 6 provides a decoder confornance
test. The decoder contains a great deal of integer and fixed-point
arithmetic that needs to be perforned exactly, including all rounding
consi derations, so any useful specification requires domain-specific
synbol i c | anguage to adequately define these operations.

Additionally, any conflict between the synbolic representation and
the included reference inplenentation nust be resolved. For the
practical reasons of conpatibility and testability, it would be
advant ageous to give the reference inplenmentation priority in any

di sagreenment. The C language is also one of the nbost widely
under st ood, human-readabl e synbolic representations for machine
behavior. For these reasons, this RFC uses the reference

i mpl enentation as the sole synbolic representation of the codec.

Whil e the synbolic representation is unanbi guous and conplete, it is
not always the easiest way to understand the codec’ s operation. For
this reason, this docunent al so describes significant parts of the
codec in prose and takes the opportunity to explain the rationale
behi nd many of the nore surprising elenents of the design. These
descriptions are intended to be accurate and informative, but the
limtations of comon English sonmetines result in anmbiguity, so it is
expected that the reader will always read them al ongsi de the synbolic
representation. Nunerous references to the inplenentation are
provided for this purpose. The descriptions sonmetines differ from
the reference in ordering or through nmathematical sinplification

wher ever such devi ati on nakes an expl anati on easier to understand.

For exanple, the right shift and left shift operations in the
reference inplenentation are often described using division and
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multiplication in the text. |In general, the text is focused on the
"what" and "why" while the synbolic representation nost clearly
provides the "how'.

1.1. Not ati on and Conventi ons

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunment are to be interpreted as described in RFC 2119 [ RFC2119].

Various operations in the codec require bit-exact fixed-point

behavi or, even when witing a floating point inplenentation. The
notation "Q<n>", where n is an integer, denotes the nunber of binary
digits to the right of the decimal point in a fixed-point nunber.

For exanple, a signed QL4 value in a 16-bit word can represent val ues
from-2.0 to 1.99993896484375, inclusive. This notation is for

i nformati onal purposes only. Arithnmetic, when described, always
operates on the underlying integer. For exanple, the text wll
explicitly indicate any shifts required after a nultiplication

Expressions, where included in the text, follow C operator rules and
precedence, with the exception that the syntax "x**y" indicates x
raised to the power y. The text also makes use of the follow ng
functions.

1.1.1. nin(x,y)
The small est of two values x and vy.

1.1.2. max(x,y)
The largest of two values x and vy.

1.1.3. clanmp(lo,x,hi)

clamp(lo, x,hi) = max(lo, mn(x,hi))

Wth this definition, if lo > hi, then lo is returned.

1.1.4. sign(x)

The sign of x, i.e.
(-1, x <0
sign(x) =< 0, x ==
( 1, x>0
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1.1.5. abs(x)

The absol ute value of x, i.e.

abs(x) = sign(x)*x

1.1.6. floor(f)

The | argest integer z such that z <= f.
1.1.7. ceil(f)

The smallest integer z such that z >= f.
1.1.8. round(f)

The integer z nearest to f, with ties rounded towards negative
infinity, i.e.

round(f) = ceil (f - 0.5)
1.1.9. log2(f)
The base-two | ogarithm of f
1.1.10. ilog(n)

The m ni mum nunber of bits required to store a positive integer nin
binary, or 0 for a non-positive integer n

(0, n<=0
ilog(n) =<
( floor(log2(n))+1, n >0
Exanpl es:
o ilog(-1) =0
o ilog(0) =0
o ilog(l) =1
o ilog(2) =2
o ilog(3) =2
o ilog(4) =3
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2.

o ilog(7) =3
Qpus Codec Overvi ew

The Qpus codec scales from 6 kbit/s narrowband nmono speech to

510 kbit/s fullband stereo nusic, with algorithnmc delays ranging
from5 ns to 65.2 ms. At any given tinme, either the LP layer, the
MDCT | ayer, or both, nay be active. 1t can seanm essly switch between
all of its various operating nodes, giving it a great deal of
flexibility to adapt to varying content and network conditions

wi t hout renegotiating the current session. The codec allows input
and out put of various audi o bandw dths, defined as foll ows:

| mbbreviation | Audi o Bandwi dth | Sample Rate (Effective) |
| N8 (narrowband) g s T 8 kit |
I MB (nedi um band) I 6 kHz I 12 kHz I
I VB (w deband) I 8 kHz I 16 kHz I
I SWB (super -w deband) I 12 kHz I 24 kHz I
I FB (ful | band) I 20 kHz (*) I 48 kHz I
i e e e e e e e +
Table 1

(*) Although the sanpling theoremallows a bandwidth as |large as hal f
the sanpling rate, Opus never codes audi o above 20 kHz, as that is
the generally accepted upper linmt of hunman hearing.

Qpus defines super-w deband (SWB) with an effective sanple rate of

24 kHz, unlike sone other audio coding standards that use 32 kHz.
This was chosen for a nunber of reasons. The band |ayout in the MDCT
| ayer naturally allows skipping coefficients for frequencies over

12 kHz, but does not allow cleanly dropping just those frequencies
over 16 kHz. A sanple rate of 24 kHz al so nakes resanpling in the
MDCT | ayer easier, as 24 evenly divides 48, and when 24 kHz is
sufficient, it can save conputation in other processing, such as
Acoustic Echo Cancellation (AEC). Experinental changes to the band

| ayout to allow a 16 kHz cutoff (32 kHz effective sanple rate) showed
potential quality degradations at other sanple rates, and, at typica
bitrates, the nunmber of bits saved by using such a cutoff instead of
coding in fullband (FB) node is very small. Therefore, if an
application wishes to process a signal sanmpled at 32 kHz, it should
just use FB.
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The LP layer is based on the SILK codec [SILK]. It supports NB, M
or WB audio and frame sizes from10 ns to 60 ns, and requires an
additional 5 nms | ook-ahead for noise shaping estimation. A smal
additional delay (up to 1.5 ns) may be required for sanpling rate
conversion. Like Vorbis [VORBI S-VEBSI TE] and many ot her nodern
codecs, SILK is inherently designed for variable bitrate (VBR)

codi ng, though the encoder can al so produce constant bitrate (CBR)
streans. The version of SILK used in OQpus is substantially nodified
from and not conpatible with, the stand-al one SILK codec previously
depl oyed by Skype. This docunment does not serve to define that
format, but those interested in the original SILK codec should see

[ SI LK] instead.

The MDCT | ayer is based on the Constrai ned-Energy Lapped Transform
(CELT) codec [CELT]. It supports NB, WB, SWB, or FB audio and frame
sizes from2.5 ms to 20 ms, and requires an additional 2.5 ns | ook-
ahead due to the overlapping MDCT wi ndows. The CELT codec is

i nherently designed for CBR coding, but unlike nmany CBR codecs, it is
not limted to a set of predeternined rates. It internally allocates
bits to exactly fill any given target budget, and an encoder can
produce a VBR stream by varying the target on a per-frame basis. The
MDCT | ayer is not used for speech when the audi o bandwi dth is WB or
less, as it is not useful there. On the other hand, non-speech
signals are not always adequately coded using |inear prediction
Therefore, the MDCT | ayer should be used for nusic signals.

A "Hybrid" node allows the use of both |layers sinultaneously with a
frane size of 10 or 20 nms and an SWB or FB audi o bandwi dth. The LP
| ayer codes the | ow frequencies by resanpling the signal down to WB.
The MDCT | ayer follows, coding the high frequency portion of the
signal. The cutoff between the two lies at 8 kHz, the nmaxi num \\B
audi o bandwi dth. |In the MDCT | ayer, all bands bel ow 8 kHz are

di scarded, so there is no codi ng redundancy between the two | ayers.

The sanple rate (in contrast to the actual audi o bandw dth) can be
chosen i ndependently on the encoder and decoder side, e.g., a

full band signal can be decoded as wi deband, or vice versa. This
approach ensures a sender and receiver can always interoperate,
regardl ess of the capabilities of their actual audi o hardware.
Internally, the LP |l ayer always operates at a sanple rate of twce
the audi o bandwi dth, up to a maxi mum of 16 kHz, which it continues to
use for SWB and FB. The decoder sinply resanples its output to
support different sanple rates. The MDCT | ayer always operates
internally at a sanple rate of 48 kHz. Since all the supported
sanple rates evenly divide this rate, and since the decoder may
easily zero out the high frequency portion of the spectrumin the
frequency domain, it can sinply decimate the MDCT | ayer output to
achi eve the other supported sanple rates very cheaply.
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After conversion to the comon, desired output sanple rate, the
decoder sinply adds the output fromthe two |ayers together. To
conpensate for the different |ook-ahead required by each | ayer, the
CELT encoder input is delayed by an additional 2.7 ns. This ensures
that | ow frequencies and high frequencies arrive at the sane tine.
This extra delay may be reduced by an encoder by using |ess | ook-
ahead for noise shaping or using a sinpler resanpler in the LP |ayer,
but this will reduce quality. However, the base 2.5 nms | ook-ahead in
the CELT | ayer cannot be reduced in the encoder because it is needed
for the MDCT overl ap, whose size is fixed by the decoder.

Both | ayers use the sane entropy coder, avoiding any waste from
"paddi ng bits" between them The hybrid approach nmakes it easy to
support both CBR and VBR coding. Although the LP layer is VBR, the
bit allocation of the MDCT |ayer can produce a final streamthat is
CBR by using all the bits left unused by the LP | ayer.

2.1. Control Paraneters

The Qpus codec includes a nunber of control paraneters that can be
changed dynamically during regul ar operation of the codec, w thout
interrupting the audio streamfromthe encoder to the decoder. These
paraneters only affect the encoder since any inpact they have on the
bitstreamis signaled in-band such that a decoder can decode any Opus
stream wi t hout any out-of-band signaling. Any Qpus inplenentation
can add or nodify these control paraneters wi thout affecting
interoperability. The nost inportant encoder control paraneters in
the reference encoder are |listed bel ow

2.1.1. Bitrate
Qpus supports all bitrates from6 kbit/s to 510 kbit/s. Al other
paraneters being equal, higher bitrate results in higher quality.
For a frame size of 20 nms, these are the bitrate "sweet spots" for
Qpus in various configurations:
0 8-12 kbit/s for NB speech
0 16-20 kbit/s for WB speech
0 28-40 kbit/s for FB speech

0 48-64 kbit/s for FB npbno nusic, and

0O 64-128 kbit/s for FB stereo nusic.
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2.1.2. Nunber of Channels (Mono/ Stereo)

Qpus can transnit either nmono or stereo frames within a single
stream \Wen decoding a nono frame in a stereo decoder, the left and
right channels are identical, and when decoding a stereo frame in a
nono decoder, the nono output is the average of the left and right
channels. |In sone cases, it is desirable to encode a stereo input
streamin nono (e.g., because the bitrate is too |low to encode stereo
with sufficient quality). The nunber of channels encoded can be
selected in real-tine, but by default the reference encoder attenpts
to make the best decision possible given the current bitrate.

2.1.3. Audi o Bandwi dth

The audi o bandwi dt hs supported by Cpus are listed in Table 1. Just
like for the nunber of channels, any decoder can decode audio that is
encoded at any bandwi dth. For exanple, any Qpus decoder operating at
8 kHz can decode an FB Qpus frane, and any Opus decoder operating at
48 kHz can decode an NB frane. Similarly, the reference encoder can
take a 48 kHz input signal and encode it as NB. The higher the audio
bandwi dth, the higher the required bitrate to achi eve acceptabl e
quality. The audio bandwi dth can be explicitly specified in real -
time, but, by default, the reference encoder attenpts to make the
best bandwi dth deci sion possible given the current bitrate.

2.1.4. Frane Duration

Qpus can encode frames of 2.5, 5, 10, 20, 40, or 60 ms. It can also
conmbine multiple frames into packets of up to 120 ns. For real-tine
applications, sending fewer packets per second reduces the bitrate,
since it reduces the overhead fromI|P, UDP, and RTP headers.

However, it increases |latency and sensitivity to packet |osses, as

| osi ng one packet constitutes a |oss of a bigger chunk of audio.
Increasing the frane duration also slightly inproves coding
efficiency, but the gain beconmes snmall for frame sizes above 20 ns.
For this reason, 20 ns franes are a good choice for nost
applications.

2.1.5. Complexity
There are various aspects of the Qpus encodi ng process where trade-
of fs can be nade between CPU conplexity and quality/bitrate. 1In the
ref erence encoder, the conplexity is selected using an integer fromO
to 10, where 0 is the I owest conplexity and 10 is the highest.
Exanpl es of computations for which such trade-offs may occur are:

0 The order of the pitch analysis whitening filter [WH TEN NG,
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2.

2.

2.

0 The order of the short-term noise shaping filter

o The nunber of states in delayed decision quantization of the
resi dual signal, and

o0 The use of certain bitstream features such as variable time-
frequency resolution and the pitch post-filter.

1.6. Packet Loss Resilience

Audi o codecs often exploit inter-frame correlations to reduce the
bitrate at a cost in error propagation: after |osing one packet,
several packets need to be received before the decoder is able to
accurately reconstruct the speech signal. The extent to which Opus
exploits inter-frame dependencies can be adjusted on the fly to
choose a trade-off between bitrate and amount of error propagation

1.7. Forward Error Correction (FEC

Anot her nechani sm provi di ng robust ness agai nst packet loss is the in-
band Forward Error Correction (FEC). Packets that are determined to
contain perceptually inportant speech information, such as onsets or
transients, are encoded again at a lower bitrate and this re-encoded
information is added to a subsequent packet.

1.8. Constant/Variable Bitrate

Qous is nore efficient when operating with variable bitrate (VBR)
which is the default. When |low |l atency transm ssion is required over
a relatively slow connection, then constrai ned VBR can al so be used.
This uses VBRin a way that sinmulates a "bit reservoir"” and is

equi val ent to what MP3 (MPEG 1, Layer 3) and AAC (Advanced Audi o
Coding) call CBR (i.e., not true CBR due to the bit reservoir). In
sonme (rare) applications, constant bitrate (CBR) is required. There
are two nmain reasons to operate in CBR node

0 Wien the transport only supports a fixed size for each conpressed
frane, or

0 \When encryption is used for an audio streamthat is either highly
constrained (e.g., yes/no, recorded pronpts) or highly sensitive
[ SRTP- VBR] .

Bitrate may still be allowed to vary, even with sensitive data, as
long as the variation is not driven by the input signal (for exanple,
to match changi ng network conditions). To achieve this, an
application should still run Opus in CBR node, but change the target
rate before each packet.
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2.1.9. Discontinuous Transm ssion (DTX)

Di sconti nuous Transm ssion (DTX) reduces the bitrate during silence
or background noise. Wen DIX is enabled, only one frame is encoded
every 400 mlliseconds.

3. Internal Fram ng

The Qpus encoder produces "packets", which are each a contiguous set
of bytes neant to be transnmitted as a single unit. The packets
descri bed here do not include such things as IP, UDP, or RTP headers,
which are normally found in a transport-layer packet. A single
packet may contain nmultiple audio franes, so long as they share a
common set of paranmeters, including the operating node, audio
bandwi dt h, frame size, and channel count (mono vs. stereo). This
section describes the possible conbinations of these paraneters and
the internal fram ng used to pack multiple frames into a single
packet. This framing is not self-delimting. Instead, it assunes
that a |l ower layer (such as UDP or RTP [ RFC3550] or (Ogg [ RFC3533] or
Mat r oska [ MATROSKA- VEEBSI TE]) will comruni cate the I ength, in bytes,
of the packet, and it uses this information to reduce the framng
overhead in the packet itself. A decoder inplenmentation MJST support
the fram ng described in this section. An alternative, self-
delimting variant of the framng is described in Appendi x B

Support for that variant is OPTI ONAL.

Al bit diagrams in this docunent number the bits so that bit 0 is
the nmost significant bit of the first byte, and bit 7 is the |east
significant. Bit 8 is thus the nost significant bit of the second
byte, etc. Well-fornmed Qpus packets obey certain requirenents,

mar ked [ Rl] through [ R7] below. These are summarized in Section 3.4
along with appropriate neans of handling mal forned packets.

3.1. The TOC Byte

A well -formed OQpus packet MJUST contain at |east one byte [R1]. This
byte fornms a tabl e-of-contents (TOC) header that signals which of the
various nodes and configurations a given packet uses. It is conposed
of a configuration nunber, "config", a stereo flag, "s", and a franme
count code, "c", arranged as illustrated in Figure 1. A description

of each of these fields foll ows.
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0
01234567
R ok
| config |s| c
B i S S S

Figure 1: The TOC Byte

The top five bits of the TOC byte, |abeled "config", encode one of 32
possi bl e configurations of operating node, audi o bandw dth, and frane
size. As described, the LP (SILK) |ayer and MDCT (CELT) |ayer can be
conbined in three possible operating nodes:

1. A SILK-only node for use in low bitrate connections with an audio
bandwi dth of WB or |ess,

2. A Hybrid (SILK+CELT) node for SWB or FB speech at medi um
bitrates, and

3. A CELT-only node for very |ow del ay speech transni ssion as well
as nusic transmi ssion (NB to FB)

The 32 possible configurations each identify which one of these

operating nodes the packet uses, as well as the audi o bandw dth and
the frane size. Table 2 lists the paraneters for each configuration
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Fom e e i aaa o S S e e e e +
| Configuration | Mode | Bandwi dth | Franme Sizes |
| Nunber (s) | | | |
o e e e e e e e e oo S S o m e e e e e e me o oo +
| 0...3 | SILK-only | NB | 10, 20, 40, 60 ms

| | | | |
| 4...7 | SILK-only | MB | 10, 20, 40, 60 ns |
| | | | |
| 8...11 | SILK-only | WB | 10, 20, 40, 60 ns

| | | | |
| 12...13 | Hybrid | SwB | 10, 20 ms |
| | | | |
| 14...15 | Hybrid | FB | 10, 20 ms |
| | | | |
| 16...19 | CELT-only | NB | 2.5, 5, 10, 20 ns

| | | | |
| 20...23 | CELT-only | WB | 2.5, 5, 10, 20 ms

| | | | |
| 24...27 | CELT-only | SWB | 2.5, 5, 10, 20 ns |
| | | | |
| 28...31 | CELT-only | FB | 2.5, 5, 10, 20 ns

o e e e e e e e e oo S S o m e e e e e e me o oo +

Tabl e 2: TOC Byte Configuration Paraneters

The configuration nunbers in each range (e.g., 0...3 for NB SILK-
only) correspond to the various choices of frane size, in the sane
order. For example, configuration O has a 10 ns franme size and
configuration 3 has a 60 ns frame size

One additional bit, labeled "s", signals nono vs. stereo, with 0
i ndi cating nono and 1 indicating stereo.

The remaining two bits of the TOCC byte, |abeled "c", code the nunber

of franes per packet (codes 0 to 3) as follows:

o 0: 1 frane in the packet

o 1: 2 frames in the packet, each with equal conpressed size
o 2: 2 frames in the packet, with different conpressed sizes
o 3: an arbitrary nunber of franes in the packet

This docunent refers to a packet as a code 0 packet, code 1 packet,
etc., based on the value of "

c .
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3.2. Frane Packing

This section describes how frames are packed according to each
possi bl e value of "c¢" in the TCC byte.

3.2.1. Frane Length Codi ng

Wien a packet contains multiple VBR frames (i.e., code 2 or 3), the
conpressed |l ength of one or nore of these frames is indicated with a
one- or two-byte sequence, with the neaning of the first byte as
fol | ows:

0 0: No frane (Discontinuous Transm ssion (DTX) or |ost packet)
o 1...251: Length of the frame in bytes

0 252...255: A second byte is needed. The total length is
(second_byte*4)+first_byte

The special length O indicates that no frame is avail able, either
because it was dropped during transm ssion by sone intermediary or
because the encoder chose not to transmit it. Any Qpus frane in any
nmode MAY have a |l ength of O.

The maxi mum representable length is 255*4+255=1275 bytes. For 20 ns
franes, this represents a bitrate of 510 kbit/s, which is

approxi mately the highest useful rate for lossily conpressed full band
stereo nmusic. Beyond this point, |ossless codecs are nore
appropriate. It is also roughly the maxi mumuseful rate of the NMDCT
| ayer as, shortly thereafter, quality no | onger inproves wth
additional bits due to limtations on the codebook sizes.

No length is transmitted for the last frame in a VBR packet, or for
any of the franes in a CBR packet, as it can be inferred fromthe
total size of the packet and the size of all other data in the
packet. However, the length of any individual frame MJST NOT exceed
1275 bytes [R2] to all ow for repacketization by gateways, conference
bridges, or other software.

3.2.2. Code 0: One Frane in the Packet
For code 0 packets, the TOC byte is inmrediately followed by N1 bytes

of conpressed data for a single frane (where Nis the size of the
packet), as illustrated in Figure 2.
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0 1 2 3
01234567890123456789012345678901
T i i S i i S S e b s
| config |[s]|O]O] |
B i S S S |
| Conpressed frane 1 (N-1 bytes)... :
|

B e e i o e S e e i S S T e R i ik T TR o S S S e
Figure 2: A Code 0 Packet

3.2.3. Code 1: Two Franmes in the Packet, Each with Equal Conpressed
Si ze

For code 1 packets, the TOC byte is immediately foll owed by the
(N-1)/2 bytes of conpressed data for the first frame, foll owed by
(N-1)/2 bytes of conpressed data for the second frane, as illustrated
in Figure 3. The nunber of payl oad bytes avail able for conpressed
data, N1, MJST be even for all code 1 packets [R3].

0 1 2 3
01234567890123456789012345678901
B T S S e s e i s S i S S S S S S T S SR S S S i S S S

| config |s]|O]1]

B i ST NI :
| Conpressed frane 1 ((N-1)/2 bytes)...

: B o o i i i ik S S R SR
|+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-L l
| Conpressed frane 2 ((N-1)/2 bytes)...

: B i ST NI
| |

B s s i S S S o il S S S S
Figure 3: A Code 1 Packet

3.2.4. Code 2: Two Franmes in the Packet, with Different Conpressed
Si zes

For code 2 packets, the TOC byte is foll owed by a one- or two-byte
sequence indicating the length of the first frane (narked N1 in
Figure 4), followed by N1 bytes of conpressed data for the first
frane. The remaining N-N1-2 or N-N1-3 bytes are the conpressed data
for the second frame. This is illustrated in Figure 4. A code 2
packet MUST contain enough bytes to represent a valid length. For
exanple, a 1-byte code 2 packet is always invalid, and a 2-byte code
2 packet whose second byte is in the range 252...255 is also invalid.

Valin, et al. St andards Track [ Page 17]



RFC 6716 Interactive Audi o Codec Sept enber 2012

The length of the first frame, N1, MJIST also be no |arger than the
size of the payload renmaining after decoding that length for all code
2 packets [R4]. This nakes, for exanple, a 2-byte code 2 packet with
a second byte in the range 1...251 invalid as well (the only valid
2-byte code 2 packet is one where the length of both franes is zero).

0 1 2 3
01234567890123456789012345678901
i T o T e e e et o S s S R R SR
| config |s|1]0] Nl (1-2 bytes): |
B il i S S S S S T S S :
| Conpressed franme 1 (N1 bytes)...
: i T S e TR TR o E
| | |
e e i Sl T S R SR |
| Conpressed frane 2... :
: |
| |
e e i i e T S i S e e e R
Figure 4: A Code 2 Packet
3.2.5. Code 3: A Signaled Nunber of Franes in the Packet

Code 3 packets signal the nunber of frames, as well as additional
paddi ng, called "Opus padding" to indicate that this padding is added
at the Qpus layer rather than at the transport layer. Code 3 packets
MUST have at |east 2 bytes [R6,R7]. The TOC byte is followed by a
byte encodi ng the nunber of frames in the packet in bits 2 to 7
(marked "M in Figure 5), with bit 1 indicating whether or not Qpus
padding is inserted (marked "p" in Figure 5), and bit O indicating
VBR (marked "v" in Figure 5). M MJST NOT be zero, and the audio
duration contained within a packet MUST NOT exceed 120 ms [R5]. This
limts the maxi num frame count for any frame size to 48 (for 2.5 ns
franes), with lower limts for longer frame sizes. Figure 5
illustrates the layout of the franme count byte.

0
01234567
B
| v| pl M |
B e S S T

Figure 5: The franme count byte
When Opus padding is used, the number of bytes of padding is encoded

in the bytes following the frame count byte. Values fromO...254
indicate that 0...254 bytes of padding are included, in addition to
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the byte(s) used to indicate the size of the padding. |If the value
is 255, then the size of the additional padding is 254 bytes, plus

t he paddi ng val ue encoded in the next byte. There MJST be at | east
one nore byte in the packet in this case [R6,R7]. The additiona
paddi ng bytes appear at the end of the packet and MJST be set to zero
by the encoder to avoid creating a covert channel. The decoder MJST
accept any value for the paddi ng bytes, however.

Al t hough this encoding provides nmultiple ways to indicate a given
nunber of paddi ng bytes, each uses a different nunber of bytes to

i ndi cate the padding size and thus will increase the total packet
size by a different anount. For exanple, to add 255 bytes to a
packet, set the padding bit, p, to 1, insert a single byte after the
franme count byte with a value of 254, and append 254 paddi ng bytes
with the value zero to the end of the packet. To add 256 bytes to a
packet, set the padding bit to 1, insert two bytes after the frame
count byte with the values 255 and 0, respectively, and append 254
paddi ng bytes with the value zero to the end of the packet. By using
the value 255 nultiple times, it is possible to create a packet of
any specific, desired size. Let P be the nunber of header bytes used
to indicate the padding size plus the nunber of paddi ng bytes
thenselves (i.e., Pis the total nunber of bytes added to the
packet). Then, P MJST be no nore than N-2 [R6, R7].

In the CBR case, let R=N-2-P be the nunber of bytes remaining in the
packet after subtracting the (optional) padding. Then, the
conpressed length of each frame in bytes is equal to RFM The val ue
R MUST be a non-negative integer nmultiple of M[R6]. The conpressed
data for all Mframes follows, each of size RRMbytes, as illustrated
in Figure 6.
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0 1 2 3
01234567890123456789012345678901

i T o T e e e et o S s S R R SR
| config |s]|1]1]0|p| M | Padding Iength (Optional)
B T e o i S I i i S S N iy St S I S S

! Conmpressed frane 1 (R M bytes). .. l
|-|--+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-|-|-
! Compressed frane 2 (R'Mbytes). .. l
|-|--+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-|-|-

B T e o i S I i i S S N iy St S I S S
: Conpressed frane M (R M bytes). .. :
T i T i S i S S S

Qpus Paddi ng (Optional). |
B e s i e e e s i i ST RIE CRIE TR TR TR S T S S S s sl S S S

Fi gure 6: A CBR Code 3 Packet

In the VBR case, the (optional) padding length is followed by M1
frane lengths (indicated by "N1" to "NfM1]" in Figure 7), each
encoded in a one- or two-byte sequence as described above. The
packet MUST contain enough data for the M1 lengths after renoving
the (optional) padding, and the sum of these | engths MJUST be no

| arger than the nunber of bytes remaining in the packet after
decoding them [R7]. The conpressed data for all Mfranes follows,
each frame consisting of the indicated nunber of bytes, with the
final frame consum ng any remaining bytes before the final padding,
as illustrated in Figure 6. The nunber of header bytes (TCC byte,
frame count byte, padding length bytes, and frane | ength bytes), plus
the signaled length of the first M1 frames thenselves, plus the
signal ed I ength of the padding MJUST be no larger than N, the total
size of the packet.
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0 1 2 3
01234567890123456789012345678901

i T o T e e e et o S s S R R SR
| config |s]|1]1]1|p] M | Padding length (Optional) :
B i S B T i S S S &

+- -+

N1 (1-2 bytes): N2 (1-2 bytes): : N M 1] |
B s S S i i i ks a ks st S S S S S S
| |
: Conpressed frane 1 (N1 bytes)... :
| |
B T e o i S I i i S S N iy St S I S S
| |
: Conmpressed frane 2 (N2 bytes)... :
| |
R R R R e e s o S e R S S S S S S e e e e e
| |
| |
B s S S i i i ks a ks st S S S S S S
| |
: Conmpressed frane M. . :
| |
B e s i e e e s i i ST RIE CRIE TR TR TR S T S S S s sl S S S

Qpus Paddi ng (Optional). |
+++++++++++++++++++++++++++++++++

Figure 7: A VBR Code 3 Packet
3.3. Exanples
Si mpl est case, one NB nono 20 ns SILK frane:
0 1 2 3

01234567890123456789012345678901
B e s i e e e s i i ST RIE CRIE TR TR TR S T S S S s sl S S S
| 1 | 0] O] O] conpr essed data. .

+++++++++++++++++++++++++++++++++

Fi gure 8
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Two FB nono 5 ns CELT frames of the same conpressed size

0 1 2 3
01234567890123456789012345678901
i S iy T S e il aity SR I S S S

| 29 | 0] O] 1] conpr essed data. .
+++++++++++++++++++++++++++++++++

Figure 9
Two FB nmono 20 ns Hybrid frames of different conpressed size:

0 1 2 3

01234567890123456789012345678901

B e e e e S e S T S S sl S S S S T i i sl st S

| 15 | 0] 1] 1] 1] O] 2 | N1 | |

BT R i i o i e e sl st ST S SRR R |

| conpr essed data. .

e I S e it i S S S e e S S T i N + R I e i Sl LRI S +
Fi gure 10

Four FB stereo 20 ns CELT franmes of the sanme conpressed size

0 1 2 3
01234567890123456789012345678901

i T o T e e e et o S s S R R SR
| 31 | 1] 1] 1] 0] 0| 4 | conpressed dat a. .
B e s i e e e s i i ST RIE CRIE TR TR TR S T S S S s sl S S S

Figure 11

3.4. Receiving Ml forned Packets
A receiver MJST NOT process packets that violate any of the rules
above as nornal Qpus packets. They are reserved for future
applications, such as in-band headers (containing netadata, etc.).
Packets that violate these constraints may cause inplenmentations of
_this_ specification to treat themas mal forned and di scard them
These constraints are sunmari zed here for reference:
[R1] Packets are at |east one byte.
[R2] No inplicit frame length is larger than 1275 bytes.

[R3] Code 1 packets have an odd total length, N, so that (N-1)/2 is
an integer.
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[R4] Code 2 packets have enough bytes after the TOC for a valid
frame length, and that length is no larger than the nunber of
bytes remaining in the packet.

[R5] Code 3 packets contain at |east one frame, but no nore than
120 nms of audio total.

[R6] The length of a CBR code 3 packet, N, is at |least two bytes,
t he nunber of bytes added to indicate the padding size plus the
trailing padding bytes thenselves, P, is no nore than N-2, and
the frame count, M satisfies the constraint that (N2-P) is a
non- negative integer nultiple of M

[R7] VBR code 3 packets are large enough to contain all the header
bytes (TOC byte, frane count byte, any padding | ength bytes,
and any frame length bytes), plus the length of the first M1
franmes, plus any trailing padding bytes.

4. Qpus Decoder

The Qpus decoder consists of two main blocks: the SILK decoder and
the CELT decoder. At any given tine, one or both of the SILK and
CELT decoders may be active. The output of the Cpus decode is the
sum of the outputs fromthe SILK and CELT decoders with proper sanple
rate conversion and del ay conpensation on the SILK side, and optiona
deci mati on (when decoding to sanple rates |less than 48 kHz) on the

CELT side, as illustrated in the bl ock di agram bel ow
Fomm e e o + B S +
| SILK | | Sanpl e
+->| Decoder |--->| Rat e [----+
Bit- e + [ | | Conversion | %
stream | Range |---+ +--------- + R R + /---\" Audio
——————— >| Decoder | | +]------>
| [---+ +--------- + e + \---/
R + | | CELT | | Decimation | n
+->| Decoder |--->| (Optional) |----+
AR L .

4.1. Range Decoder

Qpus uses an entropy coder based on range codi ng [ RANGE- CODI NG

[ MARTI N79], which is itself a rediscovery of the FIFO arithnetic code
i ntroduced by [CODING THESIS]. It is very simlar to arithnetic
encodi ng, except that encoding is done with digits in any base

Valin, et al. St andards Track [ Page 23]



RFC 6716 Interactive Audi o Codec Sept enber 2012

instead of with bits, so it is faster when using |arger bases (i.e
a byte). Al of the calculations in the range coder nust use bit-
exact integer arithnetic.

Synmbol s may al so be coded as "raw bits" packed directly into the

bi t stream bypassing the range coder. These are packed backwards
starting at the end of the frane, as illustrated in Figure 12. This
reduces conplexity and nakes the streamnore resilient to bit errors,
as corruption in the raw bits will not desynchronize the decoding
process, unlike corruption in the input to the range decoder. Raw
bits are only used in the CELT | ayer

0 1 2 3

01234567890123456789012345678901
i T o T e e e et o S s S R R SR
| Range coder data (packed MSB to LSB) ->
+

+
+ e i T S e O S S T S e O S o Tk S NI +
<- Boundary occurs at an arbitrary bit position

-+ +-+ +
<- Raw bits data (packed LSB to MSB)
B e s i e e e s i i ST RIE CRIE TR TR TR S T S S S s sl S S S

Legend:

LSB
V5B

Least Significant Bit
Most Significant Bit

Figure 12: Illustrative Exanple of Packing Range Coder
and Raw Bits Data

Each synmbol coded by the range coder is drawn froma finite al phabet
and coded in a separate "context", which describes the size of the
al phabet and the rel ative frequency of each synbol in that al phabet.

Suppose there is a context with n synbols, identified with an index
that ranges fromO to n-1. The paraneters needed to encode or decode
synmbol k in this context are represented by a three-tuple

(fITk], fh[k], ft), all 16-bit unsigned integers, wth

0 <= fl[k] < fh[k] <= ft <= 65535. The values of this tuple are
derived fromthe probability nodel for the synbol, represented by

tradi tional "frequency counts". Because Qpus uses static contexts,
those are not updated as synbols are decoded. Let f[i] be the
frequency of synbol i. Then, the three-tuple corresponding to synbo

k is given by the foll ow ng:
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k-1 n-1

fl[k] =\ f[i], fh[k] =fl[k] + f[k], ft =\ f[i]
/ /
i i

0 0

The range decoder extracts the synbols and integers encoded using the
range encoder in Section 5.1. The range decoder nmintains an
internal state vector conposed of the two-tuple (val, rng), where va
represents the difference between the high end of the current range
and the actual coded value, mnus one, and rng represents the size of
the current range. Both val and rng are 32-bit unsigned integer

val ues.

4.1.1. Range Decoder Initialization

Let bO be an 8-bit unsigned integer containing first input byte (or
containing zero if there are no bytes in this Qous frame). The
decoder initializes rng to 128 and initializes val to (127 -
(b0>>1)), where (b0>>1) is the top 7 bits of the first input byte.
It saves the remaining bit, (b0&1), for use in the renornalization
procedure described in Section 4.1.2.1, which the decoder invokes
imediately after initialization to read additional bits and
establish the invariant that rng > 2**23.

4.1.2. Decodi ng Synbol s

Decoding a synbol is a two-step process. The first step determ nes a
16-bit unsigned value fs, which lies within the range of sone synbo
in the current context. The second step updates the range decoder
state with the three-tuple (fl[k], fh[k], ft) corresponding to that
synbol .

The first step is inplenmented by ec_decode() (entdec.c), which
conput es

The divisions here are integer division

The decoder then identifies the synmbol in the current context
corresponding to fs; i.e., the value of k whose three-tuple

(fITKk], fh[k], ft) satisfies flI[k] <=fs < fh[k]. It uses this tuple
to update val according to
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rng
val =val - --- * (ft - fh[k])
ft

If fI[k] is greater than zero, then the decoder updates rng using

rng
rng = --- * (fh[k] - fI[k])
ft

O herwi se, it updates rng using

rng
rng =rng - --- * (ft - fh[k])
ft

Using a special case for the first synbol (rather than the |ast
synbol, as is comonly done in other arithnmetic coders) ensures that
all the truncation error fromthe finite precision arithnetic

accurmul ates in symbol 0. This makes the cost of coding a O slightly
smal l er, on average, than its estinmated probability indicates and
makes the cost of coding any other symbol slightly larger. Wen
contexts are designed so that O is the nost probable synbol, which is
often the case, this strategy ninimzes the inefficiency introduced
by the finite precision. It also nmakes sonme of the special-case
decoding routines in Section 4.1.3 particularly sinple.

After the updates, inplenented by ec_dec_update() (entdec.c), the
decoder normalizes the range using the procedure in the next section
and returns the index k.

4.1.2.1. Renornumlization

To nornmalize the range, the decoder repeats the foll owi ng process,

i npl emented by ec_dec_nornalize() (entdec.c), until rng > 2**23. |f
rng is already greater than 2**23, the entire process is skipped.
First, it sets rng to (rng<<8). Then, it reads the next byte of the
Qous franme and fornms an 8-bit value sym using the |eftover bit
buffered fromthe previous byte as the high bit and the top 7 bits of
the byte just read as the other 7 bits of sym The remaining bit in
the byte just read is buffered for use in the next iteration. |If no
nore input bytes renmin, it uses zero bits instead. See

Section 4.1.1 for the initialization used to process the first byte.
Then, it sets

val = ((val <<8) + (255-sym)) & Ox7FFFFFFF
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It is normal and expected that the range decoder will read severa
bytes into the data of the raw bits (if any) at the end of the frame
by the time the frame is conpletely decoded, as illustrated in

Figure 13. This same data MJST al so be returned as raw bits when
requested. The encoder is expected to term nate the streamin such a
way that the range decoder will decode the intended val ues regardl ess
of the data contained in the raw bits. Section 5.1.5 describes a
procedure for doing this. |f the range decoder consunes all of the
bytes belonging to the current frame, it MJST continue to use zero
when any further input bytes are required, even if there is
additional data in the current packet from padding or other franes.

n n+1 n+2 n+3
012345670123456701234567012345617
i T o T e e e et o S s S R R SR

: | <----------- Overlap region ------------ >

e S i a  Tn S i S S
N N

| End of data buffered by the range coder

Figure 13: Illustrative Exanple of Raw Bits Overl appi ng
Range Coder Data

4.1.3. Alternate Decodi ng Mt hods

The reference inplenentati on uses three additional decodi ng nethods
that are exactly equivalent to the above but nake assunptions and
sinplifications that allow for a nore efficient inplenmentation

4.1.3.1. ec_decode_bin()

The first is ec_decode_bin() (entdec.c), defined using the paraneter
ftb instead of ft. It is mathematically equivalent to calling
ec_decode() with ft = (1<<ftb), but it avoids one of the divisions.

4.1.3.2. ec_dec_bit_logp()

The next is ec_dec_bit _ logp() (entdec.c), which decodes a single

bi nary synbol, replacing both the ec_decode() and ec_dec_update()
steps. The context is described by a single paraneter, |ogp, which
is the absolute value of the base-2 logarithm of the probability of a
"1". It is mathematically equivalent to calling ec_decode() with

ft = (1<<logp), followed by ec_dec_update() with the 3-tuple

(fITk] =0, fh[k] = (1<<logp) - 1, ft = (1l<<logp)) if the returned
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value of fs is less than (1<<logp) - 1 (a "0" was decoded), and with
(fI[k] = (1<<logp) - 1, fh[Kk] = ft = (1<<logp)) otherwi se (a "1" was
decoded). The inplenentation requires no rmultiplications or

di vi si ons.

4.1.3.3. ec_dec_icdf()

The last is ec_dec_icdf() (entdec.c), which decodes a single synbol
with a tabl e-based context of up to 8 bits, also replacing both the
ec_decode() and ec_dec_update() steps, as well as the search for the
decoded synbol in between. The context is described by two
paraneters, an icdf ("inverse" cunulative distribution function)
table and fth. As with ec_decode bin(), (1<<ftb) is equivalent to
ft. idcf[k], on the other hand, stores (1l<<ftb)-fh[k], which is equa
to (1<<ftb) - fI[k+1]. fI[0O] is assunmed to be 0, and the table is
term nated by a value of 0 (where fh[k] == ft).

The function is mathematically equivalent to calling ec_decode() with
ft = (1<<ftb), using the returned value fs to search the table for
the first entry where fs < (1<<ftb)-icdf[k], and calling
ec_dec_update() with fI[k] = (1<<ftb) - icdf[k-1] (or O if k == 0),
fh[k] = (1<<ftb) - idcf[k], and ft = (1<<ftb). Conbining the search
with the update allows the division to be replaced by a series of

mul tiplications (which are usually rmuch cheaper), and using an
inverse CDF allows the use of an ftb as large as 8 in an 8-bit table
wi t hout any special cases. This is the primary interface with the
range decoder in the SILK layer, though it is used in a few places in
the CELT | ayer as well.

Al though icdf[k] is nore convenient for the code, the frequency
counts, f[k], are a nore natural representation of the probability
distribution function (PDF) for a given synbol. Therefore, this
docunment lists the latter, not the forner, when describing the
context in which a synbol is coded as a list, e.qg., {4, 4, 4, 4}/16
for a uniformcontext with four possible values and ft = 16. The
value of ft after the slash is always the sumof the entries in the
PDF, but is included for convenience. Contexts with identica
probabilities, f[k]/ft, but different values of ft (or equivalently,
ftb) are not the sane, and cannot, in general, be used in place of
one another. An icdf table is also not capable of representing a PDF
where the first synbol has O probability. |In such contexts,
ec_dec_icdf() can decode the synbol by using a table that drops the
entries for any initial zero-probability values and by addi ng the
constant offset of the first value with a non-zero probability to its
return val ue.
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4.1.4. Decoding Raw Bits

The raw bits used by the CELT | ayer are packed at the end of the
frane, with the |least significant bit of the first value packed in
the | east significant bit of the last byte, filling up to the nost
significant bit in the last byte, continuing on to the |east
significant bit of the penultinate byte, and so on. The reference

i mpl enentati on reads them using ec_dec_bits() (entdec.c). Because

t he range decoder nust read several bytes ahead in the stream as
described in Section 4.1.2.1, the input consuned by the raw bits may
overlap with the input consuned by the range coder, and a decoder
MUST allow this. The format should render it inpossible to attenpt
to read nore raw bits than there are actual bits in the frane, though
a decoder may wish to check for this and report an error.

4.1.5. Decoding Uniformy Distributed Integers

The function ec_dec_uint() (entdec.c) decodes one of ft equiprobable
values in the range 0 to (ft - 1), inclusive, each with a frequency
of 1, where ft may be as large as (2**32 - 1). Because ec_decode()
islimted to a total frequency of (2**16 - 1), it splits up the

val ue into a range coded synbol representing up to 8 of the high
bits, and, if necessary, raw bits representing the remai nder of the
value. The linmt of 8 bits in the range coded synbol is a trade-off
bet ween i npl enentati on conplexity, nodeling error (since the synbols
no longer truly have equal coding cost), and rounding error

i ntroduced by the range coder itself (which gets larger as nore bits
are included). Using raw bits reduces the nmaxi mum nunber of
divisions required in the worst case, but nmeans that it may be

possi ble to decode a val ue outside the range 0 to (ft - 1),

i ncl usive.

ec_dec_uint() takes a single, positive paraneter, ft, which is not
necessarily a power of two, and returns an integer, t, whose val ue

lies between 0 and (ft - 1), inclusive. Let ftb =ilog(ft - 1),
i.e., the nunber of bits required to store (ft - 1) in two's
conpl enent notation. |If ftbis 8 or less, thent is decoded with

t = ec_decode(ft), and the range coder state is updated using the
three-tuple (t, t + 1, ft).

If ftb is greater than 8, then the top 8 bits of t are decoded using
t = ec_decode(((ft - 1) >> (fthb - 8)) + 1)
the decoder state is updated using the three-tuple (t, t + 1, ((ft -

1) >> (ftb - 8)) + 1), and the remaining bits are decoded as raw
bits, setting
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t = (t << (ftb - 8)) | ec_dec_bits(ftb - 8)

If, at this point, t >= ft, then the current frame is corrupt. In
that case, the decoder should assune there has been an error in the
codi ng, decoding, or transm ssion and SHOULD take nmeasures to concea
the error (e.g., saturate to ft-1 or use the Packet Loss Conceal nent
(PLC)) and/or report to the application that the error has occurred.

4.1.6. Current Bit Usage

The bit allocation routines in the CELT decoder need a conservative
upper bound on the nunber of bits that have been used fromthe
current frame thus far, including both range coder bits and raw bits.
This drives allocation decisions that nmust match those nmade in the
encoder. The upper bound is conputed in the reference inplenmentation
to whole-bit precision by the function ec_tell() (entcode.h) and to
fractional 1/8th bit precision by the function ec_tell _frac()
(entcode.c). Like all operations in the range coder, it nust be

i mpl enented in a bit-exact nmanner, and it nust produce exactly the
same val ue returned by the sane functions in the encoder after
encodi ng the sane synbol s.

ec_tell() is guaranteed to return ceil(ec_tell _frac()/8.0). In
various places, the codec will check to ensure there is enough room
to contain a synbol before attenpting to decode it. |In practice

al t hough the nunber of bits used so far is an upper bound, decoding a
synbol whose probability nodel suggests it has a worst-case cost of p
1/8th bits may actually advance the return value of ec_tell _frac() by
p-1, p, or p+1l 1/8th bits, due to approximation error in that upper
bound, truncation error in the range coder, and for |arge val ues of
ft, nmodeling error in ec_dec_uint().

However, this error is bounded, and periodic calls to ec_tell () or
ec_tell _frac() at precisely defined points in the decodi ng process
prevent it from accunulating. For a range coder synbol that requires
a whol e nunber of bits (i.e., for which ft/(fh[k] - fl[k]) is a power
of two), where there are at least p 1/8th bits avail able, decoding
the synbol will never cause ec _tell() or ec_tell frac() to exceed the
size of the frame ("bust the budget"). |In this case, the return

val ue of ec_tell _frac() will only advance by nore than p 1/8th bits
if there were an additional, fractional nunmber of bits remining, and
it will never advance beyond the next whol e-bit boundary, which is
safe, since frames always contain a whole nunber of bits. However,
when p is not a whole nunmber of bits, an extra 1/8th bit is required
to ensure that decoding the synbol will not bust the budget.
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The reference inplenentation keeps track of the total nunber of whole
bits that have been processed by the decoder so far in the variable
nbits_total, including the (possibly fractional) nunber of bits that
are currently buffered, but not consunmed, inside the range coder.
nbits total is initialized to 9 just before the initial range
renornal i zati on process conpletes (or equivalently, it can be
initialized to 33 after the first renornalization). The extra two
bits over the actual amount buffered by the range coder guarantees
that it is an upper bound and that there is enough room for the
encoder to termnate the stream Each iteration through the range
coder’s renormalization |loop increases nbits total by 8  Reading raw
bits increases nbits total by the nunber of raw bits read.

4.1.6.1. ec_tell()
The whol e nunber of bits buffered in rng may be estimated via
lg =ilog(rng). ec_tell() then becones a sinple matter of renoving
these bits fromthe total. It returns (nbits total - 1g).
In anewWy initialized decoder, before any synmbols have been read,

this reports that 1 bit has been used. This is the bit reserved for
term nation of the encoder.

4.1.6.2. ec_tell _frac()
ec_tell _frac() estimtes the nunber of bits buffered in rng to
fractional precision. Since rng nust be greater than 2**23 after
renormal i zation, | g nust be at |east 24. Let
r QL5 = rng >> (1 g-16)
so that 32768 <= r_Ql5 < 65536, an unsigned QL5 val ue representing

the fractional part of rng. Then, the follow ng procedure can be
used to add one bit of precision to lg. First, update

r Q15 = (r_QI5*r_Q15) >> 15
Then, add the 16th bit of r_QL5 to Ig via
lg = 2*Ig + (r_Ql5 >> 16)
Finally, if this bit was a 1, reduce r_Ql5 by a factor of two via
r Q5 = r_Q15 >> 1
so that it once again lies in the range 32768 <= r_Ql5 < 65536. This

procedure is repeated three tines to extend Ig to 1/8th bit
precision. ec_tell _frac() then returns (nbits total*8 - 1Q).
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4.2. Sl|LK Decoder

The decoder’s LP layer uses a nodified version of the SILK codec
(herein sinply called "SILK"), which runs a decoded excitation signa
t hrough adaptive | ong-term and short-term prediction synthesis

filters. It runs at NB, MB, and WB sanple rates internally. Wen
used in a SWB or FB Hybrid frame, the LP layer itself still only runs
in VB

4.2.1. SILK Decoder Modul es

An overvi ew of the decoder is given in Figure 14.

T + I +
-->| Range |--->| Decode R R L +
1| Decoder | 2 | Paraneters |---------- + 5 |
[ S — + o m e e oo - - + 4 | |
3 | | |
\/ \/ \/
I + meemeeaeaaan + meemeeaeaaan +
| Generate |-->] LTP |-->] LPC
| Excitation | | Synthesis | | Synthesis
S + S + S +
" |
| |
T IRy S +
| 6
| B SR + B TS +
+-->| Stereo |-->] Sanple Rate |-->
| Unm xing | 7| Conversion | 8
. + Aemeeiiaaaoan +

Range encoded bitstream

Coded paraneters

Pul ses, LSBs, and signs

Pitch | ags, Long-Term Prediction (LTP) coefficients
Li near Predictive Coding (LPC) coefficients and gains
Decoded signal (nono or nid-side stereo)

Unmi xed signal (nono or left-right stereo)

Resanpl ed si gna

NoORWLNE

Fi gure 14: S| LK Decoder
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The decoder feeds the bitstream (1) to the range decoder from
Section 4.1 and then decodes the paraneters in it (2) using the
procedures detailed in Sections 4.2.3 through 4.2.7.8.5. These
paraneters (3, 4, 5) are used to generate an excitation signal (see
Section 4.2.7.8.6), which is fed to an optional Long-Term Prediction
(LTP) filter (voiced franes only, see Section 4.2.7.9.1) and then a
short-termprediction filter (see Section 4.2.7.9.2), producing the
decoded signal (6). For stereo streans, the md-side representation
is converted to separate left and right channels (7). The result is
finally resampled to the desired output sanple rate (e.g., 48 kHz) so
that the resanpled signal (8) can be m xed with the CELT | ayer

4.2.2. LP Layer Organi zation

Internally, the LP layer of a single Qous franme is conposed of either
a single 10 ns regular SILK frame or between one and three 20 ns
regular SILK frames. A stereo Qpus frame may doubl e the nunber of
regular SILK frames (up to a total of six), since it includes
separate franes for a md channel and, optionally, a side channel
Optional Low Bit-Rate Redundancy (LBRR) franes, which are reduced-
bitrate encodi ngs of previous SILK franes, may be included to aid in
recovery from packet loss. |If present, these appear before the
regul ar SILK frames. They are, in nost respects, identical to

regul ar, active SILK franmes, except that they are usually encoded
with a lower bitrate. This docunment uses "SILK frame" to refer to
either one and "regular SILK frane" if it needs to draw a distinction
bet ween t he two.

Logically, each SILK frame is, in turn, conposed of either two or
four 5 ns subfranes. Various paraneters, such as the quantization
gain of the excitation and the pitch lag and filter coefficients can
vary on a subfrane-by-subfranme basis. Physically, the parameters for
each subframe are interleaved in the bitstream as described in the
rel evant sections for each paraneter.

Al'l of these franes and subframes are decoded fromthe sanme range
coder, with no paddi ng between them Thus, packing nmultiple SILK
frames in a single Qpus franme saves, on average, half a byte per SILK
frane. It also allows sonme paraneters to be predicted fromprior
SILK frames in the same Opus frane, since this does not degrade
packet | oss robustness (beyond any penalty for merely using fewer,

| arger packets to store nultiple franes).

Stereo support in SILK uses a variant of md-side coding, allowi ng a

nmono decoder to sinply decode the mid channel. However, the data for
the two channels is interleaved, so a nono decoder nust still unpack
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the data for the side channel. It would be required to do so anyway
for Hybrid Opus franes or to support decoding individual 20 ns
franes.

Tabl e 3 summari zes the overall grouping of the contents of the LP
layer. Figures 15 and 16 illustrate the ordering of the various SILK
franes for a 60 ns Qpus franme, for both nono and stereo,

respectively.

e T T +
| Synbol (s) | PDF( s) | Condi ti on
e S S +
Voi ce Activity Detection (VAD) {1, 1}/2
Fl ags
LBRR Fl ag {1, 1}/2

Per - Frame LBRR Fl ags Tabl e 4 Section 4.2. 4

LBRR Frane(s) Section 4.2.4

Regul ar SI LK Frane(s)

o m e e e e e e e e e e e e e e eaao - +
| VAD Fl ags |
o e e e e e e e e e e e e e e oo +
| LBRR Fl ag |
oo e e e e e e e eee e +
| Per-Frame LBRR Flags (Optional)

o m e e e e e e e e e e e e e e eaao - +
| LBRR Franme 1 (Optional) |
o e e e e e e e e e e e e e e oo +
| LBRR Frane 2 (Optional) |
oo e e e e e e e eee e +
| LBRR Frane 3 (Optional)

o m e e e e e e e e e e e e e e eaao - +
| Regul ar SI LK Frame 1 |
o e e e e e e e e e e e e e e oo +
| Regul ar SI LK Frane 2 |
oo e e e e e e e eee e +
| Regul ar SI LK Franme 3 |
o m e e e e e e e e e e e e e e eaao - +

Figure 15: A 60 ns Mono Franme
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. +
| M d VAD Fl ags |
T v +
| M d LBRR Fl ag |
o e m e e e e e e e e e e e e e e e +
| Si de VAD Fl ags
. +
| Si de LBRR Fl ag

T e +
| Md Per-Frame LBRR Fl ags (Optional)

o e m e e e e e e e e e e e e e e e +
| Side Per-Frame LBRR Flags (Optional)
e +
| Md LBRR Frane 1 (Optional) |
T e +
| Side LBRR Frane 1 (Optional) |
o e m e e e e e e e e e e e e e e e +
| Md LBRR Frane 2 (Optional) |
. +
| Side LBRR Frame 2 (Optional) |
T e +
| Md LBRR Frane 3 (Optional) |
o e m e e e e e e e e e e e e e e e +
| Side LBRR Frane 3 (Optional) |
. +
| Md Regular SILK Frane 1 |
e +
| Side Regular SILK Frane 1 (Optional)

o e m e e e e e e e e e e e e e e e +
| M d Regul ar SILK Frane 2 |
. +
| Side Regular SILK Frame 2 (Optional)
T e +
| M d Regul ar SILK Frane 3 |
o e m e e e e e e e e e e e e e e e +
| Side Regular SILK Frame 3 (Optional)
. +

Figure 16: A 60 ns Stereo Frane
4.2.3. Header Bits

The LP layer begins with two to ei ght header bits, decoded in

sil k_Decode() (dec_APl.c). These consist of one Voice Activity
Detection (VAD) bit per frame (up to 3), followed by a single flag

i ndi cating the presence of LBRR frames. For a stereo packet, these
first flags correspond to the md channel, and a second set of flags
is included for the side channel
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Because these are the first synbols decoded by the range coder and
because they are coded as binary values with uniform probability,
they can be extracted directly fromthe nost significant bits of the
first byte of conpressed data. Thus, a receiver can determine if an
Qpus franme contains any active SILK frames wi thout the overhead of
usi ng the range decoder.

4.2.4. Per-Frane LBRR Fl ags

For Qpus franmes longer than 20 ns, a set of LBRR flags is decoded for
each channel that has its LBRR flag set. Each set contains one flag
per 20 ns SILK frane. 40 ns Opus franes use the 2-frane LBRR flag PDF
fromTable 4, and 60 ns Qpus franes use the 3-frane LBRR flag PDF

For each channel, the resulting 2- or 3-bit integer contains the
correspondi ng LBRR flag for each frame, packed in order fromthe LSB
to the MSB.

B S o e e m e e e e e e e e e e e e e e e e o - +
| Frane Size | PDF

R oo e e e e e e e e e e e aaa +
| 40 ns | {0, 53, 53, 150}/256

| | |
| 60 ns | {0, 41, 20, 29, 41, 15, 28, 82}/256

B S o e e m e e e e e e e e e e e e e e e e o - +

Tabl e 4: LBRR Fl ag PDFs

A 10 or 20 ns Opus frame does not contain any per-frane LBRR fl ags,
as there may be at nost one LBRR frame per channel. The gl obal LBRR
flag in the header bits (see Section 4.2.3) is already sufficient to
i ndi cate the presence of that single LBRR frane.

4.2.5. LBRR Franes

The LBRR frames, if present, contain an encoded representation of the
signal immediately prior to the current Qous frane as if it were
encoded with the current node, frane size, audio bandw dth, and
channel count, even if those differ fromthe prior OQpus frame. Wen
one of these paraneters changes fromone Qpus frame to the next, this
inplies that the LBRR franes of the current Cpus franme may not be
sinmple drop-in replacenents for the contents of the previous Qpus
frame.

For exanple, when switching from20 ns to 60 ns, the 60 ns Qpus frane
may contain LBRR franes covering up to three prior 20 ns Cpus franes
even if those franes already contai ned LBRR franmes covering some of
the sane tine periods. Wen switching from20 ns to 10 nms, the 10 ns
Qpus frane can contain an LBRR frane covering at nost half the prior
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20 ms Qpus frane, potentially |eaving a hole that needs to be
conceal ed fromeven a single packet |oss (see Section 4.4). Wen
switching fromnono to stereo, the LBRR frames in the first stereo
Qpus frame MAY contain a non-trivial side channel

In order to properly produce LBRR frames under all conditions, an
encoder might need to buffer up to 60 ns of audio and re-encode it
during these transitions. However, the reference inplenentation opts
to disable LBRR franmes at the transition point for sinplicity. Since
transitions are relatively infrequent in normal usage, this does not
have a significant inpact on packet |oss robustness.

The LBRR franmes imediately follow the LBRR flags, prior to any
regul ar SILK franmes. Section 4.2.7 describes their exact contents.
LBRR franes do not include their own separate VAD flags. LBRR franes
are only neant to be transnmitted for active speech, thus all LBRR
franes are treated as active

In a stereo Qpus frame |onger than 20 s, although the per-frane LBRR
flags for the md channel are coded as a unit before the per-frane
LBRR flags for the side channel, the LBRR franmes thenselves are

interl eaved. The decoder parses an LBRR frane for the m d channel of
a given 20 ms interval (if present) and then inmedi ately parses the
corresponding LBRR frane for the side channel (if present), before
proceeding to the next 20 ns interval

4.2.6. Regular SILK Franes
The regular SILK frame(s) follow the LBRR franes (if any).
Section 4.2.7 describes their contents, as well. Unlike the LBRR
franes, a regular SILK frame is coded for each tine interval in an
Qous frame, even if the corresponding VAD flags are unset. For
stereo Qpus frames |longer than 20 ns, the regular mid and side SILK
franes for each 20 ns interval are interleaved, just as with the LBRR
franes. The side frane may be skipped by coding an appropriate flag,
as detailed in Section 4.2.7.2.

4.2.7. SILK Frane Contents
Each SILK frane includes a set of side information that encodes
o0 The frame type and quantization type (Section 4.2.7.3),
0 Quantization gains (Section 4.2.7.4),

o0 Short-termprediction filter coefficients (Section 4.2.7.5),
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0 A Line Spectral Frequencies (LSFs) interpolation weight
(Section 4.2.7.5.5),

o LTP filter lags and gains (Section 4.2.7.6), and
0 A Linear Congruential Generator (LCG seed (Section 4.2.7.7).

The quanti zed excitation signal (see Section 4.2.7.8) follows these
at the end of the frame. Table 5 details the overall organization of
a SlILK frane.
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e S S +

| Synbol (s) | PDF( s) | Condi tion |

T T N T T N T T +
Stereo Prediction Wights Table 6 Section 4.2.7.1
M d-only Fl ag Tabl e 8 Section 4.2.7.2

Frame Type Section 4.2.7.3

Subfranme Gins Section 4.2.7.4

Nor mal i zed LSF Stage-1 Tabl e 14

I ndex

Normal i zed LSF St age-2
Resi dua

Section 4.2.7.5.2

Nor mal i zed LSF
I nterpol ati on Wi ght

Tabl e 26 20 nms franme

Primary Pitch Lag Section 4.2.7.6.1 Voi ced franme

Periodicity | ndex Tabl e 37 Voi ced frane
LTP Filter Tabl e 38 Voi ced frame
LTP Scal i ng Tabl e 42 Section 4.2.7.6.3
LCG Seed Tabl e 43
Excitation Rate Level Tabl e 45
Excitation Pul se Counts Tabl e 46

Excitation Pul se Section 4.2.7.8.3 Non-zero pul se

| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
: : : :
| Subfrane Pitch Contour | Tabl e 32 | Voi ced frane

| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |
| | | |

Locati ons count
Excitati on LSBs Tabl e 51 Section 4.2.7.8.2
Excitation Signs Tabl e 52

o o e e oo oo +

Table 5: Order of the Synbols in an Individual SILK Frane
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4.2.7.1. Stereo Prediction Wights

A SILK frame corresponding to the nid channel of a stereo Opus frane
begins with a pair of side channel prediction weights, designed such
that zeros indicate norrmal nid-side coupling. Since these weights
can change on every franme, the first portion of each frane linearly
i nterpol ates between the previous weights and the current ones, using
zeros for the previous weights if none are available. These
prediction weights are never included in a nono Qpus frame, and the
previ ous weights are reset to zeros on any transition frommono to
stereo. They are also not included in an LBRR franme for the side
channel, even if the LBRR flags indicate the corresponding nid
channel was not coded. |In that case, the previous weights are used,
again substituting in zeros if no previous weights are avail able
since the | ast decoder reset (see Section 4.5.2).

To summari ze, these weights are coded if and only if
0o This is a stereo Qous frame (Section 3.1), and
0 The current SILK frame corresponds to the md channel

The prediction weights are coded in three separate pieces, which are
decoded by silk _stereo_decode pred() (stereo_decode pred.c). The
first piece jointly codes the high-order part of a table index for
bot h wei ghts. The second piece codes the | oworder part of each
table index. The third piece codes an offset used to linearly

i nterpol ate between table indices. The details are as foll ows.

Let n be an index decoded with the 25-el ement stage-1 PDF in Table 6.
Then, let i0 and i1 be indices decoded with the stage-2 and stage-3
PDFs in Table 6, respectively, and let i2 and i3 be two nore indices
decoded with the stage-2 and stage-3 PDFs, all in that order

Fomm - o e m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e m o +
| Stage | PDF |
Fom e e o o o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e eme— oo +
| Stage | {7, 2, 1, 1, 1, 10, 24, 8, 1, 1, 3, 23, 92, 23, 3, 1, 1,

| 1 | 8, 24, 10, 1, 1, 1, 2, 7}/256 |
| | |
| Stage | {85, 86, 85}/256 |
SN |
| Stage | {51, 51, 52, 51, 51}/256 |
| 3 | |
S o m o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e eao o +

Tabl e 6: Stereo Wi ght PDFs
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Then, use n, i0, and i2 to formtwo table indices, w0 and w 1,
according to

wi 0
w1

i0 + 3*(n/5)
i2 + 3*(nY%)

where the division is integer division. The range of these indices
is Oto 14, inclusive. Let w Q3[i] be the i’th weight from Table 7.
Then, the two prediction weights, wO_Ql3 and wl_Q13, are

wl Q13 = w QL3[wi 1]
+ (((Ww_QL3[wi 1+1] - w QL3[wi 1])*6554) >> 16)*(2*i3 + 1)

wo_QL3

w_QL3[ wi 0]
+ (((W_QL3[wi 0+1] - w QL3[wiO0])*6554) >> 16)*(2*i1 + 1)
- wi_ Qi3

N.B., wi_ QL3 is conputed first here, because wO_Ql3 depends on it.
The constant 6554 is approxinmately 0.1 in Ql6. Although wi0 and wi 1
only have 15 possible values, Table 7 contains 16 entries to allow
i nterpol ation between entry wiO and (W0 + 1) (and |ikewi se for w1).
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S e +
| I'ndex | Weight (QL3)

Fomeo o oo +
| O | -13732 |
| | |
| 1 | -10050

| | |
| 2 | - 8266 |
| | |
| 3 | - 7526 |
| | |
| 4 | - 6500 |
| | |
| 5 | -5000 |
| | |
| 6 | -2950 |
| | |
| 7 | -820 |
| | |
| 8 | 820 |
| | |
| 9 | 2950 |
| | |
| 10 | 5000

| | |
| 11 | 6500

| | |
| 12 | 7526

| | |
| 13 | 8266

| | |
| 14 | 10050

| | |
| 15 | 13732

Fomm oo o e e oo +

Table 7: Stereo Weight Table
4.2.7.2. Md-Only Flag
A flag appears after the stereo prediction weights that indicates if
only the md channel is coded for this tine interval. It appears
only when

o This is a stereo Qous franme (see Section 3.1),

o The current SILK frame corresponds to the md channel, and
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o Either

* This is a regular SILK frane where the VAD flags (see
Section 4.2.3) indicate that the correspondi ng side channel is
not acti ve.

* This is an LBRR franme where the LBRR flags (see Sections 4.2.3
and 4.2.4) indicate that the correspondi ng si de channel is not
coded.

It is omtted when there are no stereo weights, for all of the sane
reasons. It is also omitted for a regular SILK frane when the VAD
flag of the corresponding side channel frane is set (indicating it is
active). The side channel nust be coded in this case, naking the
md-only flag redundant. It is also onmitted for an LBRR frame when
the correspondi ng LBRR fl ags indicate the side channel is coded.

When the flag is present, the decoder reads a single value using the
PDF in Table 8, as inplenented in silk stereo_decode nid only()
(stereo_decode pred.c). |If the flag is set, then there is no
corresponding SILK frane for the side channel, the entire decoding
process for the side channel is skipped, and zeros are fed to the
stereo unm xi ng process (see Section 4.2.8) instead. As stated
above, LBRR frames still include this flag when the LBRR fl ag

i ndicates that the side channel is not coded. |In that case, if this
flag is zero (indicating that there should be a side channel), then
Packet Loss Conceal ment (PLC, see Section 4.4) SHOULD be invoked to

recover a side channel signal. QOherw se, the stereo inmage wll
col | apse.

. +

| PDF I

. +

| {192, 64}/256

S +

Table 8. Md-only Flag PDF
4.2.7.3. Franme Type

Each SILK frane contains a single "franme type" synbol that jointly
codes the signal type and quantization offset type of the
corresponding frane. |If the current frane is a regular SILK frane
whose VAD bit was not set (an "inactive" frane), then the frane type
synbol takes on a value of either O or 1 and is decoded using the
first PDF in Table 9. If the frame is an LBRR frane or a regul ar

SI LK franme whose VAD flag was set (an "active" frane), then the val ue
of the synbol may range from2 to 5, inclusive, and is decoded using
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the second PDF in Table 9. Table 10 transl ates between the val ue of
the frame type synbol and the correspondi ng signal type and
gquanti zation of fset type

| Inactive | {26, 230, 0, 0, 0, 0}/256

| | |
| Active | {0, 0, 24, 74, 148, 10}/ 256

I . e +
| Frane Type | Signal Type | Quantization O fset Type
S B S T +
| O | Inactive | Low
I I I I
| 1 | Inactive | Hi gh
I I I I
| 2 | Unvoiced | Low
I I I I
| 3 | Unvoi ced | Hi gh
I I I I
| 4 | Voiced | Low
I I I I
| 5 | Voiced | Hi gh
S B S T +

Tabl e 10: Signal Type and Quantization O fset Type from Frane Type
4.2.7.4. Subfrane Gains

A separate quantization gain is coded for each 5 ns subfrane. These
gains control the step size between quantization |evels of the
excitation signal and, therefore, the quality of the reconstruction
They are independent of and unrelated to the pitch contours coded for
voi ced frames. The quantization gains are thenmselves uniformy
quantized to 6 bits on a log scale, giving thema resolution of
approxi mately 1.369 dB and a range of approximately 1.94 dB to

88. 21 dB.

The subfrane gains are either coded i ndependently, or relative to the

gain fromthe nost recent coded subfrane in the sane channel
I ndependent coding is used if and only if
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o0 This is the first subfrane in the current SILK frane, and
o Either

* This is the first SILK frane of its type (LBRR or regular) for
this channel in the current Qous frane, or

*  The previous SILK frane of the same type (LBRR or regular) for
this channel in the same Qpus franme was not coded

In an independently coded subframe gain, the 3 nost significant bits
of the quantization gain are decoded using a PDF selected from
Tabl e 11 based on the decoded signal type (see Section 4.2.7.3).

. I e +
| Signal Type | PDF

B S o e e e e e e e e e e e e e e e e +
| Inactive | {32, 112, 68, 29, 12, 1, 1, 1}/256

| |

| Unvoiced | {2, 17, 45, 60, 62, 47, 19, 4}/256

| | |
| Voiced | {1, 3, 26, 71, 94, 50, 9, 2}/256

Tabl e 11: PDFs for |Independent Quantization Gain MSB Codi ng

The 3 least significant bits are decoded using a uniform PDF

o e e e e e e e eeeaoa +
| PDF |
o o e e e e e e ee e +
| {32, 32, 32, 32, 32, 32, 32, 32}/256 |
oo e e e e e e ee e eeeeaao- +

Tabl e 12: PDF for |ndependent Quantization Gain LSB Codi ng

These 6 bits are conbined to forma val ue, gain_index, between 0 and
63. Wien the gain for the previous subfrane is avail able, then the
current gain is linted as foll ows:

| og_gain = max(gai n_i ndex, previous_log_gain - 16)

This may hel p sone inplenentations Iinmt the change in precision of
their internal LTP history. The indices to which this clanp applies
cannot sinply be renoved from the codebook, because previous_log_gain
will not be available after packet |oss. The clanping is skipped
after a decoder reset, and in the side channel if the previous frane
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in the side channel was not coded, since there is no value for
previous_log_gain available. It MAY al so be skipped after packet
| oss.

For subfranes that do not have an independent gain (including the
first subfranme of franes not |isted as using independent coding
above), the quantization gain is coded relative to the gain fromthe
previous subfrane (in the sanme channel). The PDF in Table 13 yields
a delta_gai n_i ndex val ue between 0 and 40, incl usive.

o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e - +
| PDF |
o o m o e o e e e e e e e eeoe oo +
| {6, 5, 11, 31, 132, 21, 8, 4, 3, 2, 2, 2, 1, 1, 1, 1, 1, 1, 1, 1,

| 2, 2, 21, 1, 1, 1, 2, 2, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, |
| 1}/256 |
o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e - +

Tabl e 13: PDF for Delta Quantization Gain Codi ng

The following fornula translates this index into a quantization gain
for the current subframe using the gain fromthe previous subfrane:

log gain = clanp(0, max(2*delta_gain_index - 16,
previous log_gain + delta gain_index - 4), 63)

sil k_gai ns_dequant () (gain_quant.c) dequantizes log_gain for the k’th
subframe and converts it into a linear QL6 scale factor via

gain_QL6[ k] = silk_log2lin((0x1D1C71*l og_gai n>>16) + 2090)

The function silk_log2lin() (log2lin.c) conputes an approxi mation of
2**(inLog_Qr/128.0), where inLog Q7 is its Q7 input. Let i =

i nLog_Q7>>7 be the integer part of inLogQ7 and f = inLog_Q7&127 be
the fractional part. Then

(1<<i) + ((-174*f*(128-1)>>16)+f)*((1<<i)>>7)
yi el ds the approxi mate exponential. The final QL6 gain values lies
bet ween 81920 and 1686110208, inclusive (representing scale factors
of 1.25 to 25728, respectively).

4.2.7.5. Nornmalized Line Spectral Frequency (LSF) and Linear Predictive
Codi ng (LPC) Coefficients

A set of normalized Line Spectral Frequency (LSF) coefficients foll ow

the quantization gains in the bitstream and represent the Linear
Predictive Coding (LPC) coefficients for the current SILK frane.
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Once decoded, the nornalized LSFs forman increasing list of QL5

val ues between 0 and 1. These represent the interleaved zeros on the
upper half of the unit circle (between 0 and pi, hence "nornalized")
in the standard deconposition [ SPECTRAL-PAIRS] of the LPC filter into
a symmetric part and an anti-symetric part (P and Qin

Section 4.2.7.5.6). Because of non-linear effects in the decoding
process, an inplenentation SHOULD match the fixed-point arithnetic
described in this section exactly. An encoder SHOULD al so use the
same process

The nornalized LSFs are coded using a two-stage vector quantizer (VQ
(Sections 4.2.7.5.1 and 4.2.7.5.2). NB and MB franes use an order-10
predictor, while WB franes use an order-16 predictor. Thus, each of
these two cases uses a different set of tables. After reconstructing
the normalized LSFs (Section 4.2.7.5.3), the decoder runs them
through a stabilization process (Section 4.2.7.5.4), interpol ates
them between franes (Section 4.2.7.5.5), converts them back into LPC
coefficients (Section 4.2.7.5.6), and then runs themthrough further
processes to limt the range of the coefficients (Section 4.2.7.5.7)
and the gain of the filter (Section 4.2.7.5.8). Al of thisis
necessary to ensure the reconstruction process is stable.

4.2.7.5.1. Nornalized LSF Stage 1 Decodi ng
The first VQ stage uses a 32-el enent codebook, coded with one of the
PDFs in Table 14, depending on the audi o bandwi dth and t he signa
type of the current SILK frame. This yields a single index, 11, for
the entire frame, which
1. Indexes an elenment in a coarse codebook
2. Selects the PDFs for the second stage of the VQ and

3. Selects the prediction weights used to renove intra-frane
redundancy fromthe second stage

The actual codebook el enents are listed in Tables 23 and 24, but they

are not needed until the last stages of reconstructing the LSF
coefficients.
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S B oo o e e e e e e e e e e e e e e e e e e e eaa +
| Audio | Signal | PDF |
| Bandwidth | Type | |
S S Fom e e e e e e e e e e m e e e e e am o +
| NBor MB | Inactive | {44, 34, 30, 19, 21, 12, 11, 3, 3, 2, 16,

| | or | 2, 2, 1, 5, 2,1, 3, 3, 1, 1, 2, 2, 2, 3,

| | unvoiced | 1, 9, 9, 2, 7, 2, 1}/256 |
| | | |
| NB or MB | Voiced | {1, 10, 1, 8, 3, 8, 8, 14, 13, 14, 1, 14,

| | | 12, 13, 11, 11, 12, 11, 10, 10, 11, 8, 9,

| | | 8 7, 8 1, 1, 6, 1, 6, 5}/256

| | | |
| WB | Inactive | {31, 21, 3, 17, 1, 8, 17, 4, 1, 18, 16, 4,

| | or | 2, 3, 1, 10, 1, 3, 16, 11, 16, 2, 2, 3, 2,

| | unvoiced | 11, 1, 4, 9, 8, 7, 3}/256 |
| | | |
| WB | Voiced | {1, 4, 16, 5, 18, 11, 5, 14, 15, 1, 3, 12,

| | | 13, 14, 14, 6, 14, 12, 2, 6, 1, 12, 12, |
| | | 11, 10, 3, 10, 5, 1, 1, 1, 3}/256
R [ T oo o e e e e e e e e e e e e e e e e e ee e eaaa - +

Tabl e 14: PDFs for Normalized LSF Stage-1 I ndex Decoding
4.2.7.5.2. Nornalized LSF Stage 2 Decodi ng

A total of 16 PDFs are available for the LSF residual in the second
stage: the 8 (a...h) for NB and MB franes given in Table 15, and the
8 (i...p) for WB franmes given in Table 16. Wich PDF is used for

whi ch coefficient is driven by the index, 11, decoded in the first
stage. Table 17 lists the letter of the correspondi ng PDF for each
normal i zed LSF coefficient for NB and MB, and Table 18 lists the sane
i nformati on for WB.
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B oo o e e e e e e e e e e e e e eeea oo +
| Codebook | PDF |
[ T o m e e e e e e e e e e e e e ma— oo +
| a | {1, 1, 1, 15, 224, 11, 1, 1, 1}/256

| | |
| b | {1, 1, 2, 34, 183, 32, 1, 1, 1}/256

| | |
| ¢ | {1, 1, 4, 42, 149, 55, 2, 1, 1}/256

| | |
| d | {1, 1, 8, 52, 123, 61, 8, 1, 1}/256

| | |
| e | {1, 3, 16, 53, 101, 74, 6, 1, 1}/256

| | |
| f | {1, 3, 17, 55, 90, 73, 15, 1, 1}/256

| | |
| 9 | {1, 7, 24, 53, 74, 67, 26, 3, 1}/256

| | |
| h | {1, 1, 18, 63, 78, 58, 30, 6, 1}/256

B oo o e e e e e e e e e e e e e eeea oo +

{1, 1, 1, 9, 232, 9, 1, 1, 1}/256

| | |
I i I {1, 1, 2, 28, 186, 35, 1, 1, 1}/256 I
I k I {1, 1, 3, 42, 152, 53, 2, 1, 1}/256 I
I | I {1, 1, 10, 49, 126, 65, 2, 1, 1}/256 I
I m I {1, 4, 19, 48, 100, 77, 5, 1, 1}/256 I
I n I {1, 1, 14, 54, 100, 72, 12, 1, 1}/256I
I 0 I {1, 1, 15, 61, 87, 61, 25, 4, 1}/256 I
I p I {1, 7, 21, 50, 77, 81, 17, 1, 1}/256 I
o me e o e e e e e e e e e meee—a- +

Tabl e 16: PDFs for WB Normalized LSF Stage-2 |Index Decoding
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| 22| ef f eggf gf e]|
I23IcffgfgegeeI
I24IefffdheffeI
I25cheffgeffeI
I26chcddecdddI
IZ?Ibbcccccdch
I28IeffgggfgefI
I29Idffeeeedch
I30IcfdhffeefeI
I31IeefefgfgfeI
e e e e e e e e e e +

Tabl e 17: Codebook Sel ection for NB/MB Nornumlized LSF Stage-2 | ndex
Decodi ng

| | |
IOIIIIIIiIIIIIIIIIII
IlIk|||||kkkkkjjjl|I
IZIknnIpmmnknmnnmllI
I3I|klkkjlllllllllll
I4I|onmompnmmmnnmmII
ISIlInnmIInIIIIIIka
I6I|||||i||||||||||l
I?IlkolpknlmnnmllkII
I8I|okoomnmonmmnIIII
Iglkjlliilllllllllll

Valin, et al. St andards Track [ Page 51]



Sept enber 2012

Interactive Audi o Codec

RFC 6716

_ — — & - - E E £ - E _ E 4 - - B _— 4 = -
=
- XX xx & _ - - € M - X X _ . - .- B - x . - .-
- X _ ¢ & - & € @ -2 i@ e = .. &8 - o - ~ .. .. =t
- - —- E E - & £ X 2 @ - - - & - o - xx ._. x o
- - — & o - & - & D@ i-m £ - £ - .- & x~x .. .. x~x x
- — — £ £ .. € - X . .M - B c c - & x . o — .
- —m — — 0 . & x .., xx .., £ & £ €& . - - xx ~x x x
- - - £ X .., - £ xx xx ~x & _ _ & - © — o = - -
- - — & £ .. £ - - xXx xx £ £ & o .. £ - x x~x _ _
- — — & o .. & _ xx _. _ & _ & €& - x~ & - - < -
-  © &€ o & .. ¢ & xx . _ o o &€ ©0 .- ¢ .- —_- ao €t
- & _ E £ .. o & x £ £ o o0 &£ 0 4@ — —- - < & _
- - - & £E&E - € 0 0 0 -0 - € - - .m o0 9 .. x ¢ «c
- ¥ ¥ &€ ©o ... 0 — - x & ©O0 —- —_— €€ ©0 0 — = — < -
- X X _— e e M e X . . X X . X ol e m — X
2 343 3 323353 3233 I3 Q83T 3 8 >

Tabl e 18: Codebook Sel ection for WB Normalized LSF Stage-2 |ndex

Decodi ng

[ Page 52]

St andards Track

et al.

Val i n,



RFC 6716 Interactive Audi o Codec Sept enber 2012

Decodi ng the second stage residual proceeds as follows. For each
coefficient, the decoder reads a synbol using the PDF correspondi ng
to 11 fromeither Table 17 or Table 18, and subtracts 4 fromthe
result to give an index in the range -4 to 4, inclusive. |If the
index is either -4 or 4, it reads a second synbol using the PDF in
Tabl e 19, and adds the value of this second synbol to the index,
using the sane sign. This gives the index, 12[k], a total range of
-10 to 10, inclusive.

e e e e +
| PDF |
o +
| {156, 60, 24, 9, 4, 2, 1}/256 |
o e e e e eeee oo +

Tabl e 19: PDF for Normalized LSF | ndex Extension Decodi ng

The decoded indices fromboth stages are translated back into
normal i zed LSF coefficients in silk NLSF decode() (NLSF decode.c).
The stage-2 indices represent residuals after both the first stage of
the VQ and a separate backwards-prediction step. The backwards

predi ction process in the encoder subtracts a prediction from each
residual forned by a nmultiple of the coefficient that follows it.

The decoder nust undo this process. Table 20 contains |ists of

predi ction weights for each coefficient. There are two lists for NB
and MB, and another two lists for WB, giving two possible prediction
wei ghts for each coefficient.
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Tabl e 20: Prediction Wights for

S R
| Coefficient | A
S S e ——
| O | 179 |
| |
| 1 | 138
| |
| 2 | 140
| |
| 3 | 148
| |
| 4 | 151
| |
| 5 | 149
| |
| 6 | 153
| |
| 7 | 151
| |
| 8 | 163
| |
| 9 |
| |
| 10 |
| |
| 11 |
| |
| 12 |
| |
| 13 |
| |
| 14 |
S S e ——

116

67

82

59

92

72

100

89

92

Interactive Audi o Codec

_____ P
cC| D
_____ P
175 | 68
148 I 62
160 I 66
176 I 60
178 I 72
173 I 117
174 I 85
164 I 90
177 I 118
174 I 136
196 I 151
182 I 142
198 I 160
192 I 142
182 I 155
_____ P

Sept enber 2012

Nor mal i zed LSF Decodi ng

The prediction is undone using the procedure inplenented in
sil k_NLSF_residual dequant () (NLSF _decode.c),
Each coefficient selects its prediction weight fromone of the two
lists based on the stage-1 index,
NB and MB, and Tabl e 22 gives the sel ections

for each coefficient for
for VB.

I 1.

which is as foll ows.

Let d_LPC be the order of the codebook, i.e.

Tabl e 21 gives the sel ections

10 for NB and

MB, and 16 for WB, and let pred @B[k] be the weight for the k'th
coefficient selected by this process for 0 <= k < d LPC-1. Then, the

stage-2 residua

Val i n,

res_QL0[ k]

et al.

for each coefficient

is conputed via

= (k+1 < d_LPC ? (res_QLO[ k+1] *pred_@B[k])>>8 : 0)

+ ((((12[k]<<10)

St andards Track

sign(l2[k])*102) *gst ep) >>16) ,
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where gstep is the QL6 quantization step size, which is 11796 for NB
and MB and 9830 for WB (representing step sizes of approximtely 0.18
and 0.15, respectively).

| | |
Io IABAAAAAAAI
Il IBAAAAAAAAI
Iz IAAAAAAAAAI
I3IBBBAAAABAI
I4 IABAAAAAAAI
Is IABAAAAAAAI
I6IBABBAAABAI
I7IABBAABBAAI
ISIAABBABABBI
IQIAABBAABBBI
I 10I AAAAAAAAAI
IllI ABABBBBBAI
I12I ABABBBBBAI
I13I ABBBBBBBAI
I14I BABBABBBBI
I15I ABBBBBABAI
IIGI AABBABABAI
Il?I AABBBABBBI
I18I ABBAABBBAI
Ilgl AAABBBABAI
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Tabl e 21: Prediction Wight Selection for NB/MB Normalized LSF
Decodi ng

O O O O O O
O O O O O
O O O O O
O O O O O
O O O O O
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10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27

28

O o o o o o o o o o o o o o o o o o o o o o O 0
o o o o o 60 o o o o o o o o o oo o o o o o o oo
o o 0o o o 60 u u o o o 60 U uu o o o0 oo oo o o o oo
o o o o 60 o 6o U o o o o o o oo o o o o o o oo o o
o o o o 60 u u u o o o o o o o o o o oo o o oo o o
o 0 o o o o 60 u o o o o o o 60 u U uu oo o o o o o
o o0 60 u 60 u u 6o oo o o o o0 o o oo o o oo o o o oo
O 60 U u o o o o o o o 60 U U o 6o U o oo o o o o o
o 60 o o 6 u u u u o0 o o o0 uu o oo o o oo o o o oo
o 60 o o 6o o o o o o o o 60 U o uu U uu oo o o o oo
O 606 U u 60 o o 60 oo o o 60 U uu 60 uu o o oo o o o oo
o o 60 o 6o o 0o U o o o o o o o o o o o o o o o o
O 6 o o o0 o o o o oo o o o v Ut U U OO o o o o o
O 60 U U 60 U U O U o o o o o U oo o o o o o o o o
o U U U U U O O o o o o o o o oo o o o u o o o

29
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30 D CcCcCcCZcCcZcCc<c<c<c<c<c<cbT¢cocc|

| |

> |
| 31|l ccDbccDDDT¢CCDTCTCDC
o e e e e e e e e e meeeo—ao- +

Tabl e 22: Prediction Wight Selection for WB Nornalized LSF Decodi ng
4.2.7.5.3. Reconstructing the Normalized LSF Coefficients

Once the stage-1 index 11 and the stage-2 residual res_QLO[] have
been decoded, the final nornalized LSF coefficients can be
reconstruct ed.

The spectral distortion introduced by the quantization of each LSF
coefficient varies, so the stage-2 residual is weighted accordingly,
using the | ow complexity Inverse Harnonic Mean Wi ghting (1 HWY
function proposed in [ LAROA-1CASSP]. The weights are derived
directly fromthe stage-1 codebook vector. Let cbhl @B[k] be the k’'th
entry of the stage-1 codebook vector from Table 23 or Table 24.

Then, for 0 <= k < d_LPC, the foll owi ng expressi on conputes the
square of the weight as a QL8 val ue:

w2_Q18[ k] = (1024/(cbl_GB[k] - cbl_@B[k-1])
+ 1024/ (cbl_QB[k+1] - cbl _QB[k])) << 16

where cbl B[-1] = 0 and cbl @B[d_LPC] = 256, and the division is
integer division. This is reduced to an unsquared, @ val ue using
the foll owi ng square-root approximation:

i =i

f = (w2_Q18[k]>>(i-8)) & 127

y = ((i&l) ? 32768 : 46214) >> ((32-i)>>1)
w_QB[K] =y + ((213*f*y)>>16)

The constant 46214 here is approximtely the square root of 2 in QL5.
The cbl B[] vector conpletely determ nes these weights, and they may
be tabul ated and stored as 13-bit unsigned values (with a range of
1819 to 5227, inclusive) to avoid conputing them when decoding. The
reference inplenentation already requires code to conpute these

wei ghts on unquantized coefficients in the encoder, in

si |l k_NLSF_VQ wei ghts_laroia() (NLSF_VQ weights_laroia.c) and its
callers, so it reuses that code in the decoder instead of using a
pre-conputed table to reduce the amount of ROM required.

Valin, et al. St andards Track [ Page 58]



RFC 6716 Interactive Audi o Codec Sept enber 2012

0 12 35 60 83 108 132 157 180 206 228
1 15 32 55 77 101 125 151 175 201 225
2 19 42 66 89 114 137 162 184 209 230
3 12 25 50 72 97 120 147 172 200 223
4 26 44 69 90 114 135 159 180 205 225
5 13 22 53 80 106 130 156 180 205 228
6 15 25 44 64 90 115 142 168 196 222
7 19 24 62 82 100 120 145 168 190 214
8 22 31 50 79 103 120 151 170 203 227
9 21 29 45 65 106 124 150 171 196 224

| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
o | :
| 10 | 30 49 75 97 121 142 165 186 209 229

| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |
| | |

11 19 25 52 70 93 116 143 166 192 219
12 26 34 62 75 97 118 145 167 194 217
13 25 33 56 70 91 113 143 165 196 223
14 21 34 51 72 97 117 145 171 196 222
15 20 29 50 67 90 117 144 168 197 221
16 22 31 48 66 95 117 146 168 196 222
17 24 33 51 77 116 134 158 180 200 224
18 21 28 70 87 106 124 149 170 194 217
19 26 33 53 64 83 117 152 173 204 225
20 27 34 65 095 108 129 155 174 210 225
21 20 26 72 99 113 131 154 176 200 219
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22 34 43 61 78 93 114 155 177 205 229
23 23 29 54 97 124 138 163 179 209 229
24 30 38 56 89 118 129 158 178 200 231
25 21 29 49 63 85 111 142 163 193 222

| |
| |
| |
| |
| |
| |
| |
-
| 26 | 27 48 77 103 133 158 179 196 215 232
| |
| |
| |
| |
| |
| |
| |
| |
| |
| |

27 29 47 74 99 124 151 176 198 220 237
28 33 42 61 76 93 121 155 174 207 225
29 29 53 87 112 136 154 170 188 208 227
30 24 30 52 84 131 150 166 186 203 229
31 37 48 64 84 104 118 156 177 201 230
Fom e oo +

0 7 23 38 54 69 85 100 116 131 147 162 178 193 208 223 239
1 13 25 41 55 69 83 98 112 127 142 157 171 187 203 220 236
2 15 21 34 51 61 78 92 106 126 136 152 167 185 205 225 240
3 10 21 36 50 63 79 95 110 126 141 157 173 189 205 221 237

| |
| |
| |
| |
| |
| |
| |
| |
]
| 4 | 17 20 37 51 59 78 89 107 123 134 150 164 184 205 224 240
| |
| |
| |
| |
| |
| |
| |
| |
| |
| |

5 10 15 32 51 67 81 96 112 129 142 158 173 189 204 220 236
6 8 21 37 51 65 79 98 113 126 138 155 168 179 192 209 218
7 12 15 34 55 63 78 87 108 118 131 148 167 185 203 219 236
8 16 19 32 36 56 79 91 108 118 136 154 171 186 204 220 237
9 11 28 43 58 74 89 105 120 135 150 165 180 196 211 226 241

Valin, et al. St andards Track [ Page 60]



RFC 6716 Interactive Audi o Codec Sept enber 2012

I 10 I 6 16 33 46 60 75 92 107 123 137 156 169 185 199 214 225
I 11 I 11 19 30 44 57 74 89 105 121 135 152 169 186 202 218 234
I 12 I 12 19 29 46 57 71 88 100 120 132 148 165 182 199 216 233
I 13 I 17 23 35 46 56 77 92 106 123 134 152 167 185 204 222 237
I 14 I 14 17 45 53 63 75 89 107 115 132 151 171 188 206 221 240
I 15 I 9 16 29 40 56 71 88 103 119 137 154 171 189 205 222 237
I 16 I 16 19 36 48 57 76 87 105 118 132 150 167 185 202 218 236
I 17 I 12 17 29 54 71 81 94 104 126 136 149 164 182 201 221 237
I 18 I 15 28 47 62 79 97 115 129 142 155 168 180 194 208 223 238
I 19 I 8 14 30 45 62 78 94 111 127 143 159 175 192 207 223 239
I 20 I 17 30 49 62 79 92 107 119 132 145 160 174 190 204 220 235
I 21 I 14 19 36 45 61 76 91 108 121 138 154 172 189 205 222 238
I 22 I 12 18 31 45 60 76 91 107 123 138 154 171 187 204 221 236
I 23 I 13 17 31 43 53 70 83 103 114 131 149 167 185 203 220 237
I 24 I 17 22 35 42 58 78 93 110 125 139 155 170 188 206 224 240
I 25 I 8 15 34 50 67 83 99 115 131 146 162 178 193 209 224 239
I 26 I 13 16 41 66 73 86 95 111 128 137 150 163 183 206 225 241
I 27 I 17 25 37 52 63 75 92 102 119 132 144 160 175 191 212 231
I 28 I 19 31 49 65 83 100 117 133 147 161 174 187 200 213 227 242
I 29 I 18 31 52 68 88 103 117 126 138 149 163 177 192 207 223 239
I 30 I 16 29 47 61 76 90 106 119 133 147 161 176 193 209 224 240
I 31 I 15 21 35 50 61 73 86 97 110 119 129 141 175 198 218 237
e +

Tabl e 24: WB Nornalized LSF Stage-1 Codebook Vectors
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G ven the stage-1 codebook entry chl B[], the stage-2 residua
res_QLO[], and their correspondi ng weights, w @[], the reconstructed
normal i zed LSF coefficients are

NLSF_Q15[ k] = cl anmp(O,
(cb1_@B[ k] <<7) + (res_QLO[k]<<14)/w Q[K], 32767)

where the division is integer division. However, nothing in either
the reconstruction process or the quantization process in the encoder
thus far guarantees that the coefficients are nmonotonically

i ncreasing and separated well enough to ensure a stable filter

[ KABAL86]. When using the reference encoder, roughly 2% of franes
violate this constraint. The next section describes a stabilization
procedure used to nake t hese guarantees.

4.2.7.5. 4. Normal i zed LSF Stabilization

The nornalized LSF stabilization procedure is inplenented in

sil k_NLSF _stabilize() (NLSF_stabilize.c). This process ensures that
consecutive values of the normalized LSF coefficients, NLSF_QL5[],
are spaced sone mini num di stance apart (predetermned to be the 0.01
percentile of a large training set). Table 25 gives the m nimum
spacings for NB and MB and those for WB, where row k is the m ni num
al | oned val ue of NLSF Q15[ k] - NLSF_Q15[ k-1]. For the purposes of
conputing this spacing for the first and | ast coefficient,

NLSF Q15[-1] is taken to be 0 and NLSF Q15[d LPC] is taken to be
32768.
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T S +--m - - +
| Coefficient | NBand MB| WB
B R +-- - - - +
| O | 250 | 100
| | | |
| 1 | 31 3|
| | | |
| 2 | 6| 40|
| | | |
| 3 | 31 3]
| | | |
| 4 | 31 3|
| | | |
| 5 | 31 3]
| | | |
| 6 | 41 5|
| | | |
| 7 | 31 14|
| | | |
| 8 | 3| 14|
| | | |
| 9 | 3] 10|
| | | |
| 10 | 461 | 11
| | | |
| 11 | | 3
| | | |
| 12 | | 8|
| | | |
| 13 | | 9|
| | | |
| 14 | | 7
| | | |
| 15 | | 3
| | | |
| 16 | | 347
T S +--m - - +

Tabl e 25: M ni num Spaci ng for Normalized LSF Coefficients

The procedure starts off by trying to make snmall adjustnents that
attenpt to minimze the anount of distortion introduced. After 20
such adjustnents, it falls back to a nore direct nethod that
guarantees the constraints are enforced but may require |arge

adj ust ment s.
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Let NDeltaM n_QL5[ k] be the m ni mumrequired spacing for the current
audi o bandwi dth from Table 25. First, the procedure finds the index
i where NLSF_QL5[i] - NLSF_Q15[i-1] - NDeltaM n_QIL5[i] is the

smal | est, breaking ties by using the lower value of i. |If this value
i s non-negative, then the stabilization stops; the coefficients
satisfy all the constraints. Oherwise, if i == 0, it sets

NLSF Q15[0] to NDeltaM n_Q15[0], and if i == d LPC, it sets

NLSF Q15[d _LPC-1] to (32768 - NDeltaM n_QL5[d LPC]). For all other
val ues of i, both NLSF_QL5[i-1] and NLSF_Ql5[i] are updated as
fol |l ows:

i-1

mn_center QL5 = (NDeltaM n_Q15[i]>>1) + \ NDeltaM n_QL5[ k]
/

k=0
d_LPC

32768 - (NDeltaM n_QL5[i]>>1) - \ NDeltaM n_Q15[K]

mex_center Q15

k=i +1

center_freq_QL5 clamp(m n_center_Q15[i],
(NLSF_Q15[i-1] + NLSF_QL5[i] + 1)>>1

max_center _QL5[i])

NLSF_Q15[i - 1] center_freq_QL5 - (NDeltaM n_QL5[i]>>1)

NLSF_QL5[i]

NLSF_Q5[i-1] + NDeltaM n_QL5[i]

Then, the procedure repeats again, until it has either executed 20
times or stopped because the coefficients satisfy all the
constraints.

After the 20th repetition of the above procedure, the follow ng
fall back procedure executes once. First, the values of NLSF_QL5[ k]
for 0 <= k < d LPC are sorted in ascending order. Then, for each
value of k fromO to d LPC-1, NLSF Ql5[k] is set to

max( NLSF_QL5[ k], NLSF_QL5[ k-1] + NDeltaM n_QL5[k])

Next, for each value of k fromd LPC-1 down to O, NLSF _QL5[k] is set
to

m n(NLSF_QL5[ k], NLSF_QL5[ k+1] - NDeltaM n_QL5[ k+1])
There is no need to check if the coefficients satisfy all the

constraints before applying this fallback procedure. 1f they do,
then it will not change their val ues.
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4.2.7.5.5. Nornalized LSF Interpolation

For 20 ms SILK franmes, the first half of the frane (i.e., the first
two subfranmes) may use normalized LSF coefficients that are

i nterpol ated between the decoded LSFs for the nost recent coded frane
(in the sane channel) and the current frane. A @ interpolation
factor follows the LSF coefficient indices in the bitstream which is
decoded using the PDF in Table 26. This happens in

sil k_decode_i ndi ces() (decode_indices.c). After either

0 An uncoded regular SILK frane in the side channel, or
0 A decoder reset (see Section 4.5.2),
the decoder still decodes this factor, but ignores its value and

al ways uses 4 instead. For 10 ms SILK franmes, this factor is not
stored at all.

o o e e ee oo +
| PDF |
o e e e ee e +
| {13, 22, 29, 11, 181}/256

o e e e m e eeeao s +

Tabl e 26: PDF for Normalized LSF Interpol ation | ndex

Let n2_Q15[k] be the nornalized LSF coefficients decoded by the
procedure in Section 4.2.7.5, n0_QLl5[k] be the LSF coefficients
decoded for the prior frame, and w (2 be the interpolation factor
Then, the normalized LSF coefficients used for the first half of a
20 ms frane, nl _QL5[k], are

nl_QI5[k] = n0O_QI5[k] + (w_Q@*(n2_QI5[k] - nO_QI5[k]) >> 2)

This interpolation is performed in silk_decode_paraneters()
(decode_paraneters.c).

4.2.7.5.6. Converting Normalized LSFs to LPC Coefficients

Any LPC filter A(z) can be split into a symetric part P(z) and an
anti-symetric part Qz) such that

1
>
[

a[k] *z =-* (P(2) + Q2))

=~~~ —|
N
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Wi th

-d_LPC-1 -1

P(z2) A(z) + z * Az )

~d_LPC-1 1
A(z) - z * Az )

Q2)

The even normalized LSF coefficients correspond to a pair of
conjugate roots of P(z), while the odd coefficients correspond to a
pair of conjugate roots of (z), all of which lie on the unit circle.
In addition, P(z) has a root at pi and Q(z) has a root at 0. Thus,
they may be reconstructed mathematically froma set of nornalized LSF
coefficients, n[k], as

d_LPC/ 2-1
-1 L -1 -2
P(z) =(1+2z )* | ] (1- 2*cos(pi*n[2*k])*z + z )
k=0
d_LPC 2-1
-1 s -1 -2
Qz) =(1-2 ) * [ 1 (1- 2*cos(pi*n[2*k+1])*z + z )
k=0

However, SILK perforns this reconstruction using a fixed-point
approxi mati on so that all decoders can reproduce it in a bit-exact
manner to avoid prediction drift. The function silk_NLSF2A()
(NLSF2A.c) inplements this procedure.

To start, it approxinmates cos(pi*n[k]) using a table | ookup with
linear interpolation. The encoder SHOULD use the inverse of this
pi ecewi se |inear approximation, rather than the true inverse of the
cosi ne function, when deriving the normalized LSF coefficients.
These val ues are also re-ordered to inprove numerical accuracy when
constructing the LPC pol ynom al s.
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T S +----+
| Coefficient | NB and MB | WB
B R +----+
| O | 0| 0]
| | | |
| 1 | 9| 15|
| | | |
| 2 | 6 8]
| | | |
| 3 | 31 71
| | | |
| 4 | 41 4|
| | | |
| 5 | 51 11|
| | | |
| 6 | 8| 12 |
| | | |
| 7 | 1] 3]
| | | |
| 8 | 2|1 2]
| | | |
| 9 | 7] 13|
| | | |
| 10 | | 10
| | | |
| 11 | | 5|
| | | |
| 12 | | 6]
| | | |
| 13 | | 9|
| | | |
| 14 | | 14
| | | |
| 15 | | 1]
B S S +--- -+

Tabl e 27: LSF Ordering for Pol ynom al Eval uation

The top 7 bits of each normalized LSF coefficient index a value in
the table, and the next 8 bits interpolate between it and the next
value. Let i = (n[k] >> 8) be the integer index and f = (n[k] & 255)
be the fractional part of a given coefficient. Then, the re-ordered,
approxi mated cosine, c_Ql7[ordering[k]], is

c_Ql7[ordering[k]] = (cos_QL2[i]*256
+ (cos_QL2[i+1]-cos_QL2[i])*f + 4) >> 3
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I 84 I -1931 I -2019 I -2106 I -2191
I 88 I - 2276 I - 2359 I - 2440 I - 2520
I 92 I - 2599 I - 2676 I - 2751 I - 2824
I 96 I - 2896 I - 2967 I -3035 I -3102
I 100 I - 3166 I -3229 I -3290 I - 3349
I 104 I - 3406 I - 3461 I -3513 I - 3564
I 108 I -3613 I - 3659 I -3703 I -3745
I 112 I -3784 I - 3822 I - 3857 I - 3889
I 116 I -3920 I -3948 I -3973 I -3997
I 120 I - 4017 I - 4036 I - 4052 I - 4065
I 124 I - 4076 I - 4085 I - 4091 I - 4095
I 128 I - 4096 I I I I
oo - - - - +

Tabl e 28: Ql2 Cosine Table for LSF Conversion

G ven the list of cosine values, silk_NLSF2A find_poly() (NLSF2A. c)
conputes the coefficients of P and Q described here via a sinple
recurrence. Let p QL6[Kk][j] and q _QL6[k][j] be the coefficients of
the products of the first (k+1) root pairs for Pand Q wth j

i ndexi ng the coefficient nunmber. Only the first (k+2) coefficients
are needed, as the products are symetric. Let

p_QL6[0][0] = q_QL6[0][0] = 1<<16, p_QL6[0][1] = -c_Q17[0],
g_QL6[0][1] = -c_QL7[1], and d2 = d_LPC/2. As boundary conditions,
assune p_QL6[k][j] = g _Q6[K][j] =0 for all j < 0. Also, assunme
p_QA6[Kk][k+2] = p_QL6[Kk][k] and g_QL6[Kk][k+2] = g_QL6[K][k] (because
of the symmetry). Then, for 0 < k < d2 and 0 <= j <= k+1

p_QL6[K][j] = p_QL6[k-1][j] + p_QL6[k-1][]-2]
- ((c_QL7[2*k] *p_QL6[ k-1][j-1] + 32768)>>16)
q_QL6[K][j] = g _Q6[Kk-1][j] + q_QL6[k-1][]-2]

- ((c_QU7[2*k+1] *q_QL6[ k-1][j-1] + 32768)>>16)
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The use of QL7 values for the cosine terns in an otherw se QL6
expression inplicitly scales themby a factor of 2. The
multiplications in this recurrence may require up to 48 bits of
precision in the result to avoid overflow. In practice, each row of
the recurrence only depends on the previous row, so an inplenentation
does not need to store all of them

si | k_NLSF2A() uses the values fromthe last row of this recurrence to
reconstruct a 32-bit version of the LPC filter (w thout the |eading
1.0 coefficient), a32_QL7[k], 0 <= k < d2:

a32_QL7[ k] = -(9_Q16[d2-1] [k+1] - q_QL6[d2-1][k])
- (p_Q16[d2-1] [k+1] + p_Q16[d2-1][k]))

(q_QL6[d2- 1] [k+1] - q_QL6[d2-1][K])
- (p_QL6[d2-1] [k+1] + p_Q16[d2-1][k]))

The sum and difference of two terns fromeach of the p_Ql6 and q_Ql6
coefficient lists reflect the (1 + z**-1) and (1 - z**-1) factors of
P and Q respectively. The pronotion of the expression fromQl6 to
QL7 inmplicitly scales the result by 1/2.

a32_QL7[ d_LPC k- 1]

4.2.7.5.7. Limting the Range of the LPC Coefficients

The a32_QL7[] coefficients are too large to fit in a 16-bit val ue,
whi ch significantly increases the cost of applying this filter in

fi xed-poi nt decoders. Reducing themto QL2 precision doesn't incur
any significant quality loss, but still does not guarantee they will
fit. silk_NLSF2A() applies up to 10 rounds of bandw dth expansion to
limt the dynam c range of these coefficients. Even floating-point
decoders SHOULD performthese steps, to avoid nismatch.

For each round, the process first finds the index k such that
abs(a32_QL7[k]) is largest, breaking ties by choosing the | owest

val ue of k. Then, it conputes the corresponding QL2 precision val ue,
maxabs_ Ql2, subject to an upper bound to avoid overflow in subsequent
conput ati ons:

maxabs_Ql2 = mi n((nmaxabs_Ql7 + 16) >> 5, 163838)

If this is larger than 32767, the procedure derives the chirp factor
sc_Ql6[0], to use in the bandw dth expansi on as

(maxabs_Ql2 - 32767) << 14

SC_QI6[0] = 65470 - ------mmmm e
(maxabs_Q12 * (k+1)) >> 2
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where the division here is integer division. This is an

approxi mati on of the chirp factor needed to reduce the target
coefficient to 32767, though it is both |l ess than 0.999 and, for

k > 0 when nmaxabs_Ql2 is nuch greater than 32767, still slightly too
| arge. The upper bound on nmaxabs_Ql2, 163838, was chosen because it
is equal to ((2**31 - 1) >> 14) + 32767, i.e., the largest val ue of
maxabs Q12 that would not overflow the nunerator in the equation
above when stored in a signed 32-bit integer.

si | k_bwexpander _32() (bwexpander_32.c) perforns the bandw dth
expansi on (again, only when maxabs_Ql2 is greater than 32767) using
the follow ng recurrence:

a32_QL7[k] = (a32_QL7[k]*sc_QL6[k]) >> 16

sc_QL6[ k+1]

(sc_QLB[ 0] *sc_QL6[ k] + 32768) >> 16

The first multiply nmay require up to 48 bits of precision in the
result to avoid overflow The second multiply nust be unsigned to
avoid overflow with only 32 bits of precision. The reference

i mpl enentation uses a slightly nore conplex formul ation that avoids
the 32-bit overflow using signed multiplication, but is otherw se
equi val ent .

After 10 rounds of bandw dth expansion are perfornmed, they are sinply
saturated to 16 bits:

a32_QL7[k] = clanp(-32768, (a32_QL7[k] + 16) >> 5, 32767) << 5

Because this perforns the actual saturation in the QL2 domain, but
converts the coefficients back to the QL7 donmain for the purposes of
prediction gain limting, this step nust be performed after the 10th
round of bandwi dth expansi on, regardl ess of whether or not the QL2
version of any coefficient still overflows a 16-bit integer. This
saturation is not performed if maxabs_Ql2 drops to 32767 or |ess
prior to the 10th round.

4.2.7.5.8. Linmting the Prediction Gain of the LPC Filter

The prediction gain of an LPC synthesis filter is the square root of
the out put energy when the filter is excited by a unit-energy

i mpul se. Even if the QL2 coefficients would fit, the resulting
filter may still have a significant gain (especially for voiced
sounds), making the filter unstable. silk_NLSF2A() applies up to 16
addi ti onal rounds of bandwi dth expansion to linmt the prediction
gain. Instead of controlling the anpbunt of bandw dth expansi on using
the prediction gain itself (which may diverge to infinity for an
unstable filter), silk NLSF2A() uses silk _LPC inverse pred gain_ QA()
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(LPC.inv_pred gain.c) to conpute the reflection coefficients
associated with the filter. The filter is stable if and only if the
magni t ude of these coefficients is sufficiently I ess than one. The
reflection coefficients, rc[k], can be conputed using a sinple

Levi nson recurrence, initialized with the LPC coefficients a[d_LPC
1][n] = a[n], and then updated via

rc[k] = -a[k][k] .

a[k][n] - a[k][k-n-1]*rc[K]
a[k-1][n] = ----------"“""------- -

1 - rcf[K]

However, silk_LPC inverse_pred_gain_QA() approxinmtes this using
fixed-point arithmetic to guarantee reproduci ble results across
platforns and inplenentations. Since small changes in the
coefficients can nake a stable filter unstable, it takes the real QL2
coefficients that will be used during reconstruction as input. Thus,
| et

a32_Ql2[n] = (a32_QL7[n] + 16) >> 5

be the Q12 version of the LPC coefficients that will eventually be
used. As a sinple initial check, the decoder conmputes the DC
response as

a32_Q12[ n]

and if DC resp > 4096, the filter is unstable.

I ncreasing the precision of these QL2 coefficients to Q4 for

i nternedi ate conputations allows nore accurate conputation of the
reflection coefficients, so the decoder initializes the recurrence
Vi a

i nv_gai n_QB0[ d_LPC] 1 << 30

a32_@4[d_LPC-1][n] a32_Ql2[n] << 12
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Then, for each k fromd LPC-1 down to O, if

abs(a32_@4[k][k]) > 16773022, the filter is unstable and the
recurrence stops. The constant 16773022 here is approxi mately
0.99975 in 4. (Oherwi se, the inverse of the prediction gain,
inv_gain_Q30[k], is updated via

rc_@B1[ K]
di v_QB0[ k]
i nv_gai n_Q30[ k]

-a32_Q@4[ K] [K] << 7

(1<<30) - (rc_QB1[k]*rc_QB1[k] >> 32)

(inv_gain_QBO[ k+1] *di v_QBO[ k] >> 32) << 2

and if inv_gain BO[k] < 107374, the filter is unstable and the
recurrence stops. The constant 107374 here is approxinmately 1/10000
in @BO0. |If neither of these checks deternine that the filter is
unstable and k > 0, row k-1 of a32_Q4 is conputed fromrow k as

b1[ k] = ilog(div_@BO[K])
b2[ k] = bl[k] - 16
(1<<29) - 1
inv_Q2[K] = ------------ieee oo
div_@BO[ k] >> (b2[k]+1)
err_Q9[ k] = (1<<29)
- ((div_@BO[ k] <<(15-b2[k]))*inv_Qb2[ k] >> 16)
gain_Qb1[ k] = ((inv_Q2[k] << 16)

+ (err_Q9[k]*inv_Qb2[k] >> 13))

num Q4[ k- 1] [ n]

a32_@4[ k][ n]
- ((a32_@@4[k][k-n-1]*rc_@1[ k] + (1<<30)) >> 31)

(num Q4[ k-1] [ n] *gai n_Qp1[ K]
+ (1<<(bl[Kk]-1))) >> bil[k]

a32_Q4[ k-1][n]

where 0 <= n < k. In the above, rc_@1l[k] are the reflection
coefficients. div_@@BO[K] is the denoninator for each iteration, and
gain_Q1[K] is its multiplicative inverse (with bl[k] fractiona

bits, where bl[k] ranges from20 to 31). inv_Q2[k], which ranges
from 16384 to 32767, is a | ow precision version of that inverse (with
b2[ k] fractional bits). err_Q@9[k] is the residual error, ranging
from-32763 to 32392, which is used to inprove the accuracy. The
values t_@4[k-1][n] for each n are the nunerators for the next row
of coefficients in the recursion, and a32_Q4[k-1][n] is the fina
version of that row Every multiply in this procedure except the one
used to conpute gain_Ql[k] requires nore than 32 bits of precision
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but otherwise all internediate results fit in 32 bits or less. In
practice, because each row only depends on the next one, an
i mpl enent ati on does not need to store themall

If abs(a32_@4[k][K]) <= 16773022 and inv_gai n_@BO[ k] >= 107374 for
0 <= k < d LPC, then the filter is considered stable. However, the
probl em of determining stability is ill-conditioned when the filter
contains several reflection coefficients whose magnitude is very
close to one. This fixed-point algorithmis not mathenmatically
guaranteed to correctly classify filters as stable or unstable in
this case, though it does very well in practice.

Onround i, 0 <=1i <16, if the filter passes these stability checks,
then this procedure stops, and the final LPC coefficients to use for
reconstruction in Section 4.2.7.9.2 are

a_QI2[k] = (a32_QL7[k] + 16) >> 5

O herwi se, a round of bandw dth expansion is applied using the same
procedure as in Section 4.2.7.5.7, with

sc_QL6[ 0] = 65536 - (2<<i)

During round 15, sc_Ql6[0] becones 0 in the above equation, so
a QL2[Kk] is set to O for all k, guaranteeing a stable filter

4.2.7.6. Long-Term Prediction (LTP) Paraneters

After the normalized LSF indices and, for 20 ns frames, the LSF

i nterpol ation index, voiced franes (see Section 4.2.7.3) include
additional LTP paraneters. There is one prinmary |lag index for each
SILK franme, but this is refined to produce a separate |ag index per
subfrane using a vector quantizer. Each subframe also gets its own
predi ction gain coefficient.

4.2.7.6.1. Pitch Lags
The primary lag index is coded either relative to the primary |ag of
the prior frane in the sane channel or as an absol ute index.

Absolute coding is used if and only if

o0 This is the first SILK frame of its type (LBRR or regular) for
this channel in the current Qpus frane,

0 The previous SILK frame of the same type (LBRR or regular) for
this channel in the same Qpus frame was not coded, or
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0o That previous SILK frane was coded, but was not voiced (see
Section 4.2.7.3).

Wth absolute coding, the primary pitch lag may range from 2 ns
(inclusive) up to 18 ms (exclusive), corresponding to pitches from
500 Hz down to 55.6 Hz, respectively. It is conprised of a high part
and a | ow part, where the decoder first reads the high part using the
32-entry codebook in Table 29 and then the |ow part using the
codebook corresponding to the current audi o bandwi dth from Tabl e 30.
The final primary pitch lag is then

lag = lag_high*lag scale + lag low + lag mn
where lag_high is the high part, lag_lowis the |low part, and

lag_scale and lag_nin are the values fromthe "Scal e" and "M ni nmum
Lag" colums of Table 30, respectively.

| {3, 3, 6, 11, 21, 30, 32, 19, 11, 10, 12, 13, 13, 12, 11, 9, 8, |
| 7,6, 4, 2, 2, 2,1, 1, 1, 1, 1, 1, 1, 1, 1}/256 |

Tabl e 29: PDF for High Part of Primary Pitch Lag

I I o - Fommemeaa Fommemeaa +
| Audio | PDF | Scale | Mnimm | Maximum |
| Bandwidth | | | Lag | Lag |
B S o e e e e e e e e oo - o F - Fomm e - Fomm e - +
| NB | {64, 64, 64, 64}/256 | 4 | 16 | 144 |
| | | | | |
| MB | {43, 42, 43, 43, 42, | 6 | 24 | 216 |
I I 43}/ 256 I I I I
| WB | {32, 32, 32, 32, 32, | 8 | 32 | 288 |
| | 32, 32, 32}/256 | | | |
I S Fommanan Fommemeena Fommemeena +

Tabl e 30: PDF for Low Part of Primary Pitch Lag

Al'l franes that do not use absolute coding for the prinmary |ag index
use relative coding instead. The decoder reads a single delta val ue
using the 21-entry PDF in Table 31. |If the resulting value is zero,
it falls back to the absol ute coding procedure fromthe prior
paragraph. OQherwise, the final primary pitch lag is then

lag = previous_lag + (delta | ag_index - 9)

Valin, et al. St andards Track [ Page 75]



RFC 6716 Interactive Audi o Codec Sept enber 2012

where previous lag is the primary pitch lag fromthe nost recent
frane in the sanme channel and delta lag index is the val ue just
decoded. This allows a per-frame change in the pitch lag of -8 to
+11 sanples. The decoder does no clanping at this point, so this

val ue can fall outside the range of 2 ms to 18 ns, and the decoder
nmust use this uncl anped val ue when using relative coding in the next
SILK frame (if any). However, because an Qpus frane can use relative
coding for at nobst two consecutive SILK franmes, integer overflow
shoul d not be an issue.

o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e - +

| PDF |

o o m o e o e e e e e e e eeoe oo +
{46, 2, 2, 3, 4, 6, 10, 15, 26, 38, 30, 22, 15, 10, 7, 6, 4, 4,

| 2, 2, 2}/256 |

o m e e e e e e e e e e e e e e e e e e e e e e e e e e +

Table 31: PDF for Primary Pitch Lag Change

After the primary pitch lag, a "pitch contour", stored as a single
entry fromone of four small VQ codebooks, gives |lag offsets for each
subframe in the current SILK frame. The codebook index is decoded
usi ng one of the PDFs in Table 32 depending on the current frane size
and audi o bandwi dth. Tables 33 through 36 give the corresponding
offsets to apply to the primary pitch lag for each subfrane given the
decoded codebook i ndex.

S Fomm e o - S o m e m e e e e e e e e e e e e emeao - +
| Audio | SILK | Codebook | PDF |
| Bandwidth | Frame | Size | |
| | Size | | |
R E R [ T o m e e e e e e e e e eme s +
| NB | 10 ms | 3 | {143, 50, 63}/256 |
| | | | |
| NB | 20 ms | 11 | {68, 12, 21, 17, 19, 22, 30, 24,

| | | | 17, 16, 10}/256 |
| | | | |
| MBor WB | 10 ns | 12 | {91, 46, 39, 19, 14, 12, 8, 7, 6,

| | | | 5, 5, 4}/256 |
| | | | |
| MBor WB | 20 ns | 34 | {33, 22, 18, 16, 15, 14, 14, 13,

| | | | 13, 10, 9, 9, 8, 6, 6, 6, 5, 4,

| | | | 4, 4, 3, 3, 3, 2, 2, 2, 2, 2, 2,

| | | | 2, 1, 1, 1, 1}/256 |
R E R [ T o m e e e e e e e e e ee s +

Tabl e 32: PDFs for Subframe Pitch Contour
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Fom e e oo +
| I'ndex | Subfrane O fsets |
Fom oo e o e oo +
| O | 0 0]
| | |
| 1 | 1 0|
| | |
| 2 | 0 1]
Fom oo e o e oo +

Tabl e 33: Codebook Vectors for Subframe Pitch Contour:
NB, 10 ns Franes

Fomm e o e a oo +
| I'ndex | Subfrane Offsets |
S e +
| 0 | 0 0 0 O]
| | |
| 1 I 2 1 0-1|
| | |
| 2 | -1 0 1 2|
| | |
| 3 | -1 0 0 1]
| | |
| 4 | -1 0 0 0]
| | |
| 5 | 0 0 0 1]
| | |
| 6 | 0 0 1 1|
| | |
| 7 | 1 1 0 0]
| | |
| 8 | 1 0 0 0]
| | |
| 9 | 0 0 0-1|
| | |
| 10 | 10 0-1|
Fomm e o e a oo +

Tabl e 34: Codebook Vectors for Subframe Pitch Contour:
NB, 20 ns Franes
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Fom e e oo +
| I'ndex | Subfrane O fsets |
Fom oo e o e oo +
| O | 0 0]
| | |
| 1 | 0 1|
| | |
| 2 | 1 0]
| | |
| 3 | -1 1]
| | |
| 4 | 1-1]
| | |
| 5 | -1 2
| | |
| 6 | 2 -1
| | |
| 7 | -2 2|
| | |
| 8 | 2 -2
| | |
| 9 | -2 3|
| | |
| 10 | 3 -2
| | |
| 11 | -3 3]
Fom oo e o e oo +

Tabl e 35: Codebook Vectors for Subframe Pitch Contour: M or WB,
10 s Franes

Fomm e o e a oo +
| I'ndex | Subfrane Offsets |
S e +
| O | 0 0 0 0]
| | |
| 1 | 0 0 1 1|
| | |
| 2 | 1 1 0 0]
| | |
| 3 | -1 0 0 0]
| | |
| 4 | 0 0 0 1|
| | |
| 5 | 1 0 0 0]
| | |
| 6 | -1 0 0 1|
| | |
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| 31 | 5 2 -2 -5 |
| | |
| 32 | 8 3-2-7|
| | |
| 33 | -9 -3 3 9|
e oo - o e e oo +

Tabl e 36: Codebook Vectors for Subframe Pitch Contour: MB or VB,
20 ns Franes

The final pitch lag for each subfranme is assenbled in

sil k_decode pitch() (decode pitch.c). Let lag be the prinmary pitch
lag for the current SILK frane, contour_index be index of the VQ
codebook, and | ag_cb[contour index][k] be the corresponding entry of
t he codebook fromthe appropriate table given above for the k’'th
subfranme. Then the final pitch lag for that subfrane is

pitch lags[k] = clanp(lag_mn, lag + |l ag_cb[contour _index][Kk],
| ag_max)

where lag_mn and lag_max are the values fromthe "M ni nrum Lag" and
"Maxi mum Lag" col ums of Tabl e 30, respectively.

4,2.7.6.2. LTP Filter Coefficients

SILK uses a separate 5-tap pitch filter for each subfranme, selected
fromone of three codebooks. The three codebooks each represent
different rate-distortion trade-offs, with average rates of

1. 61 bits/subframe, 3.68 bits/subfrane, and 4.85 bits/subfrane,
respectively.

The inmportance of the filter coefficients generally depends on two
factors: the periodicity of the signal and rel ative energy between
the current subframe and the signal fromone period earlier. Geater
periodicity and decaying energy both lead to nore inportant filter
coefficients. Thus, they should be coded with | ower distortion and
hi gher rate. These properties are relatively stable over the
duration of a single SILK frame. Hence, all of the subfranes in a
SI LK frame choose their filter fromthe sane codebook. This is
signaled with an explicitly-coded "periodicity index". This

i medi ately follows the subfrane pitch | ags, and is coded using the
3-entry PDF from Tabl e 37.
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oo +
| PDF |
oo +
| {77, 80, 99}/256

oo +

Tabl e 37: Periodicity |Index PDF

The indices of the filters for each subframe follow. They are al
coded using the PDF from Tabl e 38 corresponding to the periodicity

i ndex. Tables 39 through 41 contain the corresponding filter taps as
signed Q7 integers.

S [ T oo e e e e e e e e e e e e e e e e e e e eee o +
| Periodicity | Codebook | PDF |
| I ndex | Si ze |

B S Fom e e - o e e e e e e e e e e e e e e e e e e e e +
| O | 8 | {185, 15, 13, 13, 9, 9, 6, 6}/256 |
| | | |
| 1 | 16 | {57, 34, 21, 20, 15, 13, 12, 13, 10, 10,

| | | 9, 10, 9, 8, 7, 8}/256 |
| | | |
| 2 | 32 | {15, 16, 14, 12, 12, 12, 11, 11, 11, 10,

| | | 9, 9, 9, 9, 8 8, 8 8, 7, 7, 6, 6, 5,

| | | 4, 5 4, 4, 4, 3, 4, 3, 2}/256
S [ T oo e e e e e e e e e e e e e e e e e e e eee o +

Table 38: LTP Filter PDFs

Valin, et al. St andards Track [ Page 81]



RFC 6716 Interactive Audi o Codec Sept enber 2012

Fommnnan O +
| Index | Filter Taps (Q7) |
o - S +
| O | 4 6 24 7 5
I I I
| 1 | 0O 0 2 o0 O
I I I
| 2 | 12 28 41 13 -4
I I I
| 3 | -9 15 42 25 14
I I I
| 4 | 1 -2 62 41 -9
I I I
| 5 | -10 37 65 -4 3
I I I
| 6 | -6 4 66 7 -8
I I I
| 7 | 16 14 38 -3 33
N S +

Tabl e 39: Codebook Vectors for LTP Filter, Periodicity Index O
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Fommnnan O +
| Index | Filter Taps (Q7) |
o - S +
| O | 13 22 39 23 12
I I I
| 1 | -1 36 64 27 -6
I I I
| 2 | -7 10 55 43 17
I I I
| 3 | 1 1 8 1 1
I I I
| 4 | 6 -11 74 53 -9 |
I I I
| 5 | -12 55 76 -12 8
I I I
| 6 | -3 3 93 27 -4
I I I
| 7 | 26 39 59 3 -8
I I I
| 8 | 2 0 77 11 9
I I I
| 9 | -8 22 44 -6 7
I I I
| 10 | 40 9 26 3 9
I I I
| 11 | -7 20101 -7 4
I I I
| 12 | 3 -8 42 26 O
I I I
| 13 | -15 33 68 2 23
I I I
| 14 | -2 55 46 -2 15
I I I
| 15 | 3 -1 21 16 41
Fomm - e e e e e e e e o +

Tabl e 40: Codebook Vectors for LTP Filter, Periodicity Index 1

o - e +
| I'ndex | Filter Taps (Q7) |
Fomm - e e e e e e e e o +
| O | -6 27 61 39 5

I I I
| 1 | -11 42 88 4 1

I I I
| 2 | -2 60 65 6 -4
I I I
| 3 | -1 -5 73 56 1
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| 4 | -9 19 94 29 -9
I 5 I 0 12 99 6 4
I 6 I 8 -19 102 46 -13
I 7 I 3 2 13 3 2
I 8 I 9 -21 84 72 -18
I 9 I -11 46 104 -22 8
I 10 I 18 38 48 23 0
I 11 I -16 70 83 -21 11
I 12 I 5-11 117 22 -8
I 13 I -6 23 117 -12 3
I 14 I 3 -8 95 28 4
I 15 I -10 15 77 60 -15
I 16 I -1 4124 2 -4
I 17 I 3 38 84 24 -25
I 18 I 2 13 42 13 31
I 19 I 21 -4 56 46 -1
I 20 I -1 35 79 -13 19
I 21 I -7 65 88 -9 -14
I 22 I 20 4 81 49 -29
I 23 I 20 0 75 3 -17
I 24 I 5 -9 44 92 -8
I 25 I 1 -3 22 69 31
I 26 I -6 95 41 -12 5
i 27 i 39 67 16 -4 1
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| 28 | 0 -6 120 55 -36 |
I 29 I -13 44 122 4-24I
I 30 I 81 5 11 3 7 I
I 31 I 2 0 9 10 88 I
Fome oo o e +

Tabl e 41: Codebook Vectors for LTP Filter, Periodicity Index 2
4,.2.7.6.3. LTP Scaling Paraneter

An LTP scaling paraneter appears after the LTP filter coefficients if
and only if

o This is a voiced frame (see Section 4.2.7.3), and
o Either

* This SILK frame corresponds to the first time interval of the
current Qpus frame for its type (LBRR or regular), or

* This is an LBRR franme where the LBRR flags (see Section 4.2.4)
i ndi cate the previous LBRR frane in the sane channel is not
coded.

This allows the encoder to trade off the prediction gain between
packets agai nst the recovery tine after packet loss. Unlike

absol ute-coding for pitch lags, regular SILK franes that are not at
the start of an Qpus frane (i.e., that do not correspond to the first
20 ms time interval in Opus frames of 40 or 60 ns) do not include
this field, even if the prior frane was not voiced, or (in the case
of the side channel) not even coded. After an uncoded frame in the
si de channel, the LTP buffer (see Section 4.2.7.9.1) is cleared to
zero, and is thus in a known state. |n contrast, LBRR franes do
include this field when the prior frane was not coded, since the LTP
buf fer contains the output of the PLC, which is non-normative.

If present, the decoder reads a value using the 3-entry PDF in

Table 42. The three possible values represent Ql4 scale factors of
15565, 12288, and 8192, respectively (corresponding to approxi nately
0.95, 0.75, and 0.5). Franes that do not code the scaling paraneter
use the default factor of 15565 (approximtely 0.95).
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oo +
| PDF |
e +
| {128, 64, 64}/256 |
o e eea o +

Tabl e 42: PDF for LTP Scaling Paraneter
4.2.7.7. Linear Congruential Generator (LCG Seed

As described in Section 4.2.7.8.6, SILK uses a Linear Congruenti al
CGenerator (LCG to inject pseudorandom noise into the quantized
excitation. To ensure synchronization of this process between the
encoder and decoder, each SILK frane stores a 2-bit seed after the
LTP paraneters (if any). The encoder may consider the choice of seed
during quantization, and the flexibility of this choice lets it
reduce distortion, helping to pay for the bit cost required to signa
it. The decoder reads the seed using the uniform4-entry PDF in
Tabl e 43, yielding a value between 0 and 3, inclusive.

o e ee e e oo +
| PDF |
o e e e oo +
| {64, 64, 64, 64}/ 256

om e e e e e e +

Tabl e 43: PDF for LCG Seed
4.2.7.8. Excitati on

SI LK codes the excitation using a nodified version of the Pyranmd
Vector Quantizer (PVQ codebook [PVQ. The PVQ codebook is designed
for Laplace-distributed values and consists of all suns of K signed,
unit pulses in a vector of dinmension N, where two pul ses at the sane
position are required to have the sane sign. Thus, the codebook

includes all integer codevectors y of dinension N that satisfy
N-1
)“ abs(y[j]) = K
j =0

Unli ke regular PVQ SILK uses a variable-length, rather than fixed-

| ength, encoding. This encoding is better suited to the nore

Gaussi an-like distribution of the coefficient magnitudes and the non-
uniformdistribution of their signs (caused by the quantization

of fset described below). SILK also handl es | arge codebooks by codi ng
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the | east significant bits (LSBs) of each coefficient directly. This
adds a small coding efficiency |oss, but greatly reduces the
conmputation tine and ROM size required for decoding, as inplenented
in silk_decode_pul ses() (decode_pul ses.c).

SI LK fixes the dinmension of the codebook to N = 16. The excitation
is made up of a nunber of "shell bl ocks", each 16 sanples in size.
Table 44 lists the nunber of shell blocks required for a SILK frane
for each possible audio bandwi dth and frane size. 10 ns MB franes
nom nally contain 120 sanples (10 nms at 12 kHz), which is not a
multiple of 16. This is handled by coding 8 shell blocks (128
sanpl es) and discarding the final 8 sanples of the |ast block. The
decoder contains no special case that prevents an encoder from

pl aci ng pulses in these sanples, and they nust be correctly parsed
fromthe bitstreamif present, but they are otherw se ignored

S S o e e e e e e e e e e e e m o +
| Audio Bandwidth | Frame Size | Nunber of Shell Bl ocks
oo R o e e e e e e e i e oo +
| NB | 10 ms | 5
| | | |
| MB | 10 ms | 8
| | | |
| wWB | 10 ms | 10
| | | |
| NB | 20 ns | 10
| | | |
| MB | 20 s | 15
| | | |
| wWB | 20 s | 20
oo R o e e e e e e e i e oo +

Tabl e 44: Nunber of Shell Bl ocks Per SILK Frane
4.2.7.8.1. Rate Level

The first synbol in the excitation is a "rate level", which is an
index fromO to 8, inclusive, coded using the PDF in Table 45
corresponding to the signal type of the current frane (from

Section 4.2.7.3). The rate level selects the PDF used to decode the
nunber of pulses in the individual shell blocks. 1t does not
directly convey any infornmation about the bitrate or the nunber of

pul ses itself, but nerely changes the probability of the synbols in
Section 4.2.7.8.2. Level O provides a nore efficient encoding at |ow
rates generally, and level 8 provides a nore efficient encoding at
hi gh rates generally, though the nost efficient level for a
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particular SILK frame may depend on the exact distribution of the
coded synbols. An encoder should, but is not required to, use the
nost efficient rate | evel

| Signal Type | PDF
| I'nactive or Unvoiced | {15, 51, 12, 46, 45, 13, 33, 27, 14}/256

|
| Voi ced | {33, 30, 36, 17, 34, 49, 18, 21, 18}/256 |

Tabl e 45: PDFs for the Rate Leve
4.2.7.8.2. Pulses per Shell Block

The total number of pulses in each of the shell blocks follows the
rate level. The pulse counts for all of the shell blocks are coded
consecutively, before the content of any of the blocks. Each bl ock
may have anywhere fromO to 16 pul ses, inclusive, coded using the 18-
entry PDF in Table 46 corresponding to the rate |level from

Section 4.2.7.8.1. The special value 17 indicates that this block
has one or nore additional LSBs to decode for each coefficient. |If

t he decoder encounters this value, it decodes another value for the
actual pul se count of the block, but uses the PDF corresponding to
the special rate level 9 instead of the normal rate level. This
process repeats until the decoder reads a value less than 17, and it
then sets the nunber of extra LSBs used to the nunber of 17's decoded
for that block. If it reads the value 17 ten tines, then the next
iteration uses the special rate level 10 instead of 9. The
probability of decoding a 17 when using the PDF for rate level 10 is
zero, ensuring that the nunber of LSBs for a block will not exceed
10. The cumul ative distribution for rate level 10 is just a shifted
version of that for 9 and thus does not require any additiona

st or age.
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{131, 74, 25, 8, 3, 3, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1,
1, 1}/256

{58, 93, 60, 23, 7, 3, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1,
1, 1}/256

{43, 51, 46, 33, 24, 16, 11, 8, 6, 3, 3, 3, 2, 1, 1,
2, 1, 2}/256

{17, 52, 71, 57, 31, 12, 5, 1, 1, 1, 1, 1, 1, 1, 1, 1,
1, 1}/256

{6, 21, 41, 53, 49, 35, 21, 11, 6, 3, 2, 2, 1, 1, 1,
1, 1, 1}/256

{2, 5, 14, 29, 42, 46, 41, 31, 19, 11, 6, 3, 2, 1, 1,
1, 1, 1}/256

{1, 2, 4, 10, 19, 29, 35, 37, 34, 28, 20, 14, 8, 5, 4,
2, 2, 2}/256

{1, 2, 2, 5, 9, 14, 20, 24, 27, 28, 26, 23, 20, 15,
11, 8, 6, 15}/256

{1, 1, 1, 6, 27, 58, 56, 39, 25, 14, 10, 6, 3, 3, 2,
1, 1, 2}/256

{2, 1, 6, 27, 58, 56, 39, 25, 14, 10, 6, 3, 3, 2, 1,

I
|
I
I
I
I
I
|
I
I
I
I
I
|
| {7, 14, 22, 28, 29, 28, 25, 20, 17, 13, 11, 9, 7, 5,
I
I
I
|
I
I
I
I
I
|
I
I
I
|
| 1, 2, 0}/256

I
I
I
I
I
I
I
I
I
I
I
I
I
I
|
4, 4, 3, 10}/256
I
I
I
I
I
I
I
I
I
I
I
I
I
I
|

Tabl e 46: PDFs for the Pul se Count

.3. Pulse Location Decoding

The | ocations of the pulses in each shell block follow the pul se

ts, as decoded by silk _shell _decoder() (shell _coder.c). As with
the pul se counts, these |locations are coded for all the shell bl ocks
before any of the remaining information for each bl ock. Unlike many
ot her codecs, SILK places no restriction on the distribution of

coun

Val i n,
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pul ses within a shell block. Al of the pulses may be placed in a
single location, or each one in a unique location, or anything in
bet ween.

The | ocation of pulses is coded by recursively partitioning each

bl ock into hal ves, and codi ng how many pul ses fall on the left side
of the split. Al renaining pulses nust fall on the right side of
the split. The process then recurses into the left half, and after
that returns, the right half (preorder traversal). The PDF to use is
chosen by the size of the current partition (16, 8, 4, or 2) and the
nunber of pulses in the partition (1 to 16, inclusive). Tables 47
through 50 |ist the PDFs used for each partition size and pul se
count. This process skips partitions w thout any pulses, i.e., where
the initial pulse count from Section 4.2.7.8.2 was zero, or where the
split in the prior level indicated that all of the pulses fell on the
other side. These partitions have nothing to code, so they require
no PDF.
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T T T e e e +
| Pul se | PDF |
| Count | |
[ - S +
| 1 | {126, 130}/256 |
| | |
| 2 | {56, 142, 58}/256 |
| | |
| 3 | {25, 101, 104, 26}/256 |
| | |
| 4 | {12, 60, 108, 64, 12}/256 |
| | |
| 5 | {7, 35, 84, 87, 37, 6}/256 |
| | |
| 6 | {4, 20, 59, 86, 63, 21, 3}/256 |
| | |
| 7 | {3, 12, 38, 72, 75, 42, 12, 2}/256 |
| | |
| 8 | {2, 8, 25, 54, 73, 59, 27, 7, 1}/256 |
| | |
| 9 | {2, 5, 17, 39, 63, 65, 42, 18, 4, 1}/256 |
| | |
| 10 | {1, 4, 12, 28, 49, 63, 54, 30, 11, 3, 1}/256

| | |
| 11 | {1, 4, 8, 20, 37, 55, 57, 41, 22, 8, 2, 1}/256

| | |
| 12 | {1, 8, 7, 15, 28, 44, 53, 48, 33, 16, 6, 1, 1}/256

| | |
| 13 | {1, 2, 6, 12, 21, 35, 47, 48, 40, 25, 12, 5, 1, |
| | 1}/256

| | |
| 14 | {1, 1, 4, 10, 17, 27, 37, 47, 43, 33, 21, 9, 4, 1, |
| | 1}/256 |
| | |
| 15 | {1, 1, 1, 8, 14, 22, 33, 40, 43, 38, 28, 16, 8, 1, |
| | 1, 1}/256 |
| | |
| 16 | {1, 1, 1, 1, 13, 18, 27, 36, 41, 41, 34, 24, 14, 1,

| | 1, 1, 1}/256 |
[ - S +

Tabl e 47: PDFs for Pulse Count Split, 16 Sanple Partitions
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R o m o e e e e e e e e e e e e e e e e e e e e e e e e e e eeee o +
| Pul se | PDF |
| Count | |
Fomm e e e o - Fom e e e e e e e e e e e e e e e e e e e e e e e e e e am o +
| 1 | {127, 129}/ 256 |
| | |
| 2 | {53, 149, 54}/256 |
| | |
| 3 | {22, 105, 106, 23}/256 |
| | |
| 4 | {11, 61, 111, 63, 10}/256 |
| | |
| 5 | {6, 35, 86, 88, 36, 5}/256 |
| | |
| 6 | {4, 20, 59, 87, 62, 21, 3}/256 |
| | |
| 7 | {3, 13, 40, 71, 73, 41, 13, 2}/256 |
| | |
| 8 | {3, 9, 27, 53, 70, 56, 28, 9, 1}/256 |
| | |
| 9 | {3, 8, 19, 37, 57, 61, 44, 20, 6, 1}/256 |
| | |
| 10 | {3, 7, 15, 28, 44, 54, 49, 33, 17, 5, 1}/256 |
| | |
| 11 | {1, 7, 13, 22, 34, 46, 48, 38, 28, 14, 4, 1}/256 |
| | |
| 12 | {1, 1, 11, 22, 27, 35, 42, 47, 33, 25, 10, 1, 1}/256

| | |
| 13 | {1, 1, 6, 14, 26, 37, 43, 43, 37, 26, 14, 6, 1, |
| | 1}/256 |
| | |
| 14 | {1, 1, 4, 10, 20, 31, 40, 42, 40, 31, 20, 10, 4, 1,

| | 1}/256 |
| | |
| 15 | {1, 1, 3, 8, 16, 26, 35, 38, 38, 35 26, 16, 8, 3, |
| | 1, 1}/256 |
| | |
| 16 | {1, 1, 2, 6, 12, 21, 30, 36, 38, 36, 30, 21, 12, 6,

| | 2, 1, 1}/256 |
Fomm e e e o - Fom e e e e e e e e e e e e e e e e e e e e e e e e e e am o +

Tabl e 48: PDFs for Pulse Count Split, 8 Sanple Partitions
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T T T e e e +
| Pul se | PDF |
| Count | |
[ - S +
| 1 | {127, 129}/256 |
| | |
| 2 | {49, 157, 50}/256 |
| | |
| 3 | {20, 107, 109, 20}/256 |
| | |
| 4 | {11, 60, 113, 62, 10}/256 |
| | |
| 5 | {7, 36, 84, 87, 36, 6}/256 |
| | |
| 6 | {6, 24, 57, 82, 60, 23, 4}/256 |
| | |
| 7 | {5, 18, 39, 64, 68, 42, 16, 4}/256 |
| | |
| 8 | {6, 14, 29, 47, 61, 52, 30, 14, 3}/256 |
| | |
| 9 | {1, 15, 23, 35, 51, 50, 40, 30, 10, 1}/256 |
| | |
| 10 | {1, 1, 21, 32, 42, 52, 46, 41, 18, 1, 1}/256

| | |
| 11 | {1, 6, 16, 27, 36, 42, 42, 36, 27, 16, 6, 1}/256

| | |
| 12 | {1, 5, 12, 21, 31, 38, 40, 38, 31, 21, 12, 5, 1}/256

| | |
| 13 | {1, 3, 9, 17, 26, 34, 38, 38, 34, 26, 17, 9, 3, |
| | 1}/256

| | |
| 14 | {1, 3, 7, 14, 22, 29, 34, 36, 34, 29, 22, 14, 7, 3,

| | 1}/256 |
| | |
| 15 | {1, 2, 5, 11, 18, 25, 31, 35, 35, 31, 25, 18, 11, 5,

| | 2, 1}/256 |
| | |
| 16 | {1, 1, 4, 9, 15, 21, 28, 32, 34, 32, 28, 21, 15, 9,

| | 4, 1, 1}/256 |
[ - S +

Tabl e 49: PDFs for Pulse Count Split, 4 Sanple Partitions
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S RS IS +
| Pul se | PDF |
| Count | |
B SR B +
| 1 | {128, 128}/256 |
| | |
| 2 | {42, 172, 42}/ 256 |
| | |
| 3 | {21, 107, 107, 21}/256 |
| | |
| 4 | {12, 60, 112, 61, 11}/256 |
| | |
| 5 | {8, 34, 86, 86, 35, 7}/256 |
| | |
| 6 | {8, 23, 55, 90, 55, 20, 5}/256 |
| | |
| 7 | {5, 15, 38, 72, 72, 36, 15, 3}/256 |
| | |
| 8 | {6, 12, 27, 52, 77, 47, 20, 10, 5}/256 |
| | |
| 9 | {6, 19, 28, 35, 40, 40, 35, 28, 19, 6}/256 |
| | |
| 10 | {4, 14, 22, 31, 37, 40, 37, 31, 22, 14, 4}/256 |
| | |
| 11 | {3, 10, 18, 26, 33, 38, 38, 33, 26, 18, 10, 3}/256

| | |
| 12 | {2, 8, 13, 21, 29, 36, 38, 36, 29, 21, 13, 8, 2}/256

| | |
| 13 | {1, 5, 10, 17, 25, 32, 38, 38, 32, 25, 17, 10, 5,

| | 1}/256

| | |
| 14 | {1, 4, 7, 13, 21, 29, 35, 36, 35, 29, 21, 13, 7, 4,

| | 1}/ 256 |
| | |
| 15 | {1, 2, 5, 10, 17, 25, 32, 36, 36, 32, 25, 17, 10, 5,

| | 2, 1}/256

| | |
| 16 | {1, 2, 4, 7, 13, 21, 28, 34, 36, 34, 28, 21, 13, 7,

| | 4, 2, 1}/256 |
B SR B +

Tabl e 50: PDFs for Pulse Count Split, 2 Sanple Partitions
4.2.7.8.4. LSB Decoding
After the decoder reads the pulse locations for all blocks, it reads

the LSBs (if any) for each block in turn. Inside each block, it
reads all the LSBs for each coefficient in turn, even those where no
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pul ses were allocated, before proceeding to the next one. For 10 ns
MB frames, it reads LSBs even for the extra 8 sanples in the |ast

bl ock. The LSBs are coded from nost significant to | east
significant, and they all use the PDF in Table 51

o e ee oo +
| PDF |
oo +
| {136, 120}/256

o - +

Tabl e 51: PDF for Excitation LSBs

The nunber of LSBs read for each coefficient in a block is determ ned
in Section 4.2.7.8.2. The nagnitude of the coefficient is initially
equal to the number of pulses placed at that |location in

Section 4.2.7.8.3. As each LSB is decoded, the nagnitude is doubl ed,
and then the value of the LSB added to it, to obtain an updated
magni t ude

4.2.7.8.5. Sign Decoding

After decoding the pul se | ocations and the LSBs, the decoder knows
the magni tude of each coefficient in the excitation. It then decodes
a sign for all coefficients with a non-zero nagnitude, using one of
the PDFs from Table 52. |If the value decoded is 0, then the
coefficient nagnitude is negated. O herwise, it renmains positive.

The decoder chooses the PDF for the sign based on the signal type and
quanti zation offset type (from Section 4.2.7.3) and the nunber of

pul ses in the block (from Section 4.2.7.8.2). The nunber of pulses
in the bl ock does not take into account any LSBs. Mst PDFs are
skewed towards negative signs because of the quantization offset, but
the PDFs for zero pulses are highly skewed towards positive signs.

If a block contains many positive coefficients, it is sonetines
beneficial to code it solely using LSBs (i.e., with zero pul ses),
since the encoder nmay be able to save enough bits on the signs to
justify the less efficient coefficient nagnitude encodi ng.

Fom e e e e e o oo o e e e e e e e e oo Fom e e e e e o oo Fom e e e e e oo oo +
| Signal Type | Quantization Ofset | Pulse Count | PDF |

| | Type | | |

N . N . +
| I'nactive | Low | O | {2, 254}/256

| | | | |

| I'nactive | Low | 1 | {207, 49}/ 256

| | | | |

| Inactive | Low | 2 | {189, 67}/256
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| I'nactive | Low | 3 | {179, 77}/256
I I nactive I Low I 4 I {174, 82}/256
I I nactive I Low I 5 I {163, 93}/ 256
I I nactive I Low I 6 or nore I {157, 99}/ 256
I I nactive I Hi gh I 0 I {58, 198}/ 256
I I nactive I Hi gh I 1 I {245, 11}/ 256
I I nactive I Hi gh I 2 I {238, 18}/256
I I nactive I Hi gh I 3 I {232, 24}/256
I I nactive I Hi gh I 4 I {225, 31}/ 256
I I nactive I Hi gh I 5 I {220, 36}/256
I I nactive I Hi gh I 6 or nore I {211, 45}/ 256
I Unvoi ced I Low I 0 I {1, 255}/256
I Unvoi ced I Low I 1 I {210, 46}/ 256
I Unvoi ced I Low I 2 I {190, 66}/ 256
I Unvoi ced I Low I 3 I {178, 78}/ 256
I Unvoi ced I Low I 4 I {169, 87}/256
I Unvoi ced I Low I 5 I {162, 94}/ 256
I Unvoi ced I Low I 6 or nore I {152, I
| | | | 104}/ 256 |
I Unvoi ced I Hi gh I 0 I {48, 208}/ 256
I Unvoi ced I Hi gh I 1 I {242, 14}/ 256
I Unvoi ced I Hi gh I 2 I {235, 21}/256
I Unvoi ced I Hi gh I 3 I {224, 32}/ 256
I Unvoi ced I Hi gh I 4 I {214, 42}] 256
I Unvoi ced I Hi gh I 5 I {205, 51}/256
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| Unvoiced | High | 6 or nore | {190, 66}/256

| | | | |
| Voiced | Low | O | {1, 255}/256

| | | | |
| Voiced | Low | 1 | {162, 94}/256

| | | | |
| Voiced | Low | 2 | {152, |
| | | | 104}/ 256 |
| | | | |
| Voiced | Low | 3 | {147, |
| | | | 109}/ 256 |
| | | | |
| Voi ced | Low | 4 | {144, |
| | | | 112}/256 |
| | | | |
| Voiced | Low | 5 | {141, |
| | | | 115}/ 256 |
| | | | |
| Voiced | Low | 6 or nore | {138, |
| | | | 118}/256 |
| | | | |
| Voiced | High | O | {8, 248}/256

| | | | |
| Voiced | High | 1 | {203, 53}/256

| | | | |
| Voiced | High | 2 | {187, 69}/ 256

| | | | |
| Voiced | High | 3 | {176, 80}/256

| | | | |
| Voiced | High | 4 | {168, 88}/256

| | | | |
| Voiced | High | 5 | {161, 95}/256

| | | | |
| Voiced | High | 6 or nore | {154, |
| | | | 102}/ 256 |
S o e e e e e e oo S S +

Tabl e 52: PDFs for Excitation Signs
4.2.7.8.6. Reconstructing the Excitation

After the signs have been read, there is enough information to
reconstruct the conplete excitation signal. This requires adding a
constant quantization offset to each non-zero sanple and then
pseudorandomy inverting and offsetting every sanple. The constant
quanti zation of fset varies depending on the signal type and

quanti zation offset type (see Section 4.2.7.3).
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T o m e e e e e e o m e e e e e e +
| Signal Type | Quantization Ofset Type | Quanti zation O fset
| | | (Q23) |
Fom e e e e e o oo Fom e e e e e am o Fom e e e e e am o +
| I'nactive | Low | 25
| | | |
| I'nactive | High | 60
| | | |
| Unvoiced | Low | 25
| | | |
| Unvoi ced | High | 60
| | | |
| Voiced | Low | 8
| | | |
| Voiced | High | 25
Fom e e e e e o oo Fom e e e e e am o Fom e e e e e am o +

Tabl e 53: Excitation Quantization Ofsets

Let e rawi] be the raw excitation value at position i, with a
magni t ude conposed of the pulses at that |ocation (see

Section 4.2.7.8.3) conbined with any additional LSBs (see

Section 4.2.7.8.4), and with the corresponding sign decoded in
Section 4.2.7.8.5. Additionally, let seed be the current

pseudor andom seed, which is initialized to the val ue decoded from
Section 4.2.7.7 for the first sanple in the current SILK frame, and
updat ed for each subsequent sanple according to the procedure bel ow.
Finally, let offset_(23 be the quantization offset from Table 53.
Then the foll owi ng procedure produces the final reconstructed
excitation value, e @3[i]:

e @3[i] = (eranfi] << 8) - sign(e_rawi])*20 + of fset_ @3;
seed = (196314165*seed + 907633515) & OxFFFFFFFF

e @3[i] = (seed & 0x80000000) ? -e @Q@3[i] : e @@3[i];
seed = (seed + e_rawi]) & OxFFFFFFFF;

When e rawi] is zero, sign() returns 0 by the definition in
Section 1.1.4, so the factor of 20 does not get added. The fina

e @3[i] value may require nore than 16 bits per sanple, but it wll
not require nore than 23, including the sign

4.2.7.9. SILK Frame Reconstruction
The renai nder of the reconstruction process for the franme does not
need to be bit-exact, as small errors should only introduce

proportionally small distortions. Although the reference
i npl ementation only includes a fixed-point version of the remaining
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steps, this section describes themin terns of a floating-point
version for sinplicity. This produces a signal with a noninal range
of -1.0 to 1.0.

sil k_decode_core() (decode_core.c) contains the code for the main
reconstruction process. It proceeds subfrane-by-subframe, since
quanti zation gains, LTP paraneters, and (in 20 ns SILK franes) LPC
coefficients can vary fromone to the next.

Let a_Ql2[k] be the LPC coefficients for the current subframe. |If
this is the first or second subfrane of a 20 ns SILK frame and the
LSF interpolation factor, w Q@ (see Section 4.2.7.5.5), is less than
4, then these correspond to the final LPC coefficients produced by
Section 4.2.7.5.8 fromthe interpolated LSF coefficients, nl_QL5[K]
(computed in Section 4.2.7.5.5). Oherwi se, they correspond to the
final LPC coefficients produced fromthe uninterpol ated LSF
coefficients for the current frame, n2_QL5[K].

Also, let n be the nunber of sanples in a subfrane (40 for NB, 60 for
MB, and 80 for WB), s be the index of the current subframe in this
SILK frame (0 or 1 for 10 ns frames, or 0 to 3 for 20 ns frames), and
j be the index of the first sanple in the residual corresponding to
the current subfrane.

4.2.7.9.1. LTP Synthesis

For unvoiced franes (see Section 4.2.7.3), the LPC residual for

such that j <=i < (j + n) is sinply a normalized copy of the
excitation signal, i.e.
e_Q3[i]
resfi] = ---------
2.0**23

Voi ced SILK franmes, on the other hand, pass the excitation through an
LTP filter using the paraneters decoded in Section 4.2.7.6 to produce
an LPC residual. The LTP filter requires LPC residual values from
before the current subfrane as input. However, since the LPC
coefficients may have changed, it obtains this residual by

"rewhi teni ng" the correspondi ng out put signal using the LPC
coefficients fromthe current subframe. Let out[i] for i such that

(j - pitch_lags[s] - d LPC- 2) <=i < | be the fully reconstructed
output signal fromthe last (pitch lags[s] + d_LPC + 2) sanpl es of
previ ous subfranes (see Section 4.2.7.9.2), where pitch lags[s] is
the pitch lag for the current subframe from Section 4.2.7.6.1.
Additionally, let Ipc[i] for i such that (j - s*n - d_LPC) <=1i < |
be the fully reconstructed output signal fromthe last (s*n + d_LPC)
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sanpl es of previous subfranes before clanping (see
Section 4.2.7.9.2). During reconstruction of the first subfranme for
this channel after either

0 An uncoded regular SILK frane (if this is the side channel), or
0 A decoder reset (see Section 4.5.2),

out[i] and Ipc[i] are initially cleared to all zeros. |If this is the
third or fourth subframe of a 20 ms SILK franme and the LSF
interpolation factor, w @ (see Section 4.2.7.5.5), is less than 4,
then let out_end be set to (j - (s-2)*n) and let LTP scal e _Ql4 be set
to 16384. (O herwi se, set out_end to (j - s*n) and set LTP_scale_ Ql4
to the QL4 LTP scaling value from Section 4.2.7.6.3. Then, for

such that (j - pitch_lags[s] - 2) <= i < out_end, out[i] is
rewhitened into an LPC residual, res[i], via

4. 0*LTP_scal e_Q14
resfi] = ----------------- * clanp(-1.0,
gai n_QL6[ s]
d_LPC1

\ out[i-k-1] * -------- , 1.0)
/ 4096. 0
k=0

out[i] -

This requires storage to buffer up to 306 values of out[i] from
previ ous subfranes. This corresponds to WB with a maxi mum pitch I ag
of 18 ns * 16 kHz sanples, plus 16 sanples for d_LPC, plus 2 sanples
for the width of the LTP filter. Then, for i such that

out _end <= i < j, Ipc[i] is rewhitened into an LPC residual, res[i],
Vi a
d LPCG1
65536. 0 L a_QL2[ K]
resfi] = ----------- * (Ipc[i] - \ Ipc[i-k-1] * --------
gai n_QL6][ s] ! 4096. 0
k=0

This requires storage to buffer up to 256 values of Ipc[i] from
previ ous subfranes (240 fromthe current SILK frame and 16 fromthe
previous SILK frane). This corresponds to WB with up to three
previous subfranes in the current SILK frame, plus 16 sanples for
d_LPC. The astute reader will notice that, given the definition of
I pc[i] in Section 4.2.7.9.2, the output of this latter equation is
nmerely a scal ed version of the values of res[i] from previous
subf r anes.
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Let e @3[i] for j <= i < (j + n) be the excitation for the current
subfranme, and b_Q7[k] for 0 <= k < 5 be the coefficients of the LTP
filter taken fromthe codebook entry in one of Tables 39 through 41
corresponding to the index decoded for the current subframe in
Section 4.2.7.6.2. Then for i such that j <=1i < (j + n), the LPC
residual is

res[i - pitch_lags[s] + 2 - k] * -------

4.2.7.9.2. LPC Synthesis

LPC synthesis uses the short-termLPC filter to predict the next

out put coefficient. For i such that (j - d_LPC) <=1i <j, let Ipc[i]
be the result of LPC synthesis fromthe last d_LPC sanples of the
previ ous subfrane or zeros in the first subfrane for this channe
after either

0 An uncoded regular SILK frane (if this is the side channel), or

0 A decoder reset (see Section 4.5.2).

Then, for i such that j <= i < (j + n), the result of LPC synthesis
for the current subframe is
d_LPC 1
gain_QL6[i] L a_QL2[ K]
lpc[i] = ----------- * res[i] +\ Ipc[i-k-1] * --------
65536. 0 /_ 4096.0
k=0
The decoder saves the final d_LPC values, i.e., Ipc[i] such that

(j +n-dLPC <=i <(j +n), tofeed into the LPC synthesis of the
next subfranme. This requires storage for up to 16 values of |pc[i]
(for WB franes).

Then, the signal is clanped into the final nom nal range

out[i] = clamp(-1.0, Ipc[i], 1.0)
Thi s cl anpi ng occurs entirely after the LPC synthesis filter has run
The decoder saves the uncl anped values, Ipc[i], to feed into the LPC

filter for the next subframe, but saves the cl anped val ues, out[i],
for rewhitening in voiced franes.
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4.2.8. Stereo Unmi xing

For stereo streans, after decoding a frame from each channel, the
decoder rmust convert the nid-side (MS) representation into a left-
right (LR) representation. The function silk stereo_ M5 to LR
(stereo_ M5 to LR c) inplenents this process. In it, the decoder
predicts the side channel using a) a sinple | ow passed version of the
nm d channel, and b) the unfiltered md channel, using the prediction
wei ghts decoded in Section 4.2.7.1. This sinple lowpass filter

i nposes a one-sanple delay, and the unfiltered nmd channel is also
del ayed by one sanple. In order to allow seanl ess sw tching between
stereo and nono, nono streans nust al so i npose the sane one-sanpl e
del ay. The encoder requires an additional one-sanple delay for both
nmono and stereo streams, though an encoder may onit the delay for
mono if it knows it will never switch to stereo.

The unmi xi ng process operates in tw phases. The first phase lasts
for 8 ns, during which it interpolates the prediction weights from
the previous frane, prev_w0 QL3 and prev_wl Ql3, to the values for

the current frame, wO_Ql3 and wl_Ql3. The second phase sinply uses
these weights for the renainder of the frane

Let md[i] and side[i] be the contents of out[i] (from

Section 4.2.7.9.2) for the current md and side channels,
respectively, and let left[i] and right[i] be the corresponding
stereo output channels. |If the side channel is not coded (see
Section 4.2.7.2), then side[i] is set to zero. Also, let j be
defined as in Section 4.2.7.9, nl be the nunber of sanples in phase 1
(64 for NB, 96 for MB, and 128 for WB), and n2 be the total nunber of
sanples in the frame. Then, for i such that j <= i < (j + n2), the

| eft and right channel output is

prev_w0_Q13 (WO0_QL13 - prev_w0_Q13)

W = ----------- +mn(i - j, Nl)*----mmme oo
8192.0 8192. 0*nl

prev_wl Q13 (wl Q13 - prev_wl Q13)

WL = ----em-m- - +mn(i - j, Nl)*---mm e
8192.0 8192. 0*nl

pO: ______________________________

left[i]

clanmp(-1.0, (1 + wl)*md[i-1] + side[i-1] + wO*p0, 1.0)

right[i] clamp(-1.0, (1 - wi)*md[i-1] - side[i-1] - wO*p0, 1.0)
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These fornmulas require two sanples prior to index j, the start of the
frane, for the mid channel, and one prior sanple for the side
channel. For the first frane after a decoder reset, zeros are used

i nst ead.

4.2.9. Resanpling

After stereo unmixing (if any), the decoder applies resanpling to
convert the decoded SILK output to the sanple rate desired by the
application. This is necessary when decoding a Hybrid frame at SVB
or FB sanple rates, or whenever the decoder wants the output at a
different sanple rate than the internal SILK sanpling rate (e.g., to
all ow a constant sanple rate when the audi o bandwi dth changes, or to
allow mxing with audio fromother applications). The resanpler
itself is non-normative, and a decoder can use any nethod it wants to
performthe resanpling.

However, a mni num amount of delay is inposed to allow the resanpler
to operate, and this delay is nornmative, so that the correspondi ng
del ay can be applied to the MDCT |ayer in the encoder. A decoder is
al ways free to use a resanpler that requires nore delay than all owed
for here (e.g., to inmprove quality), but it nmust then delay the

out put of the MDCT |ayer by this extra anount. Keeping as nuch del ay
as possible on the encoder side allows an encoder that knows it will
never use any of the SILK or Hybrid nbpdes to skip this delay. By
contrast, if it were all applied by the decoder, then a decoder that
processes audio in fixed-size blocks would be forced to delay the
out put of CELT frames just in case of a later switch to a SILK or
Hybrid node.

Tabl e 54 gives the naxi mumresanpler delay in sanples at 48 kHz for
each SILK audi o bandwi dth. Because the actual output rate nmay not be
48 kHz, it may not be possible to achieve exactly these delays while
usi ng a whol e nunber of input or output sanmples. The reference

i npl ementation is able to resanple to any of the supported out put
sanpling rates (8, 12, 16, 24, or 48 kHz) within or near this delay
constraint. Some resanpling filters (including those used by the
reference inplenentation) nmay add a delay that is not an exact
integer, or is not linear-phase, and so cannot be represented by a
single delay at all frequencies. However, such deviations are
unlikely to be perceptible, and the conparison tool described in
Section 6 is designed to be relatively insensitive to them The

del ays listed here are the ones that should be targeted by the
encoder .
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oo Fom e e i aaa o +
| Audio Bandwidth | Delay in MIIliseconds
o e e oo Fmm e e a oo +
| NB | 0.538

| | |
| MB | 0.692 |
| | |
| wWB | 0.706 |
o e e oo Fmm e e a oo +

Tabl e 54: SILK Resanpl er Delay Allocations

NB is given a snmaller decoder delay allocation than MB and WB to

all ow a higher-order filter when resanpling to 8 kHz in both the
encoder and decoder. This inplies that the audio content of two SILK
franes operating at different bandwi dths is not perfectly aligned in
time. This is not an issue for any transitions described in

Section 4.5, because they all involve a SILK decoder reset. Wen the
decoder is reset, any sanples remaining in the resanpling buffer are
di scarded, and the resanpler is re-initialized with silence.

4.3. CELT Decoder

The CELT layer of Qpus is based on the Mddified D screte Cosine
Transform [MDCT] with partially overlapping wi ndows of 5 to 22.5 ns.
The main principle behind CELT is that the MDCT spectrumis divided
into bands that (roughly) follow the Bark scale, i.e., the scale of
the ear’s critical bands [ZWCKER61]. The normal CELT | ayer uses 21
of those bands, though Qpus Custom (see Section 6.2) may use a

di fferent nunber of bands. |In Hybrid node, the first 17 bands (up to
8 kHz) are not coded. A band can contain as little as one MDCT bin
per channel, and as many as 176 bins per channel, as detailed in

Table 55. In each band, the gain (energy) is coded separately from
the shape of the spectrum Coding the gain explicitly makes it easy
to preserve the spectral envel ope of the signal. The remaining unit-

norm shape vector is encoded using a Pyram d Vector Quanti zer
(PVQ Section 4.3.4.

oo oo oo o - o - . I +
| Frane | 2.5 nms | 5nms | 10 ns | 20 ns | Start | St op

| Size: | | | | | Frequency | Frequency

[ [ [ [ SR [ SR S o m e oo oo - +
| Band | Bins: | | | | | |
| | | | | | | |
| O | 1 | 2 | 4 | 8 | 0 Hz | 200 Hz |
| | | | | | | |
| 1 | 1| 2| 4 | 8 | 200 Hz | 400 Hz |
| | | | | | | |
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Tabl e 55: MDCT Bins per Channe

Transients are notoriously difficult for transform codecs to code.

CELT uses two different strategies for them

and

MDCTs instead of a single | arge MDCT,

Using multiple snaller

1

Dynamic tine-frequency resolution changes (See Section 4.3.4.5).

2.
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To inprove quality on highly tonal and periodic signals, CELT
includes a pre-filter/post-filter conbination. The pre-filter on the
encoder side attenuates the signal’'s harnonics. The post-filter on
the decoder side restores the original gain of the harnonics, while
shapi ng the coding noise to roughly follow the harnonics. Such noise
shapi ng reduces the perception of the noise.

When coding a stereo signal, three coding nethods are avail abl e:

o md-side stereo: encodes the nean and the difference of the left
and right channels,

0 intensity stereo: only encodes the nean of the left and right
channel s (discards the difference),

0 dual stereo: encodes the left and right channels separately.

An overvi ew of the decoder is given in Figure 17.

Fomm e e +
| Coarse |
+->| decoder |----+
R EEEEEEEEE + |
| |
| S RS + Vv
| | Fine | +---+
+->| decoder |->| +
| [ S +  +---+
| A |
oo + | | |
| Range | | 4---------- v
| Decoder |-+ | Bi t | +------ +
oo - + | |Allocation| | 2**x
| [ TS + 4------ +
| | |
| Vv Vv Fomm oo - - - +
| S RS + A---+ - --- - + | pitch
+- > PVQ |-> * [-> IMXCT |-> post- |[--->
| | decoder | #---4+ +------- + | filter
| [ S + [ +
| N
o e e m e e e e e e e e e e e e e e e oo +

Legend: | MDCT = Inverse MDCT
Figure 17: Structure of the CELT decoder

The decoder is based on the follow ng synbols and sets of synbols:
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sil ence {32767, 1}/32768

post-filter {1, 1}/2

oct ave uni form (6) post-filter

peri od raw bits (4+octave) post-filter

gai n raw bits (3) post-filter

t apset {2, 1, 1}/4 post-filter
transi ent {7, 1}/8
intra {7, 1}/8

coar se energy Section 4.3.2

tf_change Section 4.3.1
spread {7, 2, 21, 2}/32

dyn. alloc. Section 4.3.3

alloc. trim Tabl e 58
ski p {1, 1}/2 Section 4.3.3
intensity uni form Section 4.3.3

dual {1, 1}/2

fine energy Section 4.3.2

r esi dual Section 4.3.4

anti-col |l apse Section 4.3.5

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
| tf_sel ect
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
| {1, 1}/2
|

|

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
{1, 1}/2 | Section 4.3.1
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|

finalize Section 4.3.2

Tabl e 56: Order of the Symbols in the CELT Section of the Bitstream
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The decoder extracts information fromthe range-coded bitstreamin
the order described in Table 56. In sone circunstances, it is

possi ble for a decoded value to be out of range due to a very snal
anmount of redundancy in the encoding of large integers by the range
coder. |In that case, the decoder should assune there has been an
error in the coding, decoding, or transm ssion and SHOULD t ake
measures to conceal the error and/or report to the application that a
probl em has occurred. Such out of range errors cannot occur in the
SI LK | ayer.

4.3.1. Transient Decoding

The "transient" flag indicates whether the frame uses a single |ong
MDCT or several short MDCTs. Wen it is set, then the MDCT
coefficients represent nmultiple short MDCTs in the frame. Wen not
set, the coefficients represent a single Iong MDCT for the frane.
The flag is encoded in the bitstreamw th a probability of 1/8. In
addition to the global transient flag is a per-band binary flag to
change the tinme-frequency (tf) resolution independently in each band.
The change in tf resolution is defined in tf_select_table[][] in
celt.c and depends on the frame size, whether the transient flag is
set, and the value of tf_select. The tf_select flag uses a 1/2
probability, but is only decoded if it can have an inpact on the
result knowi ng the value of all per-band tf_change fl ags.

4.3.2. Energy Envel ope Decodi ng

It is inmportant to quantize the energy with sufficient resolution
because any energy quantization error cannot be conpensated for at a
| ater stage. Regardless of the resolution used for encoding the
spectral shape of a band, it is perceptually inportant to preserve
the energy in each band. CELT uses a three-step coarse-fine-fine
strategy for encoding the energy in the base-2 | og donain, as

i npl ement ed i n quant _bands. c.

4.3.2.1. Coarse Energy Decodi ng

Coarse quantization of the energy uses a fixed resolution of 6 dB
(integer part of base-2 log). To minimize the bitrate, predictionis
applied both in time (using the previous frame) and in frequency
(using the previous bands). The part of the prediction that is based
on the previous frane can be disabled, creating an "intra" frame
where the energy is coded without reference to prior frames. The
decoder first reads the intra flag to deternine what prediction is
used. The 2-D z-transform [Z- TRANSFORM of the prediction filter is
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-1 -1
(1 - alpha*z_| )*(1 - z_b )
Az, zb) = -
-1
1 - beta*z b
where b is the band index and | is the frane index. The prediction

coefficients applied depend on the frane size in use when not using
intra energy and are al pha=0, beta=4915/32768 when using intra
energy. The tinme-domain prediction is based on the final fine

quanti zation of the previous frane, while the frequency domain
(within the current frane) prediction is based on coarse quantization
only (because the fine quantization has not been conputed yet). The
prediction is clanped internally so that fixed-point inplenmentations
with limted dynanic range always remain in the same state as
floating point inplenmentations. W approximate the ideal probability
di stribution of the prediction error using a Laplace distribution
wWith separate paraneters for each frame size in intra- and inter-
frane nodes. These paraneters are held in the e _prob_nodel table in
guant _bands.c. The coarse energy decoding is perfornmed by

unquant _coarse_energy() (quant_bands.c). The decodi ng of the

Lapl ace-distributed values is inplenmented in ec_| apl ace_decode()

(lapl ace. c).

4.3.2.2. Fine Energy Quantization

The nunber of bits assigned to fine energy quantization in each band
is determned by the bit allocation conputation described in

Section 4.3.3. Let B.i be the nunber of fine energy bits for band i
the refinenent is an integer f in the range [0,2**B i-1]. The
mappi ng between f and the correction applied to the coarse energy is
equal to (f+1/2)/2**B_i - 1/2. Fine energy quantization is

i mpl enented in quant_fine_energy() (quant_bands.c).

When sone bits are left "unused" after all other flags have been
decoded, these bits are assigned to a "final" step of fine
allocation. |In effect, these bits are used to add one extra fine
energy bit per band per channel. The allocation process deternines
two "priorities” for the final fine bits. Any renmaining bits are
first assigned only to bands of priority 0, starting fromband 0 and

going up. If all bands of priority O have received one bit per
channel, then bands of priority 1 are assigned an extra bit per
channel, starting fromband 0. |If any bits are left after this, they

are left unused. This is inplemented in unquant_energy finalise()
(quant _bands. c).
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4,3.3. Bit Allocation

Because the bit allocation drives the decodi ng of the range-coder
stream it MJIST be recovered exactly so that identical coding
decisions are made in the encoder and decoder. Any deviation from
the reference’s resulting bit allocation will result in corrupted
out put, though inplenenters are free to i nplenment the procedure in
any way that produces identical results.

The per-band gai n-shape structure of the CELT |ayer ensures that
using the sane nunmber of bits for the spectral shape of a band in
every frame will result in a roughly constant signal-to-noise ratio
in that band. This results in coding noise that has the sane

spectral envel ope as the signal. The nasking curve produced by a
standard psychoacoustic nodel also closely follows the spectra
envel ope of the signal. This structure neans that the idea

all ocation is nore consistent fromframe to frame than it is for
ot her codecs w thout an equivalent structure and that a fixed

al l ocation provides fairly consistent perceptua

per formance [ VALI N2010] .

Many codecs transnit significant anpbunts of side information to
control the bit allocation within a frame. Oten this control is
only indirect, and it nust be exercised carefully to achieve the
desired rate constraints. The CELT | ayer, however, can adapt over a
very wi de range of rates, so it has a |l arge nunber of codebook sizes
to choose fromfor each band. Explicitly signaling the size of each
of these codebooks woul d i npose consi derabl e overhead, even though
the allocation is relatively static fromfranme to frane. This is
because all of the information required to conpute these codebook
sizes nust be derived froma single frane by itself, in order to
retain robustness to packet |oss, so the signaling cannot take
advant age of know edge of the allocation in neighboring frames. This
problemis exacerbated in lowlatency (small franme size)
applications, which would include this overhead in every frane.

For this reason, in the MDCT nbde, Qpus uses a prinarily inplicit bit
all ocation. The available bitstreamcapacity is known in advance to
both the encoder and decoder w thout additional signaling, ultimtely
fromthe packet sizes expressed by a higher-level protocol. Using
this information, the codec interpolates an allocation froma hard-
coded tabl e.

Whi |l e the band-energy structure effectively nodels intra-band
masking, it ignores the weaker inter-band maski ng, band-tenpora
maski ng, and other |ess significant perceptual effects. Wile these
effects can often be ignored, they can becone significant for
particul ar sanples. One nechanism available to encoders would be to
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sinmply increase the overall rate for these franes, but this is not
possible in a constant rate node and can be fairly inefficient. As a
result three explicitly signaled nmechanisnms are provided to alter the
inmplicit allocation

o Band boost
o Allocation trim
o Band ski pping

The first of these nmechani sns, band boost, allows an encoder to boost
the allocation in specific bands. The second, allocation trim works
by biasing the overall allocation towards higher or |ower frequency
bands. The third, band skipping, selects which | ow precision high
frequency bands will be allocated no shape bits at all

In stereo node, there are two additional paraneters potentially coded
as part of the allocation procedure: a paraneter to allow the
selective elinmnation of allocation for the 'side’ (i.e., intensity
stereo) in jointly coded bands, and a flag to deactivate joint coding
(i.e., dual stereo). These values are not signaled if they would be
meani ngl ess in the overall context of the allocation

Because every signal ed adj ustnent increases overhead and

i mpl enent ati on conplexity, none were included specul atively: the
reference encoder makes use of all of these nmechanisnms. Wile the
decision logic in the reference was found to be effective enough to
justify the overhead and conplexity, further analysis techni ques may
be di scovered that increase the effectiveness of these paraneters.
As with other signaled paraneters, an encoder is free to choose the
val ues in any manner, but, unless a technique is known to deliver
superior perceptual results, the nethods used by the reference

i mpl enent ati on shoul d be used.

The al l ocation process consists of the follow ng steps: deternining

t he per-band maxi mum al | ocati on vector, decoding the boosts, decoding
the tilt, determ ning the remaining capacity of the frame, searching
the node table for the entry nearest but not exceeding the avail able
space (subject to the tilt, boosts, band maxi munms, and band

m ni muns), linear interpolation, reallocation of unused bits with
concurrent skip decoding, determ nation of the fine-energy vs. shape
split, and final reallocation. This process results in a per-band
shape allocation (in 1/8th-bit units), a per-band fine-energy
allocation (in 1 bit per channel units), a set of band priorities for
controlling the use of remaining bits at the end of the frane, and a
remai ni ng bal ance of wunall ocated space, which is usually zero except
at very high rates
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bit allocation (in 1/8 bits) for a quality q, excluding

The "static"

is givenin
The allocation is obtained by

is equal to

where alloc[][]

tilt and boosts,

maxi nuns,

find the highest allocation that does not exceed the nunber of bits

linearly interpolating between two values of g (in steps of 1/64) to
remai ni ng.

channel s*Nral | oc[ band] [ q] <<LM>>2,
Tabl e 57 and LMel og2(frane_size/ 120).

t he m ni mumns,

columms are the different quality (q)

Rows indicate the MDCT bands,

MDCT bi n.

The units are 1/32 bit per

par anet ers.

T

10

9

8

7

6
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Tabl e 57: CELT Static Allocation Table

The maxi mum al | ocation vector is an approxi mati on of the maxi num
space that can be used by each band for a given node. The value is
appr oxi mat e because the shape encoding is variable rate (due to
entropy coding of splitting paraneters). Setting the naxi numtoo |ow
reduces the maxi mum achi evable quality in a band while setting it too
high may result in waste: bitstream capacity available at the end of
the frane that cannot be put to any use. The maxi nuns specified by
the codec reflect the average nmaximum In the reference

i mpl enentation, the maximuns in bits/sanple are preconputed in a
static table (see cache_caps50[] in static_nodes_float.h) for each
band, for each value of LM and for both nono and stereo.

| mpl enent ati ons are expected to sinply use the sane table data, but
the procedure for generating this table is included in rate.c as part
of conpute_pul se_cache().

To convert the values in cache.caps into the actual maxi nuns: first,
set nbBands to the maxi mum nunber of bands for this node, and stereo
to zero if stereo is not in use and one otherwi se. For each band,
set Nto the nunber of MDCT bins covered by the band (for one
channel), set LMto the shift value for the franme size. Then, set
to nbBands*(2*LM+stereo). Next, set the maxinum for the band to the
i-th index of cache.caps + 64 and nultiply by the nunber of channels
in the current frame (one or two) and by N, then divide the result by
4 using integer division. The resulting vector will be called cap[].
The elenents fit in signed 16-bit integers but do not fit in 8 bits.
This procedure is inplenmented in the reference in the function
init_caps() in celt.c.

The band boosts are represented by a series of binary synbols that
are entropy coded with very low probability. Each band can
potentially be boosted nultiple tinmes, subject to the frane actually
havi ng enough roomto obey the boost and havi ng enough roomto code
t he boost synbol. The default coding cost for a boost starts out at
six bits (probability p=1/64), but subsequent boosts in a band cost
only a single bit and every tine a band is boosted the initial cost
is reduced (down to a mininmumof two bits, or p=1/4). Since the
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initial cost of coding a boost is 6 bits, the coding cost of the
boost synbols when conpletely unused is 0.48 bits/franme for a 21 band
node (21*-10g2(1-1/2**6)).

To decode the band boosts: First, set 'dynalloc_logp to 6, the
initial amount of storage required to signal a boost in bits,

"total _bits’ to the size of the frame in 8th bits, 'total boost’ to
zero, and 'tell’ to the total nunber of 8th bits decoded so far. For
each band fromthe coding start (0 normally, but 17 in Hybrid node)
to the coding end (which changes dependi ng on the signal ed

bandwi dth), the boost quanta in units of 1/8 bit is calculated as
quanta = min(8*N, max(48, N)). This represents a boost step size of
six bits, subject to alower linmt of 1/8th bit/sanple and an upper
limt of 1 bit/sanple. Set 'boost’ to zero and 'dynalloc_| oop_| ogp
to dynalloc_l ogp. Wile dynalloc_|loop_log (the current worst case
synbol cost) in 8th bits plus tell is less than total _bits plus
total _boost and boost is |less than cap[] for this band: Decode a bit
fromthe bitstreamw th dynalloc_| ocop | ogp as the cost of a one and
update tell to reflect the current used capacity. |f the decoded
value is zero break the |loop. Oherw se, add quanta to boost and
total _boost, subtract quanta fromtotal bits, and set
dynalloc_loop_log to 1. Wen the |loop finishes 'boost’ contains the
bit allocation boost for this band. |f boost is non-zero and
dynalloc_logp is greater than 2, decrease dynalloc_logp. ©Once this
process has been executed on all bands, the band boosts have been
decoded. This procedure is inplenented around line 2474 of celt.c.

At very lowrates, it is possible that there won’'t be enough
avai | abl e space to execute the inner |oop even once. 1In these cases,
band boost is not possible, but its overhead is conpletely
elimnated. Because of the high cost of band boost when activated, a
reasonabl e encoder should not be using it at very lowrates. The
reference inplenents its dynalloc decision logic around line 1304 of
celt.c.

The allocation trimis an integer value fromO0-10. The default val ue
of 5indicates no trim The trimparaneter is entropy coded in order
to lower the coding cost of |less extreme adjustnents. Values |ower
than 5 bias the allocation towards | ower frequencies and val ues above
5 bias it towards higher frequencies. Like other signaled
paraneters, signaling of the trimis gated so that it is not included
if there is insufficient space available in the bitstream To decode
the trim first set the trimvalue to 5, then if and only if the
count of decoded 8th bits so far (ec_tell frac) plus 48 (6 bits) is

| ess than or equal to the total frane size in 8th bits minus

total _boost (a product of the above band boost procedure), decode the
trimvalue using the PDF in Table 58.
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o o e e e e e e e e ee e ee e +
| PDF |
o o e e e e e e e e e e eeeeaao- +
| {2, 2, 5 10, 22, 46, 22, 10, 5, 2, 2}/128 |
oo o e e e e e e mmeeemeeeoa +

Tabl e 58: PDF for the Trim

For 10 ms and 20 ns franmes using short bl ocks and that have at | east
LM+2 bits left prior to the allocation process, one anti-collapse bit
is reserved in the allocation process so it can be decoded | ater
Fol I owi ng the anti-collapse reservation, one bit is reserved for skip
if available.

For stereo franmes, bits are reserved for intensity stereo and for

dual stereo. Intensity stereo requires ilog2(end-start) bits. Those
bits are reserved if there are enough bits left. Follow ng this, one
bit is reserved for dual stereo if avail able.

The al l ocation conputation begins by setting up sone initia
conditions. 'total’ is set to the remmining available 8th bits,
comput ed by taking the size of the coded frame tinmes 8 and
subtracting ec_tell _frac(). Fromthis value, one (8th bit) is
subtracted to ensure that the resulting allocation will be
conservative. 'anti_collapse rsv’ is set to 8 (8th bits) if and only
if the frane is a transient, LMis greater than 1, and total is
greater than or equal to (LM+2) * 8. Total is then decrenmented by
anti_coll apse_rsv and clanped to be equal to or greater than zero.
"skip_rsv’ is set to 8 (8th bits) if total is greater than 8,
otherwise it is zero. Total is then decrenmented by skip_ rsv. This
reserves space for the final skipping flag.

If the current frane is stereo, intensity rsv is set to the
conservative 1og2 in 8th bits of the nunber of coded bands for this
frane (given by the table LO&_FRAC TABLE in rate.c). |If
intensity rsv is greater than total, then intensity rsv is set to
zero. Oherwise, total is decrenented by intensity rsv, and if total
is still greater than 8, dual stereo rsv is set to 8 and total is
decremented by dual _stereo_rsv.

The al l ocation process then conputes a vector representing the hard

m ni mum anmounts all ocation any band will receive for shape. This

m nimumis higher than the technical limt of the PVQ process, but
very low rate allocations produce an excessively sparse spectrum and
these bands are better served by having no allocation at all. For
each coded band, set thresh[band] to 24 tinmes the nunber of MDCT bins
in the band and divide by 16. If 8 tines the nunber of channels is
greater, use that instead. This sets the mininumallocation to one
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bit per channel or 48 128th bits per MDCT bin, whichever is greater
The band-si ze dependent part of this value is not scaled by the
channel count, because at the very low rates where this limt is
applicable there will usually be no bits allocated to the side.

The previously decoded allocation trimis used to derive a vector of
per - band adjustnents, 'trimoffsets[]’'. For each coded band take the
alloc_trimand subtract 5 and LM Then, nultiply the result by the
nunmber of channels, the nunmber of MDCT bins in the shortest frane
size for this node, the nunber of remaining bands, 2**LM and 8

Next, divide this value by 64. Finally, if the nunber of NMDCT bins
in the band per channel is only one, 8 tines the nunber of channels
is subtracted in order to dimnish the allocation by one bit, because
width 1 bands receive greater benefit fromthe coarse energy codi ng.

4.3.4. Shape Decoding

In each band, the nornalized "shape" is encoded using Pyram d Vector
Quanti zer.

In the sinplest case, the nunber of bits allocated in Section 4.3.3
is converted to a nunber of pulses as described by Section 4.3.4.1
Knowi ng t he nunber of pul ses and the nunber of sanples in the band,

t he decoder calculates the size of the codebook as detailed in
Section 4.3.4.2. The size is used to decode an unsi gned integer

(uni form probability nodel), which is the codeword index. This index
is converted into the correspondi ng vector as explained in

Section 4.3.4.2. This vector is then scaled to unit norm

4,3.4.1. Bits to Pul ses

Al t hough the allocation is perforned in 1/8th bit units, the
quantization requires an integer nunber of pulses K To do this, the
encoder searches for the value of K that produces the nunber of bits
nearest to the allocated value (rounding down if exactly hal fway

bet ween two val ues), not to exceed the total nunber of bits
avai l able. For efficiency reasons, the search is perforned against a
preconputed allocation table that only pernmts sone K values for each
N. The nunber of codebook entries can be conputed as explained in
Section 4.3.4.2. The difference between the nunber of bits all ocated
and the nunber of bits used is accunulated to a "bal ance”
(initialized to zero) that hel ps adjust the allocation for the next
bands. One third of the balance is applied to the bit allocation of
each band to hel p achieve the target allocation. The only exceptions
are the band before the last and the |ast band, for which half the
bal ance and the whol e bal ance are applied, respectively.
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4.3.4.2. PVQ Decoding

Decodi ng of PVQ vectors is inplenented in decode_pul ses() (cws.c).
The uni que codeword index is decoded as a uniformy distributed

i nteger value between 0 and V(N K)-1, where V(N K) is the nunber of
possi bl e conbi nations of K pulses in N sanples. The index is then
converted to a vector in the sane way specified in [PVQ. The

i ndexi ng is based on the cal culation of V(N K) (denoted N(L,K) in

[PVQ).

The nunber of conbinations can be conputed recursively as V(N K) =
VN1, K + V(N K-1) + V(N1,K-1), with V(N 0) =1 and V(0,K) =0, K
= 0. There are many different ways to conpute V(N, K), including
preconput ed tables and direct use of the recursive fornulation. The
reference inplenentation applies the recursive formulation one line
(or colum) at a tinme to save on nenory use, along with an alternate,
univariate recurrence to initialize an arbitrary line, and direct

pol ynom al solutions for small N. Al of these nethods are
equi val ent, and have different trade-offs in speed, nenory usage, and
code size. Inplenentations MAY use any nethods they like, as |ong as
they are equivalent to the nmathematical definition

The decoded vector X is recovered as follows. Let i be the index
decoded with the procedure in Section 4.1.5 with ft = V(N,K), so that
0 <=i <V(NK). Let k =K Then, for j =0to (N- 1), inclusive,
do:

1. Let p = (MNj-1,k) + V(Nj,k))/2.

2. If i <p, thenlet sgn =1, else let sgn = -1 and set i =i - p

3. Let kO = k and set p

p - V(Nj-1,k).
4. Wile p >i, set k =k - 1and p=p - V(Nj-1,k).
5. Set X[j] =sgn*(k0 - k) andi =i - p.

The decoded vector X is then normalized such that its L2-norm equals
one.

4.3.4.3. Spreading
The nornalized vector decoded in Section 4.3.4.2 is then rotated for
t he purpose of avoiding tonal artifacts. The rotation gain is equa
to

gr =N/ (N+ f_r*K
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where N is the nunber of dinensions, Kis the nunber of pulses, and
f_r depends on the value of the "spread" paraneter in the bitstream

S o e e e e e e e ea oo +
| Spread value | f_r

[ e +
| O | infinite (no rotation)
| | |
| 1 | 15 |
| | |
| 2 | 10 |
| | |
| 3 | 5 |
oo o e e e e e e e e oo +

Tabl e 59: Spreadi ng Val ues
The rotation angle is then cal cul ated as
2
pi * g_r
theta = ----------
4
A 2-Drotation R(i,j) between points x i and x_j is defined as:

X_i’
X_j’

cos(theta)*x_i + sin(theta)*x_j
-sin(theta)*x_i + cos(theta)*x_]

An N-D rotation is then achieved by applying a series of 2-D
rotations back and forth, in the following order: R(x_ 1, x 2), R(x_2,
X 3), ..., RIX_ N2, XN1), Rx N1, XN, Rx N2, XNI1), ...,
R(x_1, x_2).

If the decoded vector represents nore than one tinme block, then this
spreadi ng process is applied separately on each tinme block. Also, if
each bl ock represents 8 sanples or nore, then another N-D rotation

by (pi/2-theta), is applied before_ the rotation described above.
This extra rotation is applied in an interl eaved nanner with a stride
equal to round(sqrt(N nb_blocks)), i.e., it is applied independently
for each set of sanple S k = {stride*n + k}, n=0..Nstride-1

4.3.4.4. Split Decoding
To avoid the need for nulti-precision calculations when decodi ng PVQ
codevectors, the maximum size all owed for codebooks is 32 bits. When

| arger codebooks are needed, the vector is instead split in two sub-
vectors of size NN2. A quantized gain paranmeter with precision
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derived fromthe current allocation is entropy coded to represent the
relative gains of each side of the split, and the entire decodi ng
process is recursively applied. Miltiple levels of splitting nmay be
applied up to a limt of LM+l splits. The sane recursive nechanism
is applied for the joint coding of stereo audio.

4.3.4.5. Tine-Frequency Change

The tine-frequency (TF) paraneters are used to control the tine-
frequency resolution trade-off in each coded band. For each band,
there are two possible TF choices. For the first band coded, the PDF
is {3, 1}/4 for franes narked as transient and {15, 1}/16 for the
other franes. For subsequent bands, the TF choice is coded relative
to the previous TF choice with probability {15, 1}/16 for transient
franes and {31, 1}/32 otherwi se. The mappi ng between the decoded TF
choi ces and the adjustnent in TF resolution is shown in the tables

bel ow.

oo Fom e - - -+
| Frane size (n8) | O] 1

o e e oo R
| 2.5 | 0| -1

| | |
I 5 | 0] -1
I | I
I 10 | 0| -2
| | |
| 20 ol -2
S B

Tabl e 60: TF Adjustnents for Non-transient Franes and tf_sel ect=0

T I
| Frane size (nms) | O] 1
S B
| 2.5 | 0] -1
I | I
I 5 | O] -2
I | I
I 10 | O] -3
I | I
| 20 | 0] -3
. e

Tabl e 61: TF Adjustnments for Non-transient Frames and tf_select=1
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| O] 1]
I
| O] -1
| I
| 1] 0|
| I
| 2 0]
| I
| 31 0]
R SR EEE

Tabl e 62: TF Adjustnents for Transient Franes and tf_sel ect=0

R g
| 0 1]
oo -+
| O -1
| | |
| 1] -1
| | |
| 1] -1
| | |
| 1] -1]
et - - -+

Tabl e 63: TF Adjustnments for Transient Frames and tf_select=1

A negative TF adjustnment means that the tenpora

resolution is

i ncreased, while a positive TF adjustnent neans that the frequency

resolution is increased.
usi ng the Hadamard transform [ HADAMARD] .

Changes in TF resolution are inplenented

To increase the tine

resolution by N, N "levels" of the Hadamard transformare applied to

t he decoded vector for each interleaved MDCT vector.
frequency resolution (assunes a transient frane),

To increase the
then N | evel s of

the Hadamard transformare applied _across_ the interleaved MDCT

vector. In the case
t he "sequency order"

of
because the input

i ncreased tine resol ution,

t he decoder uses
vector is sorted in tine.

4.3.5. Anti-collapse Processing
The anti-coll apse feature is designed to avoid the situation where
the use of nultiple short MDCTs causes the energy in one or nore of
the MDCTs to be zero for sone bands, causing unpleasant artifacts.
When the frame has the transient bit set, an anti-collapse bit is
decoded. Wen anti-collapse is set, the energy in each small MDCT is
prevented fromcollapsing to zero. For each band of each MDCT where
a collapse is detected, a pseudo-randomsignal is inserted with an
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energy corresponding to the mnimumenergy over the two previous
franes. A renornalization step is then required to ensure that the
anti-collapse step did not alter the energy preservation property.

4.3.6. Denornal i zati on

Just as each band was normalized in the encoder, the |ast step of the
decoder before the inverse MDCT is to denormalize the bands. Each
decoded normalized band is nultiplied by the square root of the
decoded energy. This is done by denornalise_bands() (bands.c).

4,3.7. I nver se MDCT

The inverse MDCT inpl enentati on has no special characteristics. The
input is N frequency-donain sanples and the output is 2*N tinme-donain
samples, while scaling by 1/2. A "l ow overl ap"” w ndow reduces the
algorithmc delay. 1t is derived froma basic (full-overlap) 240-
sanpl e version of the wi ndow used by the Vorbis codec:

2
/ / pi / pi n+ 1/2\ \ \
Wn) = |sin[-- % sinf-- % oo |1
\ \2 \2 L /1

The | ow overl ap wi ndow is created by zero-paddi ng the basic w ndow
and inserting ones in the nmddle, such that the resulting w ndow
still satisfies power conplenentarity [ PRINCEN86]. The I MDCT and
wi ndowi ng are performed by ndct_backward (ndct.c).

4,3.7.1. Post-Filter

The out put of the inverse MDCT (after weighted overlap-add) is sent
to the post-filter. Although the post-filter is applied at the end,
the post-filter paranmeters are encoded at the beginning, just after
the silence flag. The post-filter can be switched on or off using
one bit (logp=1). |If the post-filter is enabled, then the octave is
decoded as an integer value between 0 and 6 of uniform probability.
Once the octave is known, the fine pitch within the octave is decoded
usi ng 4+octave raw bits. The final pitch period is equal to
(16<<octave)+fine_pitch-1 so it is bounded between 15 and 1022,
inclusively. Next, the gain is decoded as three raw bits and is
equal to G=3*(int_gain+l)/32. The set of post-filter taps is decoded
| ast, using a pdf equal to {2, 1, 1}/4. Tapset zero corresponds to
the filter coefficients g0 = 0.3066406250, g1 = 0.2170410156, g2 =
0.1296386719. Tapset one corresponds to the filter coefficients g0 =
0.4638671875, gl = 0.2680664062, g2 = 0, and tapset two uses filter
coefficients g0 = 0.7998046875, gl = 0.1000976562, g2 = 0.
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The post-filter response is thus conputed as:

y(n) = x(n) + G (g0*y(n-T) + gl*(y(n-T+1)+y(n-T+1))
+ g2*(y(n-T+2) +y(n-T+2)))

During a transition between different gains, a snmooth transition is
cal cul ated using the square of the MDCT window. It is inportant that
val ues of y(n) be interpolated one at a tinme such that the past val ue
of y(n) used is interpol ated.

4.3.7.2. De-enphasis

After the post-filter, the signal is de-enphasized using the inverse
of the pre-enphasis filter used in the encoder:

1 1

A(z) -1

wher e al pha_p=0. 8500061035.
4.4, Packet Loss Conceal nent (PLC)

Packet Loss Conceal nrent (PLC) is an optional decoder-side feature
that SHOULD be included when receiving froman unreliable channel
Because PLC is not part of the bitstream there are nany acceptable
ways to inplenent PLC with different conplexity/quality trade-offs.

The PLC in the reference inplenentation depends on the node of |ast
packet received. |In CELT node, the PLC finds a periodicity in the
decoded signal and repeats the wi ndowed waveform using the pitch

of fset. The w ndowed waveformis overlapped in such a way as to
preserve the tine-donmain aliasing cancellation with the previous
franme and the next frame. This is inplenented in celt_decode | ost()
(rmdct.c). In SILK node, the PLC uses LPC extrapolation fromthe
previous frame, inplenmented in silk_PLC() (PLC. c).

4.4.1. dock Drift Conpensation

Clock drift refers to the gradual desynchroni zation of two endpoints
whose sanple clocks run at different frequencies while they are
streaming live audio. Differences in clock frequencies are generally
attributable to manufacturing variation in the endpoints’ clock
hardware. For long-lived streans, the tine difference between sender
and receiver can grow w t hout bound.
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When the sender’s clock runs slower than the receiver’s, the effect
is simlar to packet loss: too few packets are received. The
receiver can distinguish between drift and loss if the transport
provi des packet timestanps. A receiver for live streans SHOULD
conceal the effects of drift, and it MAY do so by invoking the PLC

When the sender’s clock runs faster than the receiver’s, too nany
packets will be received. The receiver MAY respond by skipping any
packet (i.e., not submitting the packet for decoding). This is
likely to produce a |l ess severe artifact than if the frame were
dropped after decodi ng.

A decoder MAY enpl oy a nore sophisticated drift conpensation nethod.
For exanpl e, the Net EQ conponent [ GOOGLE-NETEQ of the Google WbRTC
codebase [ GOOGLE- WEBRTC] conpensates for drift by adding or renoving
one period when the signal is highly periodic. The reference

i npl ementation of Qpus allows a caller to | earn whether the current
frame’s signal is highly periodic, and if so what the period is,
using the OPUS GET_PITCH() request.

4.5. Configuration Switching

Swi t chi ng between the Cpus codi ng nodes, audi o bandw dt hs, and
channel counts requires careful consideration to avoid audible
glitches. Switching between any two configurations of the CELT-only
nmode, any two configurations of the Hybrid node, or fromW SILK to
Hybrid node does not require any special treatment in the decoder, as
the MDCT overlap will snooth the transition. Switching fromHybrid
node to WB SILK requires adding in the final contents of the CELT
overlap buffer to the first SILK-only packet. This can be done by
decoding a 2.5 ns silence frame with the CELT decoder using the
channel count of the SILK-only packet (and any choice of audio
bandwi dth), which will correctly handl e the cases when the channe
count changes as well.

When changi ng the channel count for SILK-only or Hybrid packets, the
encoder can avoid glitches by snmoothly varying the stereo wi dth of
the input signal before or after the transition, and it SHOULD do so.
However, other transitions between SILK-only packets or between NB or
MB Sl LK and Hybrid packets may cause glitches, because neither the
LSF coefficients nor the LTP, LPC, stereo unm xing, and resanpler
buffers are avail able at the new sanple rate. These sw tches SHOULD
be del ayed by the encoder until quiet periods or transients, where
the inevitable glitches will be less audible. Additionally, the

bi t st ream MAY i ncl ude redundant side information ("redundancy"), in
the formof additional CELT frames enbedded in each of the Qpus
franmes around the transition
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The other transitions that cannot be easily handled are those where
the |l ower frequencies switch between the SILK LP-based nodel and the
CELT MDCT nodel . However, an encoder nay not have an opportunity to
del ay such a switch to a convenient point. For exanple, if the
content switches fromspeech to nusic, and the encoder does not have
enough latency in its analysis to detect this in advance, there may
be no convenient silence period during which to make the transition
for quite some tinme. To avoid or reduce glitches during these

probl emati c node transitions, and between audi o bandw dth changes in
the SILK-only nodes, transitions MAY include redundant side
informati on ("redundancy”), in the formof an additional CELT frame
enbedded in the Opus frane.

A transition between coding the |ower frequencies with the LP nodel
and the MDCT nodel or a transition that involves changing the SILK
bandwi dth is only normatively specified when it includes redundancy.
For those without redundancy, it is RECOMMENDED that the decoder use
a conceal nent technique (e.g., nmake use of a PLC algorithm to "fill
in" the gap or discontinuity caused by the node transition
Therefore, PLC MJUST NOT be applied during any nornmative transition
i.e., when

0 A packet includes redundancy for this transition (as described
bel ow) ,

o The transition is between any WB S| LK packet and any Hybrid
packet, or vice versa

o The transition is between any two Hybrid node packets, or
0 The transition is between any two CELT node packets,
unl ess there is actual packet |oss.

4.5.1. Transition Side Information (Redundancy)

Transitions with side information include an extra 5 ns "redundant"
CELT frame within the Cous frane. This frame is designed to fill in
the gap or discontinuity in the different |ayers w thout requiring
the decoder to conceal it. For transitions from CELT-only to SILK-
only or Hybrid, the redundant frane is inserted in the first Opus
frane after the transition (i.e., the first SILK-only or Hybrid
frane). For transitions from SlILK-only or Hybrid to CELT-only, the
redundant frame is inserted in the last Opus frame before the
transition (i.e., the last SILK-only or Hybrid franme).
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4.5.1.1. Redundancy Fl ag

The presence of redundancy is signaled in all SILK-only and Hybrid
franmes, not just those involved in a node transition. This allows
the frames to be decoded correctly even if an adjacent frane is |ost.
For SILK-only franes, this signaling is inplicit, based on the size
of the Qpus frame and the nunber of bits consuned decoding the SILK
portion of it. After decoding the SILK portion of the Cpus frane,
the decoder uses ec_tell() (see Section 4.1.6.1) to check if there
are at least 17 bits remaining. If so, then the frame contains

r edundancy.

For Hybrid frames, this signaling is explicit. After decoding the
SILK portion of the Qpus frame, the decoder uses ec tell () (see
Section 4.1.6.1) to ensure there are at least 37 bits remaining. |If
so, it reads a synbol with the PDF in Table 64, and if the value is
1, then the frane contains redundancy. Oherwise (if there were
fewer than 37 bits left or the value was 0), the frane does not
contai n redundancy.

oo e oo +
| PDF |
o ee oo +
| {4095, 1}/4096 |
oo +

Tabl e 64: Redundancy Fl ag PDF
4.5.1.2. Redundancy Position Flag

Since the current frane is a SILK-only or a Hybrid frane, it nust be
at least 10 ns. Therefore, it needs an additional flag to indicate
whet her the redundant 5 ns CELT frame should be nmixed into the

begi nning of the current frane, or the end. After deternmining that a
frane contains redundancy, the decoder reads a 1 bit synmbol with a
uni form PDF (Tabl e 65).

Fommmm e oo +
| PDF |
Foemmmmaaa +
| {1, 1}/2

Fomm oo o +

Tabl e 65: Redundancy Position PDF
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If the value is zero, this is the first frane in the transition, and
t he redundancy belongs at the end. |If the value is one, this is the
second frane in the transition, and the redundancy bel ongs at the
beginning. There is no way to specify that an Qous frame contains
separate redundant CELT franes at both the beginning and the end.

4.5.1.3. Redundancy Size

Unli ke the CELT portion of a Hybrid frame, the redundant CELT frane
does not use the sanme entropy coder state as the rest of the Qpus
frame, because this would break the CELT bit allocation nechanismin
Hybrid franmes. Thus, a redundant CELT frane al ways starts and ends
on a byte boundary, even in SILK-only frames, where this is not
strictly necessary.

For SILK-only frames, the number of bytes in the redundant CELT frane
is sinply the number of whole bytes remaining, which nust be at |east
2, due to the space check in Section 4.5.1.1. For Hybrid franes, the
nunber of bytes is equal to 2, plus a decoded unsigned integer |ess
than 256 (see Section 4.1.5). This nmay be nore than the nunber of
whol e bytes remaining in the Qpus franme, in which case the frame is
invalid. However, a decoder is not required to ignore the entire
frane, as this nmay be the result of a bit error that desynchronized
the range coder. There nmay still be useful data before the error

and a decoder MAY keep any audi o decoded so far instead of invoking
the PLC, but it is RECOMWENDED that the decoder stop decodi ng and

di scard the rest of the current Qpus frane.

It woul d have been possible to avoid these invalid states in the
design of Qpus by limting the range of the explicit |ength decoded
fromHybrid frames by the actual nunber of whol e bytes renmining.
However, this would require an encoder to deternine the rate

al l ocation for the MDCT layer up front, before it began encodi ng that
layer. By allowing sonme invalid sizes, the encoder is able to defer
that decision until much later. Wen encoding Hybrid franmes that do
not include redundancy, the encoder nust still decide up front if it
wi shes to use the mininum 37 bits required to trigger encoding of the
redundancy flag, but this is a nuch |ooser restriction

After determ ning the size of the redundant CELT frame, the decoder
reduces the size of the buffer currently in use by the range coder by
that anbunt. The NMDCT | ayer reads any raw bits fromthe end of this
reduced buffer, and all calculations of the nunber of bits remaining
in the buffer nmust be done using this new, reduced size, rather than
the original size of the Opus frane
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4.5.1.4. Decoding the Redundancy

The redundant frane is decoded like any other CELT-only frame, with
the exception that it does not contain a TOC byte. The frame size is
fixed at 5 ns, the channel count is set to that of the current frane,
and the audi o bandwidth is also set to that of the current frane,
with the exception that for MB SILK franmes, it is set to WB.

I f the redundancy belongs at the beginning (in a CELT-only to SILK-
only or Hybrid transition), the final reconstructed output uses the
first 2.5 nms of audio output by the decoder for the redundant frane
as is, discarding the corresponding output fromthe SILK-only or
Hybrid portion of the frame. The remaining 2.5 ns is cross-| apped
with the decoded SILK/ Hybrid signal using the CELT s power-

conpl enentary MDCT wi ndow to ensure a snooth transition

If the redundancy belongs at the end (in a SILK-only or Hybrid to
CELT-only transition), only the second half (2.5 ns) of the audio
out put by the decoder for the redundant frane is used. |In that case,
the second half of the redundant frame is cross-lapped with the end
of the SILK/ Hybrid signal, again using CELT s power-conpl enentary
MDCT wi ndow to ensure a snooth transition

4,5, 2. St at e Reset

Wien a transition occurs, the state of the SILK or the CELT decoder
(or both) nmay need to be reset before decoding a frane in the new
node. This avoids reusing "out of date" nenory, which may not have
been updated in sonme tine or may not be in a well-defined state due
to, e.g., PLC. The SILK state is reset before every SILK-only or
Hybrid franme where the previous frane was CELT-only. The CELT state
is reset every tine the operating node changes and the new node is
either Hybrid or CELT-only, except when the transition uses
redundancy as descri bed above. Wen switching from SILK-only or
Hybrid to CELT-only with redundancy, the CELT state is reset before
decodi ng the redundant CELT frane enbedded in the SILK-only or Hybrid
franme, but it is not reset before decoding the follow ng CELT-only
frane. When switching from CELT-only node to SILK-only or Hybrid
node w th redundancy, the CELT decoder is not reset for decoding the
redundant CELT frane.
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4.5.3. Sumary of Transitions

Figure 18 illustrates all of the normative transitions involving a
node change, an audi o bandw dt h change, or both. Each one uses an S,
H or Cto represent an Qpus frame in the corresponding node. In
addition, an R indicates the presence of redundancy in the Qous frame
with which it is cross-lapped. |Its location in the first or |ast

5 m is assuned to correspond to whether it is the frame before or
after the transition. Qher uses of redundancy are non-nornative.
Finally, a c indicates the contents of the CELT overlap buffer after
the previously decoded frame (i.e., as extracted by decoding a
silence frane).
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SILK to SILK with Redundancy: S->S->8
&
IR->R
&
;$S->S->8
NB or MB SILK to Hybrid with Redundancy: S ->S -> S
&
IR->H->H->H
WB SILK to Hybrid: S->S->S->H->H->H
SILK to CELT with Redundancy: S->S->8
&
IR->C->C->C
Hybrid to NB or MB SILK with Redundancy: H->H->H
&
IR->R
&
;S ->S->8
Hybrid to WB Sl LK: H->H->H->c¢
\ o+
>SS ->S->8
Hybrid to CELT wi th Redundancy: H->H->H
&
IR->C->C->C
CELT to SILK with Redundancy: C->C->C->R
&
;S ->S->8
CELT to Hybrid with Redundancy: C->C->C->R
&
|H->H->H
Key:
S SlILK-only frane ; SI LK decoder reset
H Hybrid frame | CELT and SI LK decoder resets
C CELT-only frane ! CELT decoder reset
c CELT overl ap + Direct m xing
R Redundant CELT frame & W ndowed cross-|ap

Figure 18: Normative Transitions
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The first two and the last two Qpus frames in each exanple are

illustrative, i.e., there is no requirenent that a streamremain in
the same configuration for three consecutive frames before or after a
swi tch.

The behavior of transitions w thout redundancy where PLC is all owed
is non-nornative. An encoder might still wish to use these
transitions if, for exanple, it doesn’t want to add the extra bitrate
required for redundancy or if it nmakes a decision to switch after it
has already transmitted the frame that woul d have had to contain the
redundancy. Figure 19 illustrates the recomended cross-I|apping and
decoder resets for these transitions.

SILK to SILK (audi o bandwi dt h change): S->S->S ;8S->S->58
NB or MB SILK to Hybrid: S->S§->S |H->H->H
SILK to CELT wi t hout Redundancy: S->S->S->P

&

IC->C->C
Hybrid to NB or MB SILK: H->H->H->¢

+

;S ->S->8S
Hybrid to CELT without Redundancy: H->H->H->P

&

IC->C->C
CELT to SILK wi thout Redundancy: C->C->C->P

&

;S ->8S->8S
CELT to Hybrid w thout Redundancy: cC->C->C->P

&

|H->H->H
Key:
S SlILK-only frane ; SI LK decoder reset
H Hybrid frame | CELT and SI LK decoder resets
C CELT-only frane ! CELT decoder reset
c CELT overl ap + Direct m xing
P  Packet Loss Conceal nent & W ndowed cross-|ap

Fi gure 19: Recommended Non- Normative Transitions

Encoders SHOULD NOT use other transitions, e.g., those that involve
redundancy in ways not illustrated in Figure 18.
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5.

Qpus Encoder

Just |ike the decoder, the OQpus encoder also normally consists of two
mai n bl ocks: the SILK encoder and the CELT encoder. However, unlike
the case of the decoder, a valid (though potentially suboptiml) Opus
encoder is not required to support all nodes and may thus only

i nclude a SILK encoder nodule or a CELT encoder nodule. The out put

bi t stream of the Opus encoding contains bits fromthe SILK and CELT
encoders, though these are not separable due to the use of a range

coder. A block diagram of the encoder is illustrated bel ow.
B S + Fomm e e o +
| Sanpl e | | SILK |------ +
+->| Rat e | --->| Encoder | \%
R + | | Conversion | | | +--------- +
| Optional | | +------------ + R + | Range
->| High-pass |[--+ | Encoder |[---->
| Filter I S e + | | Bit-
R + | | Del ay | | CELT | +--------- + stream
+->| Conpensation |-> Encoder | A
| | |------ +
S R +

Fi gure 20: QOpus Encoder

For a normal encoder where both the SILK and the CELT nodul es are

i ncl uded, an optiml encoder should sel ect which coding node to use
at run-tine depending on the conditions. |In the reference

i npl ementation, the frane size is selected by the application, but
the other configuration paraneters (nunber of channels, bandw dth,
node) are automatically selected (unless explicitly overridden by the
application) depending on the foll ow ng:

0 Requested bitrate

0 |Input sanpling rate

o Type of signal (speech vs. nusic)

o Frane size in use

The type of signal currently needs to be provided by the application
(though it can be changed in real-tine). An Qous encoder

i mpl ement ation could also do automatic detection, but since Opus is
an interactive codec, such an inplenentation would |ikely have to

either delay the signal (for non-interactive applications) or delay
the node switching decisions (for interactive applications).
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5.

1

When the encoder is configured for voice over |P applications, the
input signal is filtered by a high-pass filter to renpve the | owest
part of the spectrumthat contains little speech energy and may
contai n background noise. This is a second order Auto Regressive
Movi ng Average (i.e., with poles and zeros) filter with a cut-off
frequency around 50 Hz. In the future, a nusic detector nmay al so be
used to |l ower the cut-off frequency when the input signal is detected
to be nusic rather than speech.

Range Encoder

The range coder acts as the bit-packer for Qopus. It is used in three
di fferent ways: to encode

o Entropy-coded synbols with a fixed probability nodel using
ec_encode() (entenc.c),

0 Integers fromO to (2**M- 1) using ec_enc_uint() or ec_enc_bits()
(entenc.c),

0o Integers fromO to (ft - 1) (where ft is not a power of two) using
ec_enc_uint() (entenc.c).

The range encoder maintains an internal state vector conposed of the
four-tuple (val, rng, rem ext) representing the | ow end of the
current range, the size of the current range, a single buffered

out put byte, and a count of additional carry-propagating out put
bytes. Both val and rng are 32-bit unsigned integer values, remis a
byte value or less than 255 or the special value -1, and ext is an
unsigned integer with at least 11 bits. This state vector is
initialized at the start of each frame to the val ue

(0, 2**31, -1, 0). After encoding a sequence of synbols, the val ue
of rng in the encoder should exactly match the value of rng in the
decoder after decodi ng the sane sequence of synbols. This is a
powerful tool for detecting errors in either an encoder or decoder

i npl enentation. The value of val, on the other hand, represents
different things in the encoder and decoder, and is not expected to
mat ch.

The decoder has no analog for remand ext. These are used to perform
carry propagation in the renornmalization | oop below Each iteration
of this loop produces 9 bits of output, consisting of 8 data bits and
a carry flag. The encoder cannot deternine the final value of the
out put bytes until it propagates these carry flags. Therefore, the
ref erence inplenentation buffers a single non-propagating output byte
(i.e., one less than 255) in rem and keeps a count of additiona
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propagating (i.e., 255) output bytes in ext. An inplenentation may
choose to use any mat hematically equival ent schene to performcarry
propagati on.

5.1.1. Encoding Synbol s

The main encoding function is ec_encode() (entenc.c), which encodes
synbol k in the current context using the sanme three-tuple

(fI[k]l, fh[K], ft) as the decoder to describe the range of the synbo
(see Section 4.1).

ec_encode() updates the state of the encoder as follows. |If flI[Kk] is
greater than zero, then

rng
val =val +rng - --- * (ft - fl)
ft
rng
rng =--- * (fh - fl)
ft
O herw se, val is unchanged and
rng
rng =rng - --- * (fh - fl)

ft
The divisions here are integer division
5.1.1.1. Renormalization

After this update, the range is nornalized using a procedure very
simlar to that of Section 4.1.2.1, inplenmented by ec_enc_nornmalize()
(entenc.c). The follow ng process is repeated until rng > 2**23.
First, the top 9 bits of val, (val >>23), are sent to the carry
buffer, described in Section 5.1.1.2. Then, the encoder sets

val = (val <<8) & Ox7FFFFFFF
rng = rng<<8
5.1.1.2. Carry Propagation and Qutput Buffering
The function ec_enc_carry_out() (entenc.c) inplenents carry

propagati on and out put buffering. It takes, as input, a 9-bit
unsi gned value, c, consisting of 8 data bits and an additional carry
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bit. If c is equal to the value 255, then ext is sinply increnented,
and no other state updates are performed. Oherwise, let b = (¢c>>8)
be the carry bit. Then

o If the buffered byte remcontains a value other than -1, the
encoder outputs the byte (rem+ b). OQherwise, if remis -1, no
byte is output.

o If ext is non-zero, then the encoder outputs ext bytes -- all wth
a value of 0 if bis set, or 255 if b is unset -- and sets ext to
0.

O remis set to the 8 data bits

rem=c & 255
5.1.2. Aternate Encodi ng Met hods

The reference inplenentati on uses three additional encodi ng nethods

that are exactly equivalent to the above, but nmake assunptions and

sinplifications that allow for a nore efficient inplenmentation
5.1.2.1. ec_encode_bin()

The first is ec_encode_bin() (entenc.c), defined using the paraneter

ftb instead of ft. It is mathematically equivalent to calling

ec_encode() with ft = (1<<ftb), but it avoids using division
5.1.2.2. ec_enc_bit_logp()

The next is ec_enc_bit _logp() (entenc.c), which encodes a single

bi nary symbol. The context is described by a single paraneter, |ogp
which is the absolute value of the base-2 |ogarithm of the
probability of a "1". It is mathematically equivalent to calling

ec_encode() with the 3-tuple (fl[k] =0, fh[k] = (1<<logp) - 1,

ft = (1<<logp)) if kis 0 and with (fl[k] = (1<<logp) - 1,

fh[k] = ft = (1<<logp)) if kis 1. The inplenentation requires no
mul tiplications or divisions.

5.1.2.3. ec_enc_icdf()
The last is ec_enc_icdf() (entenc.c), which encodes a single binary

synbol with a tabl e-based context of up to 8 bits. This uses the
same icdf table as ec_dec_icdf() from Section 4.1.3.3. The function
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is mathematically equivalent to calling ec_encode() wth

fI[Kk] = (1<<ftb) - icdf[k-1] (or O if k ==0), fh[k] = (1<<ftb) -
icdf[k], and ft = (1<<ftb). This only saves a few arithmetic

operations over ec_encode_bin(), but it allows the encoder to use the

sane icdf tables as the decoder.

5.1.3. Encoding Raw Bits

The raw bits used by the CELT | ayer are packed at the end of the
buffer using ec_enc_bits() (entenc.c). Because the raw bits may
continue into the |l ast byte output by the range coder if there is
roomin the loworder bits, the encoder nust be prepared to nerge
these values into a single byte. The procedure in Section 5.1.5 does
this in a way that ensures both the range coded data and the raw bits
can be decoded successfully.

5.1.4. Encoding Uniformy Distributed Integers

The function ec_enc_uint() (entenc.c) encodes one of ft equiprobable
synbols in the range 0 to (ft - 1), inclusive, each with a frequency
of 1, where ft may be as large as (2**32 - 1). Like the decoder (see
Section 4.1.5), it splits up the value into a range coded synbol
representing up to 8 of the high bits, and, if necessary, raw bits
representing the renmi nder of the val ue.

ec_enc_uint() takes a two-tuple (t, ft), where t is the unsigned
integer to be encoded, 0 <=t < ft, and ft is not necessarily a power
of two. Let ftb =ilog(ft - 1), i.e., the nunber of bits required to
store (ft - 1) in tw's conplenent notation. |If ftb is 8 or |ess,
then t is encoded directly using ec_encode() with the three-tuple (t,
t + 1, ft).

If ftb is greater than 8, then the top 8 bits of t are encoded using
the three-tuple (t>>(ftb - 8), (t>>(ftb - 8)) + 1

((ft - 1)>>(ftb - 8)) + 1), and the remaining bits,

(t & ((1<<(ftb - 8)) - 1), are encoded as raw bits with
ec_enc_bits().

5.1.5. Finalizing the Stream

After all symbols are encoded, the stream nust be finalized by
outputting a value inside the current range. Let end be the unsigned
integer in the interval [val, val + rng) with the |argest nunber of
trailing zero bits, b, such that (end + (1<<b) - 1) is also in the
interval [val, val + rng). This choice of end allows the nmaxi num
nunber of trailing bits to be set to arbitrary values while stil
ensuring the range coded part of the buffer can be decoded correctly.
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Then, while end is not zero, the top 9 bits of end, i.e., (end>>23),
are passed to the carry buffer in accordance with the procedure in
Section 5.1.1.2, and end is updated via

end = (end<<8) & Ox7FFFFFFF

Finally, if the buffered output byte, rem is neither zero nor the
special value -1, or the carry count, ext, is greater than zero, then
9 zero bits are sent to the carry buffer to flush it to the output
buffer. When outputting the final byte fromthe range coder, if it
woul d overlap any raw bits already packed into the end of the output
buffer, they should be ORed into the sanme byte. The bit allocation
routines in the CELT | ayer should ensure that this can be done

wi t hout corrupting the range coder data so long as end is chosen as
descri bed above. |If there is any space between the end of the range
coder data and the end of the raw bits, it is padded with zero bits.
This entire process is inplenented by ec_enc_done() (entenc.c).

5.1.6. Current Bit Usage

The bit allocation routines in Qous need to be able to determine a
conservative upper bound on the nunber of bits that have been used to
encode the current frane thus far. This drives allocation decisions
and ensures that the range coder and raw bits will not overflow the
output buffer. This is conputed in the reference inplenentation to
whol e-bit precision by the function ec_tell () (entcode.h) and to
fractional 1/8th bit precision by the function ec_tell frac()
(entcode.c). Like all operations in the range coder, it nust be

i npl emented in a bit-exact manner, and it mnust produce exactly the
sanme val ue returned by the sane functions in the decoder after
decodi ng the sane synbol s.

5.2. S| LK Encoder

In many respects, the SILK encoder mirrors the SILK decoder descri bed
in Section 4.2. Details such as the quantization and range coder
tabl es can be found there, while this section describes the high-

| evel design choices that were nade. The di agram bel ow shows the
basi ¢ nmodul es of the SILK encoder.

Fom e e - + Fom e e e - + Fomm e e o +
| Sample | | Stereo | | SILK
------ >| Rat e |--->] Mxing |---> Core [---------->
| nput | Conver si on| | | | Encoder | Bitstream
[ T + E R + [ TS +

Fi gure 21: SILK Encoder

Valin, et al. St andards Track [ Page 136]



RFC 6716 Interactive Audi o Codec Sept enber 2012

5.2.1. Sanple Rate Conversion

The input signal’s sanpling rate is adjusted by a sanple rate
conversion nmodul e so that it matches the SILK internal sanpling rate.
The input to the sanple rate converter is delayed by a nunber of
sanpl es depending on the sanple rate ratio, such that the overal
delay is constant for all input and output sanple rates.

5.2.2. Stereo Mxing

The stereo mixer is only used for stereo input signals. It converts
a stereo left-right signal into an adaptive nid-side representation.
The first step is to conpute non-adaptive md-side signals as half
the sum and di fference between left and right signals. The side
signal is then nmininized in energy by subtracting a prediction of it

based on the md signal. This prediction works well when the left
and right signals exhibit |inear dependency, for instance, for an
anpl i tude-panned input signal. Like in the decoder, the prediction

coefficients are linearly interpolated during the first 8 ms of the
frame. The mid signal is always encoded, whereas the residual side
signal is only encoded if it has sufficient energy conpared to the
md signal’s energy. |If it has not, the "md_only flag" is set

wi t hout encoding the side signal

The predictor coefficients are coded regardl ess of whether the side
signal is encoded. For each frame, two predictor coefficients are
comput ed, one that predicts between | ow passed nmid and side channel s,
and one that predicts between hi gh-passed md and side channels. The
| owpass filter is a sinple three-tap filter and creates a del ay of
one sanple. The high-pass filtered signal is the difference between
the m d signal delayed by one sanple and the | ow passed signal
I nstead of explicitly conputing the high-passed signal, it is
conmputationally nore efficient to transformthe prediction
coefficients before applying themto the filtered md signal, as
fol | ows:

pred(n) LP(n) * wO + HP(n) * wl
LP(n) * w0 + (mid(n-1) - LP(n)) * wl
LP(n) * (w0 - wl) + md(n-1) * wl

where w0 and wl are the | ow pass and hi gh-pass prediction
coefficients, md(n-1) is the nd signal delayed by one sanple, LP(n)
and HP(n) are the | ow passed and hi gh-passed signals and pred(n) is
the prediction signal that is subtracted fromthe side signal
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What follows is a description of the core encoder and its conponents.

For simplicity,

the core encoder is referred to sinply as the encoder

in the remai nder of this section. An overview of the encoder is
given in Figure 22
+---+
R >| |
Foemmmmaa + Foemmmmaa + | |
| Voi ce | | | LTP | 12 | |
+-->| Activity |--+ +o-- - >| Scaling |----------- +--- -3
| | Detection| 3 | | | Control |<--+ | |
| A + | | Hoo-oooo-- + | |
| | | too-o-oo-- + | | |
| | | | Gai ns | | |
| | | +-->|Processor|---|---+--]---->] R
| | [ S N | a |
| \/ N R L D | n|
| Hoo-oooo - + ] e + | 9|
| | Pitch | | | |LSF [ N | e |
| +->| Analysis |---+ | | Quanti zer|---]|---|---]---->]
| | 4 1 | | 8 1 | | | Ef-->
| I LA N B + 0 | n| 2
| | | 9/\ 10| (N | ¢ |
| | | | \/ (R | o]
| | 4o + o e + 0 | d |
| | | Noise | +--|-->|Prediction|--+---|---|---->| e
| +->| Shaping |---|--+ [Analysis |7 | | | | r |
| | [Analysis |5 | | | I .
| e L B S + 0 |
| | | I\ (R |
| | oo R EEEEEEE + L1 |
| | | \/oN \/NT N | |
| | | o + NPEREEEEEES o]
| | | | | | Noi se [
R +-- - +-- - > Pre-filter|--------- >| Shapi ng | -->|
1 | | 6 | Quanti zation| 13 |
[ T + TR + +---+
1: Input speech signa
2: Range encoded bitstream
3: Voice activity estinmate
4: Pitch lags (per 5 ns) and voicing decision (per 20 ms)
5:  Noi se shaping quanti zation coefficients

Val i n,

Short-term synthesis and anal ysi s
noi se shaping coefficients (per 5 ns)
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- Long-term synt hesis and anal ysi s noi se
shapi ng coefficients (per 5 ns and for voiced speech only)
- Noise shaping tilt (per 5 ms)
- Quantizer gain/step size (per 5 ns)
6: Input signal filtered with analysis noise shaping filters
7. Short- and Long-Term Prediction coefficients
LTP (per 5 ns) and LPC (per 20 ns)
8: LSF quantization indices
9: LSF coefficients
10: Quanti zed LSF coefficients
11: Processed gains, and synthesis noise shape coefficients
12: LTP state scaling coefficient. Controlling error
propagati on / prediction gain trade-off
13: Quantized signa

Fi gure 22: Sl LK Core Encoder
5.2.3.1. Voice Activity Detection

The input signal is processed by a Voice Activity Detection (VAD)
algorithmto produce a neasure of voice activity, spectral tilt, and
signal -to-noise estimtes for each frane. The VAD uses a sequence of
hal f-band filterbanks to split the signal into four subbands
0...Fs/16, Fs/16...Fs/8, Fs/8...Fs/4, and Fs/4...Fs/2, where Fs is
the sanpling frequency (8, 12, 16, or 24 kHz). The |owest subband,
fromO - Fs/16, is high-pass filtered with a first-order noving
average (MA) filter (with transfer function H(z) = 1-z**(-1)) to
reduce the energy at the | owest frequencies. For each frame, the

si gnal energy per subband is conmputed. In each subband, a noise

| evel estimator tracks the background noise | evel and a Signal-to-
Noi se Ratio (SNR) value is conputed as the |l ogarithmof the ratio of
energy-to-noise level. Using these internediate variables, the
followi ng paraneters are calculated for use in other SILK nodul es

0 Average SNR. The average of the subband SNR val ues.
0 Snoot hed subband SNRs. Tenporally snpothed subband SNR val ues.

0 Speech activity level. Based on the average SNR and a wei ghted
average of the subband energies.

o Spectral tilt. A weighted average of the subband SNRs, with

positive weights for the | ow subbands and negative wei ghts for the
hi gh subbands.
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5.2.3.2. Pitch Analysis

The input signal is processed by the open |loop pitch estinmator shown

in Figure 23
Fom e oo - + - - +
| 2 x Down| | Tine- |
+->| sanpl i ng| ->| Correl at or | |
|| | | | 4
| [ + - mmm e oo + \/
| | 2 4o +
| | +-->| Speech |5
ELREEEEE L ERREE + | \/ | |Type  |->
| LPC | IDown | | RERREEEEE + | |
+->| Analysis | +->|sanple |-+------------- >| Ti me- | +------- +
| | | |[to 8 kHz| | Correlator|----------- >
IRSEEERREES LIRS + |__________ | 6
| | | | 3
| \/ | \/
| tmmmmmmaas + | tmmmmmm e +
| | Witening| | | Ti me- |
+>|Filter I e > Correlator|----------- >

=t
~

I nput signa

Lag candi dates from stage 1
Lag candi dates from stage 2
Correlation threshold

Voi ced/ unvoi ced fl ag

Pitch correlation

Pitch | ags

NOoORWNE

Fi gure 23: Bl ock Diagram of the Pitch Estimator

The pitch analysis finds a binary voi ced/ unvoiced classification
and, for franes classified as voiced, four pitch lags per franme --
one for each 5 ns subframe -- and a pitch correlation indicating the
periodicity of the signal. The input is first whitened using a

Li near Prediction (LP) whitening filter, where the coefficients are
conmput ed through standard Linear Predictive Coding (LPC) analysis.
The order of the whitening filter is 16 for best results, but is
reduced to 12 for nmedium conplexity and 8 for | ow conpl exity nodes.
The whitened signal is analyzed to find pitch lags for which the tine
correlation is high. The analysis consists of three stages for
reduci ng the conplexity:
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(o]

In the first stage, the whitened signal is downsanpled to 4 kHz
(from8 kHz), and the current frame is correlated to a signa

del ayed by a range of lags, starting froma shortest |ag
corresponding to 500 Hz, to a longest lag corresponding to 56 Hz.

The second stage operates on an 8 kHz signal (downsanpled from 12
16, or 24 kHz) and neasures tine correlations only near the |ags
corresponding to those that had sufficiently high correlations in
the first stage. The resulting correlations are adjusted for a
smal | bias towards short lags to avoid ending up with a nultiple
of the true pitch lag. The highest adjusted correlation is
conpared to a threshold dependi ng on

*  \Wether the previous franme was classified as voiced.
* The speech activity |evel
* The spectral tilt.

If the threshold is exceeded, the current frame is classified as
voi ced and the lag with the highest adjusted correlation is stored
for a final pitch analysis of the highest precision in the third
st age.

The | ast stage operates directly on the whitened input signal to
conmpute time correlations for each of the four subfranes

i ndependently in a narrow range around the lag w th highest
correlation fromthe second stage.

5.2.3.3. Noise Shaping Anal ysis

The noi se shaping analysis finds gains and filter coefficients used
in the pre-filter and noi se shaping quantizer. These paraneters are
chosen such that they will fulfill several requirenments

(0]

Val i n,

Bal anci ng quanti zation noise and bitrate. The quantization gains
deternmine the step size between reconstruction |levels of the
excitation signal. Therefore, increasing the quantization gain
anplifies quantization noise, but also reduces the bitrate by

| owering the entropy of the quantization indices.

Spectral shaping of the quantization noise; the noise shaping
quanti zer is capable of reducing quantization noise in sone parts
of the spectrumat the cost of increased noise in other parts

wi t hout substantially changing the bitrate. By shaping the noise
such that it follows the signal spectrum it becones |ess audible.
In practice, best results are obtained by naking the shape of the
noi se spectrumslightly flatter than the signal spectrum
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0 De-enphasi zing spectral valleys; by using different coefficients
in the analysis and synthesis part of the pre-filter and noise
shapi ng quantizer, the levels of the spectral valleys can be
decreased relative to the levels of the spectral peaks such as
speech formants and harmonics. This reduces the entropy of the
signal, which is the difference between the coded signal and the
guanti zation noise, thus |owering the bitrate.

o Mtching the levels of the decoded speech fornants to the |evels
of the original speech formants; an adjustnment gain and a first
order tilt coefficient are conputed to conpensate for the effect
of the noi se shaping quantization on the Ievel and spectral tilt.

/I o\ -
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| 7/ \\ -
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| / \ / \\ I\
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1. Input signal spectrum
2: De-enphasi zed and | evel matched spectrum
3: Quantization noi se spectrum

Fi gure 24: Noi se Shaping and Spectral De-enphasis Illustration

Fi gure 24 shows an exanple of an input signal spectrum(1l). After
de- enphasi s and | evel nmatching, the spectrum has deeper valleys (2).
The quanti zation noise spectrum (3) nore or less follows the input
signal spectrum while having slightly |Iess pronounced peaks. The
entropy, which provides a | ower bound on the bitrate for encoding the
excitation signal, is proportional to the area between the de-

enphasi zed spectrum (2) and the quantization noise spectrum (3).

Wt hout de-enphasis, the entropy is proportional to the area between
i nput spectrum (1) and quantization noise (3) -- clearly higher

The transformation frominput signal to de-enphasized signal can be
described as a filtering operation with a filter
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-1 Wana( z)
Hz) =G* (1-c_tilt*z ) * ---n---

havi ng an adjustment gain G a first order tilt adjustnent filter
with tilt coefficient c_tilt, and where

16 d

_ -k -L -k
Wana(z) = (1 - \ a_ana(k) * z )*(1 - z *\ b_ana(k) * z )

/ /

k=1 k=-d

is the analysis part of the de-enphasis filter, consisting of the
short-termshaping filter with coefficients a_ana(k) and the |ong-
termshaping filter with coefficients b_ana(k) and pitch lag L. The
paraneter d determ nes the nunmber of |long-termshaping filter taps.

Simlarly, but without the tilt adjustnent, the synthesis part can be
witten as

16 d

. -k -L -k
wsyn(z) = (1 - \ a_syn(k) *z )*(1 -z *\ b_syn(k) * z )

/ /

k=1 k=-d

Al'l noi se shaping paraneters are conputed and applied per subframe of
5 ms. First, an LPC analysis is performed on a wi ndowed signal bl ock
of 15 ns. The signal block has a | ook-ahead of 5 ns relative to the
current subfrane, and the window is an asymmetric sine wi ndow. The
LPC analysis is done with the autocorrelation nmethod, with an order
of between 8, in |lowest-conplexity node, and 16, for best quality.

Optionally, the LPC analysis and noi se shaping filters are warped by
replacing the delay elenents by first-order allpass filters. This

i ncreases the frequency resolution at |ow frequenci es and reduces it
at high ones, which better matches the hunman auditory system and

i mproves quality. The warped analysis and filtering cones at a cost
in conplexity and is therefore only done in higher conplexity nopdes.

The quanti zation gain is found by taking the square root of the
resi dual energy fromthe LPC analysis and nultiplying it by a val ue
i nversely proportional to the coding quality control paraneter and
the pitch correlation.
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Next, the two sets of short-term noi se shaping coefficients a_ana(k)
and a_syn(k) are obtained by applying different anmounts of bandwi dth
expansion to the coefficients found in the LPC analysis. This
bandwi dt h expansi on noves the roots of the LPC pol ynomi al towards the
origin, using the formulas

k
a(k)*g_ana and

a_ana(k)

k
a_syn(k) = a(k)*g_syn

where a(k) is the k’th LPC coefficient, and the bandw dth expansi on
factors g _ana and g_syn are cal cul ated as

g_ana = 0.95 - 0.01*C and

g_syn = 0.95 + 0.01*C
where Cis the coding quality control paraneter between 0 and 1
Appl yi ng nore bandw dth expansion to the analysis part than to the
synthesis part gives the desired de-enphasis of spectral valleys in

bet ween formants.

The | ong-term shaping is applied only during voiced franes. It uses
a three-tap filter, described by

b_ana F ana * [0.25, 0.5, 0.25] and

b _syn F syn * [0.25, 0.5, 0.25].

For unvoi ced franes, these coefficients are set to 0. The
multiplication factors F_ana and F_syn are chosen between 0 and 1
dependi ng on the coding quality control parameter, as well as the
calcul ated pitch correl ation and snoot hed subband SNR of the | owest
subband. By having F _ana less than F_syn, the pitch harnonics are
enphasi zed relative to the valleys in between the harnonics.
The tilt coefficient c_tilt is for unvoiced frames chosen as
c_tilt = 0.25

and as

c_tilt = 0.25 + 0.2625 * V

for voiced franes, where Vis the voice activity |level between 0 and
1
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The adjustnment gain G serves to correct any level msnatch between
the original and decoded signals that might arise fromthe noise
shapi ng and de-enphasis. This gain is conputed as the ratio of the
prediction gain of the short-term analysis and synthesis filter
coefficients. The prediction gain of an LPC synthesis filter is the
square root of the output energy when the filter is excited by a
unit-energy inpulse on the input. An efficient way to conpute the
prediction gain is by first conputing the reflection coefficients
fromthe LPC coefficients through the step-down algorithm and
extracting the prediction gain fromthe reflection coefficients as

K
- 2 -0.5

predGain = ([ | 1- (r_k) )
k=1

where r_k is the k’th reflection coefficient.

Initial values for the quantization gains are conputed as the square
root of the residual energy of the LPC analysis, adjusted by the
coding quality control paraneter. These quantization gains are |ater
adj usted based on the results of the prediction analysis.

5.2.3.4. Prediction Analysis

The prediction analysis is perforned in one of two ways dependi ng on
how the pitch estimator classified the frame. The processing for

voi ced and unvoi ced speech is described in Section 5.2.3.4.1 and
Section 5.2.3.4.2, respectively. Inputs to this function include the
pre-whitened signal fromthe pitch estimator (see Section 5.2.3.2).

5.2.3.4.1. Voiced Speech

For a frame of voiced speech, the pitch pulses will remain dom nant
in the pre-whitened input signal. Further whitening is desirable as
it leads to higher quality at the sane available bitrate. To achieve
this, a Long-Term Prediction (LTP) analysis is carried out to
estimate the coefficients of a fifth-order LTP filter for each of
four subfranes. The LTP coefficients are quantized using the method
described in Section 5.2.3.6, and the quantized LTP coefficients are
used to conpute the LTP residual signal. This LTP residual signal is
the input to an LPC anal ysis where the LPC coefficients are estinated
using Burg’'s nethod [ BURG, such that the residual energy is

m ninized. The estimated LPC coefficients are converted to a Line
Spectral Frequency (LSF) vector and quantized as described in

Section 5.2.3.5. After quantization, the quantized LSF vector is
converted back to LPC coefficients using the full procedure in
Section 4.2.7.5. By using quantized LTP coefficients and LPC
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coefficients derived fromthe quantized LSF coefficients, the encoder
remains fully synchronized with the decoder. The quantized LPC and
LTP coefficients are also used to filter the input signal and nmeasure
resi dual energy for each of the four subfranes.

5.2.3.4.2. Unvoi ced Speech

For a speech signal that has been classified as unvoiced, there is no
need for LTP filtering, as it has already been deternined that the
pre-whitened i nput signal is not periodic enough within the all owed
pitch period range for LTP analysis to be worth the cost in ternms of
conplexity and bitrate. The pre-whitened input signal is therefore
di scarded, and, instead, the input signal is used for LPC anal ysis
using Burg’'s nmethod. The resulting LPC coefficients are converted to
an LSF vector and quantized as described in the follow ng section.
They are then transforned back to obtain quantized LPC coefficients,
which are then used to filter the input signal and neasure residua
energy for each of the four subfranes.

5.2.3.4.2.1. Burg s Mthod

The main purpose of linear prediction in SILKis to reduce the
bitrate by minimzing the residual energy. At |least at high
bitrates, perceptual aspects are handl ed i ndependently by the noise
shaping filter. Burg's nethod is used because it provides higher
prediction gain than the autocorrel ati on nethod and, unlike the
covari ance nmethod, produces stable filters (assum ng nunerical errors
don't spoil that). SILK s inplenmentation of Burg’s nmethod is al so
conmput ationally faster than the autocovariance nethod. The

i npl enentation of Burg's nethod differs fromtraditiona

i mpl enentations in tw aspects. The first difference is that it
operates on autocorrelations, sinilar to the Schur al gorithm[SCHUR],
but with a sinple update to the autocorrel ations after finding each
reflection coefficient to make the result identical to Burg’ s nethod.
This brings down the conplexity of Burg’s nethod to near that of the
aut ocorrel ation method. The second difference is that the signal in
each subfrane is scaled by the inverse of the residual quantization
step size. Subframes with a snall quantization step size will, on
average, spend nore bits for a given anount of residual energy than
subframes with a large step size. Wthout scaling, Burg s nethod
mnimzes the total residual energy in all subfranes, which doesn’t
necessarily mninize the total nunber of bits needed for coding the
quanti zed residual. The residual energy of the scaled subfranes is a
better neasure for that nunmber of bits.
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5.2.3.5. LSF Quantization

Unl i ke many ot her speech codecs, SILK uses variable bitrate coding
for the LSFs. This inproves the average rate-distortion (R-D) trade-
of f and reduces outliers. The variable bitrate coding mninzes a

| i near conbination of the weighted quantization errors and the
bitrate. The weights for the quantization errors are the |nverse

Har moni ¢ Mean Wei ghting (I HMWY function proposed by Laroia et al

(see [LARO A- 1 CASSP]). These weights are referred to here as Laroia
wei ght s.

The LSF quantizer consists of two stages. The first stage is an
(unwei ght ed) vector quantizer (VQ, with a codebook size of 32
vectors. The quantization errors for the codebook vector are sorted,
and for the N best vectors a second stage quantizer is run. By
varying the nunber N, a trade-off is nade between R-D perfornmance and
conmput ati onal efficiency. For each of the N codebook vectors, the
Laroi a wei ghts corresponding to that vector (and not to the input
vector) are calculated. Then, the residual between the input LSF
vector and the codebook vector is scaled by the square roots of these
Laroia weights. This scaling partially normalizes error sensitivity
for the residual vector so that a uniformquantizer with fixed step
sizes can be used in the second stage wi thout too nuch perfornmance
loss. Additionally, by scaling with Laroia weights deternined from
the first-stage codebook vector, the process can be reversed in the
decoder.

The second stage uses predictive del ayed deci si on scal ar

quanti zation. The quantization error is weighted by Laroia weights
determ ned fromthe LSF input vector. The predictor nmultiplies the
previ ous quantized residual value by a prediction coefficient that
depends on the vector index fromthe first stage VQ and on the
location in the LSF vector. The prediction is subtracted fromthe
LSF residual value before quantizing the result and is added back
afterwards. This subtraction can be interpreted as shifting the
quanti zation levels of the scalar quantizer, and as a result the
quanti zation error of each val ue depends on the quantizati on decision
of the previous value. This dependency is exploited by the del ayed
deci si on nechanismto search for a quantization sequency w th best
R-D performance with a Viterbi-like algorithm[VITERBI]. The

quanti zer processes the residual LSF vector in reverse order (i.e.

it starts with the highest residual LSF value). This is done because
the prediction works slightly better in the reverse direction
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The quanti zation index of the first stage is entropy coded. The
guanti zati on sequence fromthe second stage is al so entropy coded,
where for each elenent the probability table is chosen dependi ng on
the vector index fromthe first stage and the | ocation of that

el emrent in the LSF vector

5.2.3.5.1. LSF Stabilization

If the input is stable, finding the best candidate usually results in
a quanti zed vector that is also stable. Because of the two-stage
approach, however, it is possible that the best quantization
candidate is unstable. The encoder applies the sane stabilization
procedure applied by the decoder (see Section 4.2.7.5.4) to ensure
the LSF paraneters are within their valid range, increasingly sorted,
and have mi ni mum di stances between each other and the border val ues.

5.2.3.6. LTP Quantization

For voiced frames, the prediction analysis described in

Section 5.2.3.4.1 resulted in four sets (one set per subframe) of
five LTP coefficients, plus four weighting matrices. The LTP
coefficients for each subframe are quantized using entropy
constrai ned vector quantization. A total of three vector codebooks
are available for quantization, with different rate-distortion trade-
offs. The three codebooks have 10, 20, and 40 vectors and average
rates of about 3, 4, and 5 bits per vector, respectively.
Consequently, the first codebook has | arger average quantization
distortion at a lower rate, whereas the | ast codebook has snall er
average quantization distortion at a higher rate. Gven the

wei ghting matrix WIltp and LTP vector b, the weighted rate-distortion
measure for a codebook vector cb i with rate r_i is give by

RD=u* (b-chi) * WItp* (b - cbi) +r_i

where u is a fixed, heuristically determ ned paraneter bal ancing the
distortion and rate. Wich codebook gives the best performance for a
gi ven LTP vector depends on the weighting matrix for that LTP vector
For exanple, for a low valued Wltp, it is advantageous to use the
codebook with 10 vectors as it has a |l ower average rate. For a large
Wltp, on the other hand, it is often better to use the codebook with
40 vectors, as it is nore likely to contain the best codebook vector
The weighting matrix WItp depends nostly on two aspects of the input
signal. The first is the periodicity of the signal; the nore
periodic, the larger Wltp. The second is the change in signa

energy in the current subframe, relative to the signal one pitch |ag
earlier. A decaying energy leads to a larger Wltp than an

i ncreasing energy. Both aspects fluctuate relatively slowy, which
causes the Wltp natrices for different subframes of one frane often
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to be simlar. Because of this, one of the three codebooks typically
gi ves good performance for all subframes. Therefore, the codebook
search for the subframe LTP vectors is constrained to only allow
codebook vectors to be chosen fromthe sanme codebook, resulting in a
rate reduction.

To find the best codebook, each of the three vector codebooks is used
to quantize all subframe LTP vectors and produce a conbi ned wei ghted
rate-distortion nmeasure for each vector codebook. The vector
codebook with the | owest conbined rate-distortion over all subfranes
is chosen. The quantized LTP vectors are used in the noi se shaping
quanti zer, and the index of the codebook plus the four indices for
the four subfrane codebook vectors are passed on to the range
encoder .

5.2.3.7. Pre-filter

In the pre-filter, the input signal is filtered using the spectra
val | ey de-enphasis filter coefficients fromthe noi se shaping

anal ysis (see Section 5.2.3.3). By applying only the noise shaping
analysis filter to the input signal, it provides the input to the
noi se shapi ng quanti zer.

5.2.3.8. Noise Shaping Quantizer

The noi se shapi ng quantizer independently shapes the signal and
codi ng noi se spectra to obtain a perceptually higher quality at the
same bitrate.

The pre-filter output signal is nultiplied with a conpensation gain G
conputed in the noi se shaping analysis. Then, the output of a
synthesis shaping filter is added, and the output of a prediction
filter is subtracted to create a residual signal. The residua
signal is multiplied by the inverse quantized quantization gain from
t he noi se shaping analysis and input to a scalar quantizer. The
quanti zation indices of the scalar quantizer represent a signal of
pul ses that is input to the pyranm d range encoder. The scal ar
quantizer also outputs a quantization signal, which is multiplied by
the quanti zed quantization gain fromthe noise shaping analysis to
create an excitation signal. The output of the prediction filter is
added to the excitation signal to formthe quantized output signa
y(n). The quantized output signal y(n) is input to the synthesis
shapi ng and prediction filters.
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Optionally, the noise shaping quantizer operates in a del ayed
decision node. In this node, it uses a Viterbi algorithmto keep
track of nultiple rounding choices in the quantizer and select the
best one after a delay of 32 sanples. This inproves the rate/

di stortion performance of the quanti zer

5.2.3.9. Constant Bitrate Mde

SI LK was designed to run in variable bitrate (VBR) nbde. However,
the reference inplenentation al so has a constant bitrate (CBR) node
for SILK. In CBR node, SILK will attenpt to encode each packet with
no nore than the allowed nunber of bits. The Opus w apper code then
pads the bitstreamif any unused bits are left in SILK node, or it
encodes the high band with the remnaining nunber of bits in Hybrid
node. The nunber of payload bits is adjusted by changing the

quanti zation gains and the rate/distortion trade-off in the noise
shapi ng quantizer, in an iterative |oop around the noi se shapi ng
quanti zer and entropy coding. Conpared to the SILK VBR node, the CBR
node has | ower audio quality at a given average bitrate and has

hi gher conput ational conplexity.

5.3. CELT Encoder

Most of the aspects of the CELT encoder can be directly derived from
the description of the decoder. For exanple, the filters and
rotations in the encoder are sinply the inverse of the operation
performed by the decoder. Sinmilarly, the quantizers generally
optinmize for the nean square error (because noise shaping is part of
the bitstreamitself), so no special search is required. For this
reason, only the less straightforward aspects of the encoder are
descri bed here.

5.3. 1. Pitch Pre-filter

The pitch pre-filter is applied after the pre-enphasis. It is
applied in such a way as to be the inverse of the decoder’s post-
filter. The main non-obvious aspect of the pre-filter is the

sel ection of the pitch period. The pitch search should be optimn zed
for the following criteria:

0 continuity: it is inportant that the pitch period does not change
abruptly between franmes; and

o avoidance of pitch nultiples: when the period used is a multiple

of the real period (lower frequency fundanental), the post-filter
| oses nost of its ability to reduce noise
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5.3.2. Bands and Nornmalization

The MDCT output is divided into bands that are designed to match the
ear’s critical bands for the smallest (2.5 ns) frame size. The

| arger franme sizes use integer nultiples of the 2.5 ns layout. For
each band, the encoder conputes the energy that will later be
encoded. Each band is then nornalized by the square root of the
*unquanti zed* energy, such that each band now fornms a unit vector X
The energy and the normalization are conputed by

comput e_band_energi es() and normal i se_bands() (bands.c),
respectively.

5.3.3. Energy Envel ope Quantization

Energy quanti zation (both coarse and fine) can be easily understood
fromthe decoding process. For all useful bitrates, the coarse
quanti zer always chooses the quantized | og energy val ue that
mnimzes the error for each band. Only at very low rate does the
encoder allow larger errors to ninimze the rate and avoid using nore
bits than are avail able. When the available CPU requirements all ow
it, it is best to try encoding the coarse energy both with and

wi thout inter-frame prediction such that the best prediction node can
be selected. The optiml node depends on the coding rate, the
available bitrate, and the current rate of packet |oss.

The fine energy quantizer always chooses the quantized | og energy
val ue that minimnmzes the error for each band because the rate of the
fine quantization depends only on the bit allocation and not on the
val ues that are coded

5.3.4. Bit Alocation
The encoder must use exactly the sane bit allocation process as used
by the decoder and described in Section 4.3.3. The three mechani sns
that can be used by the encoder to adjust the bitrate on a frame-by-
frame basis are band boost, allocation trim and band ski pping
5.3.4.1. Band Boost
The reference encoder nmakes a decision to boost a band when the
energy of that band is significantly higher than that of the
nei ghboring bands. Let E j be the | og-energy of band j, we define
Dj =2*Ej - Ej-1- Ej+1

The allocation of band j is boosted once if Dj > t1 and twice if D j
> t2. For LMk=1, t1=2 and t2=4, while for LMW1, t1=3 and t2=5.
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5.3.4.2. Alocation Trim

The allocation trimis a value between 0 and 10 (inclusively) that
controls the allocation balance between the | ow and hi gh frequenci es.
The encoder starts with a safe "default” of 5 and deviates fromthat
default in tw different ways. First, the trimcan deviate by +/ - 2
dependi ng on the spectral tilt of the input signal. For signals with
nore | ow frequencies, the trimis increased by up to 2, while for
signals with nore high frequencies, the trimis decreased by up to 2.
For stereo inputs, the trimvalue can be decreased by up to 4 when
the inter-channel correlation at |ow frequency (first 8 bands) is

hi gh.

5.3.4.3. Band Ski pping

The encoder uses band skipping to ensure that the shape of the bands
is only coded if there is at least 1/2 bit per sanple avail able for
the PVQ If not, then no bit is allocated and folding is used
instead. To ensure continuity in the allocation, sone anount of
hysteresis is added to the process, such that a band that received
PVQ bits in the previous frame only needs 7/16 bit/sanple to be coded
for the current frane, while a band that did not receive PVQ bits in
the previous franes needs at |east 9/16 bit/sanple to be coded.

5.3.5. Stereo Decisions

Because CELT applies nid-side stereo coupling in the nornalized
domain, it does not suffer frominportant stereo i mage probl ens even
when the two channels are conpletely uncorrelated. For this reason
it is always safe to use stereo coupling on any audio franme. That
being said, there are sone franes for which dual (independent) stereo
is still nmore efficient. This decision is made by conparing the
estinmated entropy with and wi thout coupling over the first 13 bands,
taking into account the fact that all bands with nore than two MDCT
bins require one extra degree of freedom when coded in md-side. Let
L1 ns and L1 |Ir be the Ll1-normof the mid-side vector and the L1-norm
of the left-right vector, respectively. The decision to use m d-side
is mde if and only if

where bins is the nunber of MDCT bins in the first 13 bands and E is
t he nunber of extra degrees of freedomfor mid-side coding. For
LM>1, E=13, otherw se E=5.
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The reference encoder decides on the intensity stereo threshold based
on the bitrate alone. After taking into account the frane size by
subtracting 80 bits per frame for coarse energy, the first band using
intensity coding is as follows:

Fom e e e oo oo B S +
| bitrate (kbit/s) | start band

o e a oo R +
| <35 | 8

| | |
| 35-50 | 12

| | |
| 50- 68 | 16

| | |
| 84-84 | 18

| | |
| 84-102 | 19

| | |
| 102-130 | 20

| | |
| >130 | disabled
e Fomm e e e o - +

Tabl e 66: Thresholds for Intensity Stereo
5.3.6. Tine-Frequency Decision

The choice of tine-frequency resolution used in Section 4.3.4.5 is
based on R-D optim zation. The distortion is the L1-norm (sum of
absol ute val ues) of each band after each TF resol ution under
consideration. The L1 normis used because it represents the entropy
for a Laplacian source. The nunber of bits required to code a change
in TF resolution between two bands is higher than the cost of having
those two bands use the same resolution, which is what requires the
R-D optimization. The optimal decision is conmputed using the Viterbi
algorithm See tf _analysis() in celt/celt.c

5.3.7. Spreading Val ues Deci sion

The choi ce of the spreading value in Table 59 has an inpact on the
nature of the coding noise introduced by CELT. The larger the f_r
val ue, the lower the inpact of the rotation, and the nore tonal the
codi ng noise. The nore tonal the signal, the nore tonal the noise
shoul d be, so the CELT encoder deternines the optinmal value for f_r
by estinmating how tonal the signal is. The tonality estimate is
based on discrete pdf (4-bin histogram) of each band. Bands that
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have a | arge nunber of snmall val ues are considered nore tonal and a
decision is nade by conbining all bands with nore than 8 sanpl es
See spreadi ng_decision() in celt/bands.c.

5.3.8. Spherical Vector Quantization

CELT uses a Pyramid Vector Quantizer (PVQ [PVQ@ for quantizing the
details of the spectrumin each band that have not been predicted by
the pitch predictor. The PVQ codebook consists of all sunms of K
signed pulses in a vector of N sanples, where two pul ses at the sane
position are required to have the sane sign. Thus, the codebook

i ncludes all integer codevectors y of N dinmensions that satisfy
sum(abs(y(j))) = K

I n bands where there are sufficient bits allocated, PVQis used to
encode the unit vector that results fromthe normalization in
Section 5.3.2 directly. Gven a PVQ codevector y, the unit vector X
is obtained as X = y/||y||, where ||.|| denotes the L2 norm

5.3.8.1. PVQ Search

The search for the best codevector y is performed by al g _quant ()
(vqg.c). There are several possible approaches to the search, with a
trade-of f between quality and conplexity. The nethod used in the
reference inpl enentati on conputes an initial codeword yl by

proj ecting the nornalized spectrum X onto the codebook pyram d of K-1
pul ses:

y0 = truncate_towards_zero( (K-1) * X/ sun(abs(X)))

Depending on N, K and the input data, the initial codeword y0 may
contain fromO to K-1 non-zero values. All the renmining pul ses,
with the exception of the last one, are found iteratively with a
greedy search that mnimzes the normalized correl ati on between y and
X

-
J=-X*y [/l [|lyll

The search described above is considered to be a good trade-off

bet ween quality and conputational cost. However, there are other
possi bl e ways to search the PVQ codebook and the inpl enenters MAY use
any other search nethods. See alg quant() in celt/vqg.c.
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5.3.8.2. PVQ Encodi ng
The vector to encode, X, is converted into an index i such that
0 <=i <V(NK) as follows. Let i =0 and k = 0. Then, for
j = (N- 1) down to O, inclusive, do:
1. If k>0, set i =i + (VM(Nj-1,k-1) + V(Nj,h k-1))/2.

2. Set k = k + abs(X[j]).

3. If Xj] <0, set i =i + (V(Nj-1,k) + V(Nj, k))/2.
The index i is then encoded using the procedure in Section 5.1.4 with
ft = V(NK).

6. Conformance

It is our intention to allow the greatest possible choice of freedom
in inplementing the specification. For this reason, outside of the
exceptions noted in this section, conformance is defined through the
reference inplenentation of the decoder provided in Appendix A

Al t hough this docurment includes a prose description of the codec,
shoul d the description contradict the source code of the reference

i npl enentation, the latter shall take precedence.

Conpliance with this specification neans that, in addition to
followi ng the normative keywords in this docunent, a decoder’s output
MUST al so be within the threshol ds specified by the opus_conpare.c
tool (included with the code) when conpared to the reference

i mpl enentation for each of the test vectors provided (see

Appendi x A 4) and for each output sanpling rate and channel count
supported. In addition, a conpliant decoder inplenentation MJST have
the same final range decoder state as that of the reference decoder
It is therefore RECOWENDED that the decoder inplenent the same
functional behavior as the reference. A decoder inplenmentation is
not required to support all output sanpling rates or all output
channel counts.

6.1. Testing

Using the reference code provided in Appendix A a test vector can be
decoded with

opus_denp -d <rate> <channel s> testvectorX bit testX out

where <rate> is the sanpling rate and can be 8000, 12000, 16000,
24000, or 48000, and <channels> is 1 for nono or 2 for stereo.
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If the range decoder state is incorrect for one of the frames, the
decoder will exit with "Error: Range coder state nismatch between
encoder and decoder". |f the decoder succeeds, then the output can
be conpared with the "reference" output with

opus_conpare -s -r <rate> testvectorX dec testX out
for stereo or

opus_conpare -r <rate> testvector X dec testX out
for nono.

In addition to indicating whether the test vector conparison passes,
t he opus_conpare tool outputs an "Qpus quality netric" that indicates
how well the tested decoder matches the reference inplenentation. A
quality of O corresponds to the passing threshold, while a quality of
100 is the highest possible value and neans that the output of the
tested decoder is identical to the reference inplenentation. The
passing threshold (quality 0) was calibrated in such a way that it
corresponds to additive white noise with a 48 dB SNR (sinilar to what
can be obtained on a cassette deck). It is still possible for an

i npl ementation to sound very good with such a | ow quality measure
(e.g., if the deviation is due to inaudible phase distortion), but
unless this is verified by listening tests, it is RECOVENDED t hat

i mpl enent ati ons achieve a quality above 90 for 48 kHz decoding. For
other sanpling rates, it is normal for the quality netric to be | ower
(typically, as low as 50 even for a good inplenentation) because of
harm ess mismatch with the delay and phase of the internal sanpling
rate conversion.

On PCsSI X environments, the run_vectors.sh script can be used to
verify all test vectors. This can be done with

run_vectors.sh <exec path> <vector path> <rate>

where <exec path> is the directory where the opus_deno and
opus_conpare executables are built and <vector path> is the directory
containing the test vectors.

6.2. Opus Custom

Qpus Customis an OPTIONAL part of the specification that is defined
to handl e special sanple rates and franme rates that are not supported
by the main Qpus specification. Use of Opus Customis di scouraged
for all but very special applications for which a frane size
different from=2.5, 5 10, or 20 ns is needed (for either conplexity
or latency reasons). Because Cpus Customis optional, streans
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encoded usi ng Opus Custom cannot be expected to be decodabl e by al
Qopus inplementations. Also, because no in-band nechani smexists for
specifying the sanpling rate and frame size of Cpus Custom streans,
out -of -band signaling is required. In Qous Custom operation, only
the CELT layer is available, using the opus_custom* function calls
i n opus_custom h.

7. Security Considerations

Li ke any ot her audi o codec, Opus should not be used with insecure
ci phers or cipher-nodes that are vul nerable to known pl ai nt ext
attacks. In addition to the zeros used in Opus padding, digita
silence frames generate predictable conpressed results and the TOC
byte nmay have an easily predictabl e val ue.

| mpl enent ati ons of the Opus codec need to take appropriate security
consi derations into account, as outlined in [DOS]. It is extrenely
i nportant for the decoder to be robust agai nst nmalicious payl oads.
Mal i ci ous payl oads nust not cause the decoder to overrun its

al l ocated nmenory or to take an excessive amount of resources to
decode. Although problems in encoders are typically rarer, the sane
applies to the encoder. Malicious audio streans nmust not cause the
encoder to m sbehave because this would allow an attacker to attack
transcodi ng gat eways.

The reference inpl enentati on contains no known buffer overfl ow or
cases where a specially crafted packet or audi o segnent could cause a
significant increase in CPU |l oad. However, on certain CPU
architectures where denormalized floating-point operations are nuch
sl ower than normal floating-point operations, it is possible for sonme
audio content (e.g., silence or near silence) to cause an increase in
CPU | oad. Denormals can be introduced by reordering operations in
the conpiler and depend on the target architecture, so it is
difficult to guarantee that an inplenmentation avoids them For
architectures on which denormals are probl ematic, adding very smal
floating-point offsets to the affected signals to prevent significant
nunbers of denornalized operations is RECOMWENDED. Alternatively, it
is often possible to configure the hardware to treat denormals as
zero (DAZ). No such issue exists for the fixed-point reference

i mpl enent ati on.

The reference inplenentation was validated in the follow ng
condi tions:

1. Sending the decoder valid packets generated by the reference

encoder and verifying that the decoder’s final range coder state
mat ches that of the encoder.

Valin, et al. St andards Track [ Page 157]



RFC 6716 Interactive Audi o Codec Sept enber 2012

2. Sending the decoder packets generated by the reference encoder
and then subjected to random corruption.

3. Sending the decoder random packets.

4. Sending the decoder packets generated by a version of the
ref erence encoder nodified to nmake random codi ng deci si ons
(internal fuzzing), including node switching, and verifying that
the range coder final states natch

In all of the conditions above, both the encoder and the decoder were
run inside the Valgrind [ VALGRIND] nenory debugger, which tracks
reads and wites to invalid nenory regions as well as the use of
uninitialized nenory. There were no errors reported on any of the
tested conditions.
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Appendi x A,  Reference | npl enentation

Thi s appendi x contains the conplete source code for the reference

i npl ement ati on of the Opus codec witten in C By default, this

i npl ementation relies on floating-point arithmetic, but it can be
conpiled to use only fixed-point arithnetic by defining the

FI XED_ PO NT nmacro. The normative behavior is defined as the out put
using the floating-point configuration. Information on building and
using the reference inplenentation is available in the README file.

The inplementation can be conpiled with either a C89 or a C99
conpiler. It is reasonably optim zed for nost platforns such that
only architecture-specific optim zations are likely to be useful
The Fast Fourier Transform (FFT) [FFT] used is a slightly nodified
version of the KISS-FFT library, but it is easy to substitute any
other FFT library.

Wil e the reference inplenentation does not rely on any _undefi ned
behavi or _ as defined by C89 or C99, it relies on comon
_impl ement ati on-defi ned behavior_ for two’'s conpl ement architectures:
o0 Right shifts of negative values are consistent with two’s
conpl enent arithnmetic, so that a>>b is equivalent to
floor(al(2**h)),

o For conversion to a signed integer of N bits, the value is reduced
nmodul o 2**N to be within range of the type,

o The result of integer division of a negative value is truncated
towards zero, and

0 The conpiler provides a 64-bit integer type (a C99 requirenent
which is supported by nost C89 conpilers).

Inits current form the reference inplenmentation also requires the
followi ng architectural characteristics to obtain acceptable

per f or mance:

o Two’s conplenent arithnetic,

0 At least a 16 bit by 16 bit integer multiplier (32-bit result),
and

0o At least a 32-bit adder/accunul ator.
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A. 1. Extracting the Source

The conpl ete source code can be extracted fromthis docunment, by
running the followi ng command |ine:

o cat rfc6716.txt | grep "™\ \ \ ### | sed -e 's/...###//’ | basebs
--decode > opus-rfc6716.tar.gz

o tar xzvf opus-rfc6716.tar. gz
o cd opus-rfc6716
o make

On systens where the provided Makefil e does not work, the foll ow ng
command line may be used to conpile the source code

0 cc - -g -0 opus_deno src/opus_deno.c ‘cat *.nk | grep -v fixed
sed -e 's/.*=//" -e "s/\\\\//'" -DOPUS BU LD -1linclude -lcelt
-lsilk -Isilk/float -DUSE_ALLOCA -Drestrict= -Im

On systens where the base64 utility is not present, the follow ng
conmands can be used i nstead:

o cat rfc6716.txt | grep "~ \ \ ### | sed -e 's/...### /" >
opus. b64

0 openssl base64 -d -in opus.b64 > opus-rfc6716.tar.gz

The SHA1 hash of the opus-rfc6716.tar.gz file is
86a927223e73d2476646a1b933f cd3f f f b6ecc8c.

A.2. Up-to-Date Inplenmentation

As of the time of publication of this menob, an up-to-date

i mpl enentation conformng to this RFCis available in a Gt
repository [OPUS-A T]. Releases and other resources are avail able at
[ OPUS- VEBSI TE] .  However, although that inplenentation is expected to
remain conformant with the RFC, it is the code in this docunent that
shall remain nornative

A. 3. Base64- Encoded Source Code

#H##HAS| AEeqQNVACA+xde3Pi xr Lf v/ kUf Xar EvDF20DHZr NJaj Hl WCe8LgJ 7t +65pSOL
##H# AXRWSEQPe52¢891v98x| SEI 8vMZ7kyqTi KHSAE93TO/ Pr +ehdRehf +hNzPG31f O
###V8/ zCcbP27dn/ Bs/ 2W +ulo7r p6d1Mogx29f HVf xv7NXcPbglL/ TIKvcX+bj J9m 0
#H##+p/ Ubus5THNH r qu/ WOQBI ZI +x/ Xzs| PqugF1Vf weqX9n/ 3TcBcPnj WiBVB99+70
###EFuhCqoyvl ShF/ pBGT5ai 1n 503LoH1+WDBoVBM YOW 9Mz ABC2z XI Ccz9+Z4Rx2
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###DMrEa82nDI M bkbzB7gogJD5nnW.f 55yKdt aOqgV4aWw6au9wAd48s9s+0y/ vA+
#HAWAXr TZk 3t pxpPr H WZ9hzKBh+| HnQt t duBW2z ZwHX3wnivit8 Oz auFAr Drre XD LI Z
###ADF 7TEni G Yr BxHPNnM_hsUl eo@\9rrhs/ AZwy CnRHQASI 4Hhj j sRVYr nPYBcvBG3OD
###r pDr gl Ot r Ng6Dek GAVAYQTRgOeC7oWeyf uf Wegx U ej 8M xbwQy Q1327 YVCYU2Nr

###Ypnt YxkM 8GCeWh1kn7huXf WEHOwWaY!l ZQya27d6j Qc BOHSGUXy Ci O +LBQO S2R
###D+4KkESVOOVIzbGY0S2Cgi MTPuHXv6JFOi 4Lj BpbJyvgMe WY J2Kwr | r r k5YDgz Nt

#H#W50zr 5IXP9aTOD+qHX Ubhy bbuwgg 1l CgMXTOc My cwonY5Qouj S21 JbDvmAYbt L63L
#HHAMARYIKXN2nSZXx YnooWPMGYi Gsj AYQFor mk4KEsehBWOxJj supCkQ WrHBTGpo
#H##UKVUANr oDnPj] AWIZeQLg5QIzxni bETcUD3sRKwhboTePUe67y Ge5dXx3Et x T60t n
###W ay8Czy MY/ 8yd wj / J90dXwSt VA6100Ch+oDBf B3f 9C7Vpt KEy 4+wf BKARoXBnT r

#H#H#aghXvXZTGMQ7zbxbnc4UCOBGMI5AK/ zzn3UNSb/ / nj +qdz+B8r E/ UDQNegNQQ 22
###1 uy Q 6DeHagKhi bgNt gj Jo42ZUAWOONC2210ow6x 2BC7P1W Sga9S+gog8YVXt Yv
###1LY6/ MIr ulSHXar r sj col1KFf Hwz VxghdHOB/ NG 3NAVI saagNdplt aMIK1lg71gj K
###t dl dgnzZzVb7czevZuusqggKl nl YQLBdpq/ akKt UEVcyaY6UBpDOnb5q4 Gy HaGDL7
###SkPFHWXI 04K61Aef yi Bdasp/ j 7AQPoRmyVNvoW FVYt Awi | FbJTGaKBOSGQOgz a6
###01 bgc DRUoNXr Nonmd NW/wr TYU7T20ex031khTyl j DsE4AVEWUOFD7Gshcj TeU2U7t D
###ZTAY9Ydqgr 1vCBr 5Bq6CMISRt cuP2ul xVNFBv8ANZFsgG3PZI uLl S8P6A7Mt VScT
###aG xxhASxbA+NOAWOWOhq7TaakvpNhR62i MUN6gm LCpVISsRSyp2ps61j ni KI MT
###0VTi p6oVI pct 84YE9RLgzWIVXxJaFsek1VboJNLnj Spgq7Unj 18l nBf yaz ALONMDN5I

###/ vl b4b/ zZMAH T8+rt eo54f +T4/ Pj F/ z3LT5vYI kA 2YJCAASCqy! xg4Mhl sDgd4U
###39gDsCLlYhqx Sy4sz3gK6Qyx4AFNKJI MRaX7 M4 C3k8DWjt EePxcQuJkk Sl COnsBXRJ
#H##vZAOvE vI2M ZLI H+EVe EghMIJwl9oDBkswB8ghnez 2g8WQOR7hGHLbGy JDXvs AZchm
###D7hMc NKHNOM t wdOhnz 2 ANCQy 5MMWWGht | e61hsNOH) wivk A+Cbr FOOJ XTPhHgV/ S
##H#N8TW Zd4hqGHYM gxpi ZqWmlK4/ Y4/ UJ5MEQOt Y21 aZYl GBa+YuEpXMk2ai Pl 4t

#H## L PFWYQXnLC2sbi 8SNf 4WGk6gZ3Ty MDgur +5+q5i Fb4L/ LMeOwz E7egZo9Lj 5X50K
###f In/ | eb4P2p/ uqnPQzuggZzgz88r s F/ r f r 2uJaz/ z2r nZ6+4P9v8Tk62CkBi KaB
###4d| NnbGA5PI JAADc CIQDt W ZXxAEQ gpHBwUqt KB8ATJI5At 3YQ60Ae0k Tl JEMDOMAT
#H#H#swR4apaQ.8Xj kwTYT5!1 AeOoShFpPzxFgHz k C7 CVHgHSOWPY MH | E2E+KAPt KEWCV
#H#HKQLs MUY aQ sJcUAf aW sCeUgTYS40ATOWRe EDBEEWAAF wgY8n9i FP7v1LDaB
###H 7EWDZhHs J+HBDnC5st YO+CCup9t UG Ve GNNXHGRNof aXpn1B6gaB2l 3t GvCml w
###vuWw Edl Jr AUvCaBKr PXnBWkONnVz YYc+/ VI AcQ+DE7xuvl Y/ CnBw Fi TQ F4AWDA(Q
###1 JJgCOEydz TFof HBS1+9zy/ bZMry8up9l ZZX17nRzBkz P+t 0oCB/ 12/ oi 81 r 4f wrK
###4uu/ oh+HUCROss6Dgx K/ XSr | 88P8aj d+Ug4Ev/ UG SI DHd2shyFN14bloal PqCNg
###QhD4Li Zr gnsoas9psLi | / ID6RGC dNWs Zy g+KVU3nD6Eh9Il j 1INggTa66u0i Taj i U
###hr oVQTWXEZBATJaDl zvCuN xM VZmHROTg/ u7b8YpsTU7aBhl EbMIkI dl scqazX+
###oVi | gdR HOxxM 5QC 5wP0Mbi Xax/ Bni S+qTX@&csi ggpXvHwdqqTLWKWFFuGuDF
###0AonNbj El T3xQaV/ As3AWECAXeP6 TFDzBQBULhQRIXSvf i +RA | AuYASMKYy H2W O
###gl U3nN+i Y1 SMZCEJIf dI 8U+yE6BI ugt 3QDbCOEz OVRQUQAChSA021 f 1pONBSANILT
###FWI FI W6 GNs Ymdpp46Yaei Q FgYl UPr z43Fgr ZnRExFs4xB3kf YFNwzbMBYFORV
###Ef uUUpEhgx9A7bYKGS9s/ CJ0zDCTk Cv U+A09GNYZA/ bgn9o9Wrt Zxy Opl Gu2AeR7C
###Lci xssKf RKqWBou+oCbhcHACGq) WKPH Bb9JDx+h6x4r RU/ VpPp VAW GuwnppuRM
###9bt Yuxf v/ ut 4N+zVuy NXHbAg9DAFs5kzpbx21 1 I ml zBgYTzYr oEGoJzvI WB+i VI X
#H#HAXW2RYEWX 2Mp59/ RoYXDr nf XTQEL6ZUf X ESbPYeDh Tl Pt p6a9CWDXAzbDgclLyqt 8
###cmbmV6 At VKVIBQ@Bz ONSHF noQNAWi j RYPt 700J1 x5WCCZKWASJ4ZLY Ej p3t pLwyl

###6j acTl i XyDRR6/ nCYz5] kXGTOC42vM nChCNGA 90YqgbzVglLbdaal pB6Z52k96suo
###xCauyQuj et 5) yul8H Apkd vakxvMJ nPmawnmryal f r SY2KgPk GuT4yBwgk406Q/

###5bpU0p+suP+i Ksi 3Eum2bE2udb X Yml3oux9r kWit yLI DI t Vos8LnMZDI y AOgX
###bMBR14Qe 041 FTOVB6 YXEQHF SPpUY+NYOr IMABBYqf t 2QIEJ+bl TPj D wuPENnOeCa
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###z1 hhNOcVUTA70/ udad423l +2VzpRoCuq7Pn0t 5NSksx HPwbTm Fdz OnHROOx30JG
###F5VKIRINt 6xj zB6Xdcj y+8s60j z7YGLVT8g6UDbBBTCCPRWILZI 9LRRL+70EecnW
###2CMI28RICY bTRHHUNAr i EToLj FubPTkDWHoi xt g7ywl9C6kC5Lr kTj Ol 8phVOB97
###2R7TRP/ vzY/ | dA2350YF2kyvBIl 1wpC5H4us PKQC+advwomC2YJGF2nl 91 0Zt sLczO
###hx Q TCTH8ggM HLz7qj dhoXLI RLZwnLGFg/ NC8P8j | OF7f opdl 10qZx3MCPTOgJY
###0LIEEEWYMBCV] GPc K5y bONNEAS2x HDPk RvQT9F0+0SZ0Sab5t | OpFI +Pgnl 040Ch
#HHWFUONAek P6S91 @Sn7g1lvHHUNS2Fk of SR4/ DbRPdf / +H1SWesgDoBRI V+aMAED7 SN
#H#CWIYNvdt vimre HObKW kuZF2qJ YyN2KGp4Edqg+eSdl pgf f oi t | gP3MPSKuLCoZv FUk
##H#N7W8JIs Xnl pODUM eQul ZondkuOf ppXt 8i +6xPt dZuui +cpOl TPwFcpld8o4xe2ze
###EePvOOAI hYhlecdK4r Upldgt AcsmHSYSUNOSK4AP/ i ZcDxTf aNnmedkWR4r vift LTo
###P3HN1y77v6ql2s| ZZv/ X6f Hpycv+r 2+0/ 6v YKCX2UUTHgL9u/ 5f YAAUdvnVKj V+2
###gL1s AXvZAvayBex| C9j LFr Dn3AKGQD4Ss8Ct QVOTY4k7ncY3ef +zr Vu8B/ G2ZMUhu
###CM +d1dNozx 8l R/ apPY8FNf ObLbw6KbJCr | kRSf ECDaCCnHCEdRPJ48f MBz Bl wM
###x c DATDPQIHPf CG248i 02wBelLi | DP1GHFUBTLj | u6r g2bDVOvwXf f QKSR+l 1uodF6
###sQ6/ | Ezj | Lvj ar sBE/ / 53kkOr O404L O8I NTqZf sULr 9z2vVS8n7ULy Xyt Lkt JyK9xP
#i#tkei | BFAWV3j 0z16cgX4f f IxmHoer hbgSVCC/ qS2Qr 98HsoCh5i Npot 1uVGr/Jz Xa
###gQaQvKO3Pr XwERgENhDMWkJr oLR2HhI k1JW/47hNvh0/ WCI Qoky 9VDqf ged YwK3yi
###| pFt UNSOdnoHe+!1 NVod6pBj 4MBcL1vOPZ0gS5¢cK8gnESI qdHz CUUFTF CqqA3yuBX
#H#HDUXOr +S/ L125nD4r y CQXOt p14+j COW CN1FeHDdKM v KG+qZL4LbPOANK88R4I S
#it#y| yd640eN7MAZx31zwf / SMOAX5JASFPzpl i ej t TVnj PEq+Zl EmdNI KVNRCXa7alLl
###sIRSAKGN6ENNYpg9DT7CIU3L3LveZ7gNLXsst vDUoOK2l KQ NQ puRL+pWEUFNKkuU
#H#wt Mu+HxHUgEK XCv/ Funf VXZA4ZXOx4TsPe20BqlGQ aQ f 1wx4i zI R6sj wZZeZt /
###b/ X7sbT86s8panFwou74QJa0r 9VAUTKI 71 INNs48W0V79U+dS7Uel e MNFJ ¢ 7WF+
###ax| Oni esMP5gK2cN+QRj | wa+VFV6UNUbZ6cf 09AmM+ezs Y6mwb2ehv ThbFVgWaq7B
###+TM +dVGKhFU+k SLFn/ CRRKI 5YJBSNhn3HT63PglZvH7/yZ5Baj p8Sy0cc4onz5Q 0
###hLqYHhD70EKagf CBBeZ72s5BULoBYEC+ Kua5b9+al kwlQua/ qwMHSGyKbd | ZEz
##H#TAI XOnE/ coYJQdPOuSpwm] Adt e4We 2/ HEQwy U3r 61PbL50Nnz/ 6L59r ECsHNn+/ / TO
#H##T7TWh2/ Pf pSe3l / Pf/ 2/ nv453m zNvBP2q4+CUP/ 3q4r Nr 139ZGHhZGHhZGHhZGHhZ
###CHhZCH) Cs+Exr t n5XDj f LmY4gZ9zl r ypXJKxs9P9y9uZk+DRGsM zoPTzpQPVWHL(Q
###ueFCbHG 8cBPbFL2uS5/ FMQYegBdV26F+j DDyLj cQe8l MDy Xs/ dr NnE5S5gx6Do9a
###/ NCl 5dwhMYbek Edxz3CmGPOOKY/ M t YQLUpNvT50LWs4r Pl ghr TFnBY1eXZ9Yf Az
###K5YF Vbi d8+j yUhnowl5P1zr UewOr 4vi Al / aDOkYzYYZ7g6Jt wDi M2MaWI5t uvalj
###50HXRYFPYOETh2vk Cahl aNpOFi 52439db6t NvV9v/ KoM f +p3F0u7l z5UbhYYC6L
###vKI db3JT1j bWwoy4FWhSMs| sQ67PI | t HhDbTGOLvhLA 0Q DyaOvEY49Chx8453We
###8z074ny BFFF/ W G TAXLHsHpt i avYZ+W/f bkdO8JaYf /i P7TNHwgMI Fpr 2avIl TuA
###80XsFx 1LA4r CQOhIMQE c UAER2ZVhd+YpuSi 9T201a/ OnKJ/ d86boRi O 6ToUi 3eW
###b91at hUSQPELI j dCO3j NX5WQmCRq01v QESAZTVEI SnBHhWz mBBAcW bj Gt HOHX O
###7ScaDCkRDY8gby TpKnEq7qDPO6ZXTwW 99Bbs U9HBg8awDWhT+qYvdi 0i wQPNxI T2
###nEBgj | bGFBJt B8oCOgcef / Ur kGL6 TRimTr dGb2y | Pqe YXaUpW spqqt 1XKg4oi Xe
###CIHBI EVt t Y4t FCer dXTgHz H+dZs3anN4l aFDi t PVOr ZOnK3WeX0xy JVI Upyvlr G-
###APOr dZI JA +yLHVZop3q3U0ehS6PuJAvkpyi knpahlbKHLaXO2SXPql Osi | yGnz
###LRQBbS7Cuk5Qre8j wE3SI UVOTR+hyGnz5vD hhas5r T5Foq3+X5FgBZ9nl by U8Sn
###X7X) f L/ aQIHTHoi 6GApO0UBXaWsr FDnt sYUi pz00t UADQ67y SIHTHI sozl Yp2r 3e
###r | Ur BZFOnr f XaOy CFBFnmVFQRHz KxwA8r UZDx gnl x6t 2WkhPTTqo5nqQOGLdr 2hkp
###Tvj 2k45hei 4/ EAhD13TKPI 5qLFsMdhww+elL 8l 8X8e49ndDl qFf Mc8ey GOwYf AhKi
###57x| Bkf FI m2NLhXp4uef obi chS8dl Or | 1A0sUlr LbeM hzzZM r ygKNy JUShhx TEH
###Dowc ds QgJEbl OLGhf EKoBn2PHUbr Rf | W@y FAel EBNk YN8/ zVxNmc MBy ORyvxx B
###NLoQIf 4Q/ 6xzab6XnKhR7gyPzh7GoA65+ysuVMEcd8N5h8MyDgR8y 349DNW i VZo

Valin, et al. St andards Track [ Page 166]



RFC 6716 Interactive Audi o Codec Sept enber 2012

###J35A8z Fbwbcc DHHAW sB594xvl j zcB6f AMDhzl 15QTh3wp MY HH qvOj ¢cj SX9t nl

###v OV HVhDE Zy F5QF M YF/ Q2hCwEuc GAYYp5pBMonmCNOY4AMMz pYW q6bLVHM qlrt

###+PSH NC3nmuMIc MPj mbWIHY4AWQENI | Xf Q J+QRVAGYkHFt uBJc QKi FANNBX5z8W
###r 09g0uYngeNTl Y+Whr 8bZFX6dzLLQOBGs5+8t 9vuPWhzadgzi 93xt TgMCW 3B0oP
###7mkulUS5) R53as YBNZJj ukUxt zFGPMkzmMU33ASuK/ yal ExMrl ZBgW Uf WigbTr n1Dg

###s2r mzVOy RPj NJ@B5zt BzCf PcYoTR7eMhl TIJd7agRnck/ i r 6FHwW71 01t r OFb28x3
###HgWCat Zcl SHUnVMK2/ 0CGs nBWO3KPf 189TvQuSbKLXf | ri OrHaWpj j o5f KWB51/ J

###F/ 8qWa6¢c74ng+8NX8t V& ZoSyj BHvgech7X2l XwR+12rr xnnG t eBvf ZaKZnXpZ
#H##xuc4B/ KYzU9+UwSma B0l QTJr wuB1h+GIR6+5CHc pW A+F81W 8MUELPy5Sf | nj QJ

#HH#RAUKSKgl XTSxzl cN paAGY+Knr vwLLr 2c TThMBScx XKSRgwe 21 VNg/ 4t NVKdn2Tm
###Uxr 8t Bwf 4svi dBp/ cZHLWIC0063BLMIc Cf FhGCGQgxdYZnmgbXj RHUYNV19w5i WM
###GRKK04A xg8/ kJKRgr Sc8Z5f 4A/ 40N Hc XgLf +P3I 3JOKI KMB71 SSf CgPWPES28/

###R5NbJRCH6QI61 hWt QTVI j pTyUzxO6KT9e1CncB5UkgBI 0QI1uAA4i | ZpnAAd8cG
###33YaekycJpTl vvehi AvFj CWEIbgy2RccguK8HBLTShwOD4PVMal Asbf Moy 0Z3Cf x

###Dq3voAs 7Qe Gk NKj RUJf HNk I OHOOQO+gxPMA TnlM 8dy/ he+wE9B8Asa/ qcj / P6R
###5hm5vKyak GabaBl 54kEKDekj 7kvPUyf xUxbTygGpr SwXNzj 7ZNTTVIFNwSCOh5I

###Ib9Kx Va+i q0dVeTl 9kspllci BCbXD6Xyoq0GBhO75i t RZwgLMebQre XxF9/ 6 QQd5
###f caxr 1i zNAhy TUL+G 765xnpWsy RHYg1K3RBi X5TaJFj Ui CauUt gy KU7CTdawZi |

###K5JLa6YRy| 30pl RIt OKBm+Z0Zpf OFCHQpy 06 SFXxGCGOZ/ JAzFi TRs6804I1 vyyT40
HHHRTX+V+ H3i +OU3N+8mVLFChbXOPKy EYl 9PWH4j Dkr u/ u9NEbK6TMz Uo/ y+Ei 0] e4u
###K1j j 64nc Str 6ZE1bOZg2dt FOneNf Xwxy HX6 YWh2W s gH7 BDHQ4A e mKuN4y Uc v VK Q+
###hsbFl Lgoct 5FG 5KMIf | oHT8UZgD1oUl Kv4/ 9t 68r 41r SRi ev/ OpGCs7vJl pB3VoA
###97] DEVAESAMACR4APo7cl t aCDNndLBnvi 570 t Zy 1luy UExknuj EgMivdZ69SpULWh
### gEcUHAQsi 40YDQX3Li HAWSUYRJIZABQGOh+np2aww74A6a0f k QBE3Dz OB2R/ 74Kv
###Vkbi ags3j xDcnW Ol | dpQC/ X/ qdwC1Cr Ddht vZMF8J ZAJ CFr 4bnmBVGAi oCei 6¢/

###1 2WZT49hFot j oTn21w+Nf Rb20dVh5IM24Jkx8d0w2bi 9Q ShUvge DWKEAI ZgZHEB
###r Ct Quj | eDoj QAVMQ7UJcQE+8ZI | HxZegaqj CTFH xuQoAoKP4zf YhpowCCOB3i h
###FGEsT U +cKKVSVIf F dNnl Sl po/ AYwMRaxhNLO / gAJzol 5zDi MFQk8VQUYb4TqE
###knWZBP37knN9345C | hpb+Kt FB4hoz Yw2i FvQrnsf 3j t 3sgCN8Hx LXHF CUg9z XF
###07MHAdy SMA9bi 8G DYMARWIGDRf GLbSuNr Xl Okr ZR/ JGNp5Z20z GOEY3uvsKezJrn
###60f Mc9ZOHYYy Go1UOVI Gec QYewOHOBI vl qJkKhNgpWMOgb4eg21pZf Vt CTOERgn3pk
#H#honN\v Al g890uBz CC3cdDEUHsHOYdr f | zUcj J4Vx1 OTMewQNPPRAX ORbHWNV zbuFY
###t | L+UTgnR Ui 08w 9nZ3D+OYAs3m 9Ft xpRf P2LK8/ hxPf uB1JFKt QTent 9i rmU9
###89Tt YI Zcpw8PdVDMLz6Rsgl 7xJ5nVEKol hoLVEmoddYXgGKr g1j 780AVWBPDI h1Z
###Icmt zNs6ulD+Nuz CoUf wWBXLWMt h7Y] Ma9zsDTGH6ko2chHOOWBE] 7n74knzfj 1z

###398Xn/ di uUOJON7KLNr | DbM 4v3xzf MUt kbOdHr MVEui AaknyuMLQt 9snsu9cE/ 9F
###Yv510B+nqCx ZmvET2 mHDA MK ROWKz EEi 8z 41 6wWvdKDWMVH3GpgJ NeHCbchQvw+wr 7
###sdyepDuxHk2S1HAHWK 5] 848el KvO5N6vCcCKFFWZT1ZQx h7S7Zu+nBPI | Mal t ZnA
###qPno8k DGhEKhLuU/ k70w yr zsMai Vunp8&066AI ngl 9aqnCAwW suCl s2i evNne3x
###5d+h/ wnaABFncg0c6xDbFs M RAIAGROCX+q2s Zr Ku5BROOVQv QAOPKHVN2eEOBI Ri

###IpEKG MIZ8e4Kn0k 1 TFGa22DDKuwp+4FKy QJvReMXhbbEE+e6+sZc3296Fyt g1dN
###e EKB/ 2TUx| FPqgZl Gmf C6BMakhoWW26 K9Sy H6d48WRUZj | f uHMv KQs ROLRCKYV
#H#FoZUw GYg7eoZB/ xx| 8nmKvNAI FAHRLKEZJa6r Uk4Cl ASkp6OEQl xGFx4xTml)j YJc
###] ppgi KOKARI 5YcRa885ex Wk Rk SRhv8Ts qwFUgXeenAReBK6Yd4DKOFY5i VCLI 67P
###MVEj q4uw7Yi 9j qHLRT1gf Nr Ti dKr S6AI Qc GGFDywHdRi f Cl nHZxf Mk 7NKPGKRAL+
###9gi 7TEal GxhCa/ wSdYs GAwDoa0Ckni ye TREt AYH3ZM64xhEGIKQLgXYBgLTRKbO6 DA
###zIBA2xhoi L1z/ CELhl r Ksl wP3i | ri 2wsHX2yPxr d+NeBr 3KELL7FI DmXt cFSRI 5P
###5W R5Us BUef GLhXTHY7gYJEszghVYw 9DdMpaJdaj NQeHuwsvb5/ VSI9Uxhj U908
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###xz1 | InZxwqvNl y26nvaaf | DsZpLcxeCUpMa678W s YT Ui RMenXCO56 MQRRL+1m
###SCGgVx3cvldi | / yAVZKR5Cv Yk DYSBWESVEI vBSBt gCtksaQmiFl | ni xK959Qc TGL
#H##ZNUVDNLI K6BMyy awF69CpA+JuORsvo+cRcePAy ZbVBQTRbl yNTOdI gHDw uLoeqx
###PXPZHA9f 4/ 2gecH6i MuOpMit hb2z7HG yj pkr 21 Sb509Loa9XwiNAr +¢c B6 PW APQo
###9oguoCO00OZi | bSPARygXx69FC/ cv3j 8XLYSnLDQy TK6/ gPr NBkoSgaC/ Bdl POenF
###0cGec2+uHSi YX3XbYUWZUNQOLTJI8+2Z51 PCXMpZf aUspcygj w7Ugl h21Lx2QOYst g
###y] f M 4T1UcKE6RAkVWkm TzwQs Kf Qs pGLFAf C2Hf Pi CczohhmUJZL5C8| 5EM24Uo3K
###1 RvpVVMNOWC el zO08AM Rs2aZx FNw3qWk 10Ve K7 K2HB82VmANUaUB XE46Vy nj LXM
###SNVWONEARf boue+oat JKq/ mAl daj LaseGE+qnKC2H77t oQLB3+f Yhz GLe QXG0 +i

###LvdgAol bQ2s28c75nUVOdAYf Tng5l +JgaSt | HVCGgQ+w ua/ hi 9FS5/ nW0Zhmral

###1HBLgcmj d HOAMUNE WEOMWHSAXFBIJoQAFQI3I t Q ProTxt f 9eyChULf kxzTuj 5Up
###t NgndL8WBy | CEf br FEGc 240OEP5RYe P+RRNAhYaAf 5VQR31 R8C4ca6BHIuW 6DHm
###16K3YksFzCaQKd r L3hwdr 06EMJI2j 3QX | 0Z8TOMNOT40Qxr f OOk Xj Wk30QnYI nk8
###) caj O hLSs40xW7VL2Gp5Yy/ d6EZFI hWAINEEQRYTI kDDEcs8Qq3Vpl 31 x2f oD29
###i vNz ThvThOKc Ogf nFH 4uoGFbuOC0MAX9FZd2kynNc Pl | aT6l MsnF6GO0I 2maTIYS
###REhV30e02kt DSaj gEWZI Mesv SPRq9GERxaAz pewkhak4nmDnbr mMNQXW | YYARC/

### G VXKZWUTZQNgo1QDbj Q 9nt Cgi K/ Yuyelsr 8DHEELLI hGr6UCdt 6LEWAMA9ANR
###) MvOKf r SZLPi nC0l P5SATDh5uqUZ+r | 2Yj x A4FvDURF 3W2 3dwQuKHL RewYngs BXc
###84/ DEz50LH7VdI t aVCmW ZSpGzj hi KOVUbQ@WdWs6kbq69zKZd9l f f 1 y7gsf qOf

###t | KDl vgwdcl 1UxGXB3t VZ1pr f wpi CYY8I U9s| 2MPOALHgV X04GPR7/ f JTYel 7cl

###gpvk3r nuzcFz DATVWKNppU gNN5dOn 81 pgDj zDAEDdXx 7VWGB3FMjcw G sY5SL1Z
###aqi y65+t Agt 0j ol aRKst r sQ+c5t 6TR6TI ORFn3g4i Nr MtF/ Pkvl j kf hf da/ RaCTi

###1 3mNGj L/ xzL+1zL+1zL+1zL+1zL+1zL+1zL+13PF/ 3pE3K+dt 0cZEb8Skb7nmRPhK
###PFeBxx4X+4uGOWCi PObNHY74hUMPUf Jng3hSvZDKVW TW aMRI G4 +328Lux&kuuxy
###buqRHaDeTBcl PSSv7aQl1aS42Sf CuEcd/ j KKbpByvyYpgd3uO6NoPI r | | 2wCPQBH
###/ dHWdACuFJhhAFnp/ § 4RzFgr CaZC3i zd3B8oWwvHpol UNhr gNOHhe4t Xv/ zr Qdd
###Ceq584TNOAQ F6TmKLXB8ZM OmMPh6G3Js YMOUHLpcFi +wi MDOHY4D3Dl dEceBUj S
###4 X TFLDXN7YLdJk4DpKJEYi oKog7f j 8QCWAG 3h5Vi ZFNByr Oei W j f FEvFd/ DO5
###XOqr s41 0B6dusFnOP4Bzshf 4E7pQ bsi QpV+aGec SF15969g0i 9my2K4Yhi j ReGra
###q7FTdyvOQTXGIkwe 5QDOXhUOT08j t 7d71 i e4YGAKEUPOUS/ hnWkr h9ZCBy up XwM

#H##MMIet NBvs5Fi un8Dj x XAk2XQOp09nAl ksggl hi ¢ PTFdb6XuDCheoFGBD7Lc69Go
###K25LR204/ 8| eCpszb/ EABI3A75MpWO7t 82624 CEnai U HSal pXq98C7ol vnir TWAE
###hu9bTE7M 9qormucnQar s2S7Bi edCB2E9BwaNhovaAuuFEQZf ZMQMVE r gHXe Bk Hm
###e4QQaSW/I PMAUUWHLWTt 0JJWhhAcpDUbnmvCl a2qyl i MN2dC6e&ZIl sKVg661 +Fi vN
###ugl QPy Sys8r bvE4pQAebOnwnbWFOVIQETIQUES1bhl 7f SULAphL9UDFut Lwl GBt 1
###Kk9QOKN] AcxHyg906zMB8Si MKhxNz 2f DXDKHWKWEZy es| ASOykwopl OYERy3i G zR
### Oz 7TEb06IW 3WS+c7i | KyqZi Xj n6k77QvBhTgTQTUMz LUH o TMOX/ 2S4GuqzxOnt

###gGM KTt B1t nPj CsB10aXZUNdOdCDi 4/ bevMIOEHRDhJI oZLnSpTI nf gzoLH sl B8
#H#HTNgMRCMA| bz AKTk zk W WUNGUmOnhy Zuy WNi | oVQZ7HT/ FShgW i 04py O2E+N70d6
###UAr SKHRNMAU+w1gl mG pdULngEx UXAKRBOBCBF5APOF VWwoDv Ov CH8gp4c S2f LMG
##H#QASI f +vf E+GUVOI wegkOl f MBus2HxsmlgYRIr BZPey D9hOp62Zy Te ANkl pTnDOBnNf

###5/ JaRcxsi xk8ROwpHg3Ut YVWF Yr r VLxmud7eyTu/ f DI exwsZr gk f RDVZex MaQx B
###3NLGQI sHAZ Y3INOUuAXSi gy SKSydyBhYj FZdewwAJJ8) dKyJUKodf GNAZI XpFl oCr

###duvzIZuYqj QyTnyZr MMt r BXJj 2WNeYs2sZs QODI UF6wobb7Z0Jr 45P3dX6Dn5
###0Z2U2Qyoz 3MRdHLAWe V3Yi O AhxabdxM 4CLKMFI D7zwXC7BNO60d80ol QFeNl xGZM
### DN2HMQP SXLHCI ¢ P9pJ T2GaAbnEy HAT5z g4 DPbz MEDQ6 HHp o WFa QCUB 6u Svd CW/ SA
###0] e JODBORMAET | uY7644J4hl R mi7 mvRPk X2dr Oi nEd8j Gp6KTAZGYr BOQUUXTgY6
###ACKTQVI | 3BvKe Q+P6Vwy LoCRY5ACBIqNOF sWBB/ 3HhPPhXq2CDxM | yZ6XzI n8
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#H##W3Y V2 AZ92 FWMUVAS pAot WI z0T1zUgj cuWx5weR1INma9r f 5Qz/ ¢NI qWIKNHR1f Z
#H#H#Kr MNBYARIFTQRgR88I ur OKRgWWUNE 2Vj r nClol +h8pO0Ye7RBxJi dYEj yt awnAD
###QEST nOXR2KInmkhEEGc ODs W.KbkODTLYoHdnSI QLM BRNyf t KOUDO9dYaMyBChNIV
#H#cwqr AuxJ4pN 6¢QCI4JFHai sFkyM sPdAt r JI Qmi zkPSTh6i CSYpW1t MZFhc OW

###BLg12t SWOUJAr GcW absi 3i LFBp51CHv4K667] Xb5SMbBugqEYysZWUWh+404M e
#HANLWBhhCy Cel dG7/ 4n1eb843Q6G7 TRz Ue PNK6Xsw7gSOhFf LoVoakcRe7MgHThi Z
###8h6+z90WRIZXx TBf W E2Kf Z/ ngf KnpXg2H1qSl i BD4l xI nGKcEeySHEOygG / GLi |

###| bKef G53LXkAWZNQ uGoQl4nVGADW Wekp4F7018Di GDTABSNTf G | asl 1dci pC9
###S| ay+TXDxABYJT8cxnr LET1X1i Mve7P6i s38hDzpl ZvxBOI UFcul o+yj | c YAVFE]
###pDl QApgl 1Ar wBFVnio7dbnLXxuf NF9alpOqvl eJr 8Y3Bbgull 4DSj hl r WWekRYXY
###k B8VIChHR) JkNUX UG pQdMI XQu Sz Pb/ @ Nm2 QAEhx Cc8yecXnJ90 FGWAEJ 058V
###PsHwr Q t HB2BI A2K3bKZELQC/ sTj sCht BOos Qz GQAr Cf xEykRppwt O+9i Pg/ M O
###dPFmzNdbs| Sl f ELJi EyQpvAzyxzeeEug7HwHF 8KEWi qj ZWRHbi VBbt kKNMWK YT P9
##H#mHVDINI oT3r ohj o7hr AgDgNEpy Xgg8gCOpt QRQYYy O2EnGxMi4t GsZZyv+HYLgy
###d+3YLIWBXxXxZChQOnual j myJdBi FYFpugnk gk 2CQWOCAzy SDgpVO6KVHDLepYbyt HI x
###+] o uKOsNr Q n2i Wi TedFOOTXXFINOZWZOqKZDAAs I 720Nr gGZr YsPl VwHi wQUof C
###6J1 XgxVsi aCeeBQHAOK2I DVcH+/ 5AP+Ank4xbl MlvsdFyM sERVFI GMI1QQ¥ RE50
###RUOEbCMInOLEr vgk! Xl YZwdgst Si LKC2Ni VUR/ +1 U+2JKI Rwt xEuxepAj | 31csj

#H## MV2k82ZLmv2i 3uaPDnb2XRpdQrar y6 MEAYOyf 71 sqnRNkgsaahEl y+U7f 0ZsDRR
### xWOXF6PLcgi i gsuSsGHHa6Rk Zhl Vb6hy STt QJI 3spEoC 2R1Nknt MJj MkaWal +E
###6VGhi AqqR+I 6R8] P3Aqgt | i nf MHQdQMCQzsvY75G QOgoEMREPZr QuqvQuzg/ O Yt

###pk Vi r gX3XHNRt Pmx FFBZf Asl dj bMKQ JwI Mz TCoFknpi ai nVwwKt 2Qt puHRKHpVk
###Jot Bo/ v3BgOTVj 5ea06H JqCmwTgPFG mdQOKc NBf J95st unt M znbRUCBgzcsci

###pF8l QLOdy| GO2MyQHS | g2Vn/ Np9pARZwhv pMCqZonz Kx YZKy Spaj SZv271 Ocni 6l

#H##VMVBM i Lj GX\Whq8pBe8zkaznpl | Pl 1r Z9GoGqVqQsSgl r GhB9VJI6i 82ntHbhl wglGS
###Pi U3WAr TINmB9omLD+NJ6cnbTnDzbi 1WHLNWANNITEI nCDEGdt pEOi Oype6nkBhel
###kyYScIJOHgJhnoaLEl r NI gl RDsxD2j BhyLupGvBogSNYr pGlaal j w GQFEGAKN2V(q
###DYi +MK9SATYkBzW/Bk D2nKc Tno2N2f 7el or EunmVKj pl 0ZSr w6 7Fz7eDxp2Bt YXc
###hqx3ZQ0ZUuD2AX9INbuDBLTES SI CKi KNOut Uk CBL+G3 Uy +kQ0nvPWN5Zu0+CcEzw
#HHESZI Mecgnc6k XsH20FZUnbNI j | nY7Ts51 agX9S1Yo8XqCx Tj OWNNFLI Hu5O4eCCU
###FBLt 4AnXc9IXM i 8nQqWYc QGUFK2Aq3dQBXZYYMy pssf/ 8U7bznl 3M r WEPqOA2KG3
###r 6HWe5FKRewUc | y6sA2p+dudEb5n3/ 5KsW/J CP5¢c Qk DL8J Vo ALWA3P5/ 5f YXmv CH
###1 ABr 029/ | x9Ggd79sni NUSc5YWZJUnEc Z+P4ueFCRxn4Vt | QQeeAbGVr Ai By0G Z
###Kk| k7JEOCGBK1INaVHpMGSay 5pneRdexCzG Get nP8i vy Qyj CANEY62PKt JobRTi dA
###MF) 3RL6bB1g4vD5M.r dwvgWhl ZyVl RXTYyJt 3SKdI nj C+OGW Ysdu8W) YCHZMIuM
###xekG 7Bi WICCRXoaF6Bxf or 2b0nB2ywLI pl GK8YFFRkr xf JeJi 3FS1FvvYl RBCgU
###PPxp0B+vRn9g69bwt WPi +Rx4j 7FEDywnpdXdUR+Tt T2XI / 6bBRU+ChRRAMHALj 1
###0XYhIy 9KQSbAUSAWC3SLY Zs Tvu8dBr eo8haXC7aTJO81ZWM Vz 7L5i UB969t 8/ JI

###9i 5pDDLt XeRUZt N7 MLY9YOBi GyH5i qy/ TFSci Yl zRr Cl eYuldH+VeYuNP3+mecvF
###SHSeuFXnh8at § +Ye6vuS8U KZr Vne7snB80Dy 7HWy/ Q6 TOSHPW 6UbLt +YENST
###1 7TV5Z15Ai 9swnbTGuoIWVBf FuX1QrmiHUna50R/ vDco+gAen+Ky/ Tr URdi 93X25DX
###hEl Ow gM +R vb4n79HF] 7i PFOMUFgYEL/ s SXCCHUgSXY5x3CabCkLf GoB2kZSAL
###4zqcLnROI xeM AQXNObpC2+871ZnJT2RA 2NCzq3snJz5hUxU31 | ZW88oLhi | 32¢
###WEUABUKFdf t gkSNH376K6592+2qf L6UU; Z15+7pvsDbi c9J9l XBPj 30/ mQv65ekK
#HHRZvZX 4T mVHQrsp9x+zvv0j dr zf 4ANNKgzr lueou@zvcsluRxes3H3xxkbhy5Qx6+
###KEgi wde6KFhwb8Il h/ Dk XBGLh5Pr v/ 3vh83P0o5S2+UUny CqEX1Msr f NOXLJIGpknvq
###AQTqZWhWKOKkFBps JeA7p++0 8W W Qs Pl t 7mQYWjeaRZZmLHCr hj +i okKYos7Xf

###Q QuOpLpD15Dh14t t pLZnc YGUFVNBI AQyy PVNVW6hW ez QNBwOl aQBGEUr T1JLt u
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###KkUEJ] LhhNCBQ f RgCs4HpBsb60d9/ 8r IVWbdPC6d1Hcl M717aV0z265GBI j | CYj e
#H##yZQP51 sYc5JIWKkOdYPj i zZWhQ f awlN dBhy 3UbBWENj VsJVWOTex 2/ BOZuP1Whz
#HHEVWI 6] sbOUGNOz 7TS5CxgQLdOAkpCZ26k Yr t f 9] enr 21LX32VInVD2ull xv632RD
#H##ITX) X7St FOGhz9j) RD2ucTdnpT9l 4(44SCz AnUuNsgj BL45y+FpA10t cCNhVB710g
###Qccedy0guz GvBYXxpgEXy MIy FpLpS4Ea9Angspb8h78UvpVe Ur bPW/vg7s55t NAGE
###PoPoEhuposkVupVYf Hy XZXf TYnOqLS2TaRSMRIr OnRRI ar / FJUPvi zFYnFAzkqggv
#H##ODWI | AUVF4r Lx48GN4 YUOKVGCMAUW F SI 8a22VSenhV2sy6qQevHi zJOefri RI

#H##pKr zobZ+Sf Xwys Uf x IPOTM3FOt XVZSUFnt Ov2UvVa(CB8093J1 4wkqj Xg+l poROa6p0
### Wk JFUBT CE J33C30NdEdqOUqun9GhmbGNuqUVLRPRMPUUZ CV+i j Fi e0sxGeOM

###QypDECVAgkckZNuAepEKMGaYOTDVO1MKNC2s ZSYB Ot Xe9zkr 9Xx+XgN&qOToBvC
###ol AD) YUbUMhME gniv AvdeX7i ynQ7 pf ApU51Y1YyeOn9uOypFO0OO33ubadH 6j 9t Hp
###zzvHR/ si BrZI +G 7QM Dy 6Ti kt cUVEF | hJEZceY] MOonFCGbkZi Jx CpuGe OWPSHN7
###PBj 2aE0F7 Gy MZHNAaWGHNdZATGM-gx MIMLNkXxNbbz FnYZS65RnXI w3Tl Jb2Lwbl

#H##s N2 SQ30 SCou DLXw+CDFX mDWGhONHO 7Ey ZJk PZv N4/ Fs AnQe UCW u+QGy J1 +9Baj H
### meSEM eLYf/ qQ | 5YP5i 1bKVDz DUokhi bVKXt 6XnEXXc| bxi xkOxj nz YsPYsV3Y
###ndUobl Yy maDv RHSF6v 3+JESv RMN9 YhnPFWB9+t a9KmJ1l nFgwhl JoFWVBBLEr k+S
#H##0eZNNr Xu7SAYcq860 FML+MaZz IxWbsEsTORzr vpCSsRe TV24WF0UOg2QNj t dvVBo/

##H#PTFX] S5MLFi 3nWI'VMYe+hEWRDAKSz zNgl Cby z SUHMHowz MNORct QUr W Gdy HI qLkK
###h/ wxGHZLszsf +HcZ/ ¢9eY00aF4HUQ OYMYMFRvuUk2L4LxPR9zI 8V/ zcO+zct Dj ka
###r wxu/ pz4ve5XbbgU 7f WD2v4v1HxalWepVI / N8/ 4+f bdPhf Nx3+NxG3d0as 329f

###f Pt 8sXu/ TcTupcaf | Xj vt 88SvPdbl 3gvj eyLo/ d++6XRe2c M4/ Hhe799nvC93z5T
###+FAxr y+P3/ vt c8Tv/ f ZZ4vd+a8f v5Y3zDAF8v32eAL7f Pl cA32+f NYDvt 88YwPf b
###5wng++2zBPDI9t kC+H7 7TAF8v32WAL 7 f mEA3Xxc YKLZ1/ ubdGQDPaTr / 9Q 51 NV
###09cr Hf nFLp6QLYr IMrTDpYSI n4pLKpDbgt RDIt | MPt \Bs FKv6Po3SD8f T/ t x+nHU
###i oHv7NnPWet vj / QDzPaUf JDZk Xi e7AhDebQ+Tv3hx| QD HO80sS06uHx25aMit r q
###AN3r 9f S70+Pz QVE44+H5T9YXKNDHQV T h2+MB/ SWHDvr 9VgL2Ewox0cJBph4eX7xN
###PaOB7R22TndbJ7sz3/ 6Sf KWhS+oppZt p9f 2r 9BsCl 2n12v1R50YX+H n38Qy8nZq
###cSgvpY3VBQ yOBWAO7EUP/ / U+uXEn7QODBDI8NAS8BonHv 78 U+LBdI hCR2r 1aHGS
###qCC8WAhOX ug4wEHr +KwlGhVQzl M/ Ts7xxf GZAQ KGy PhwS6OKTCdn541 dgNOLOoV
###5WDP6v GOny PU3/ 2h38J ACQ znbar X7RDmGGE35f eN7t u3wd3Yxxyj ragXadj cf +3p
#H##VXr 31 p6YIl x9CU3j et ORSaf 002GCvPzKagC9e30Tv47d7LRh+/ z4O4x YH+7Ff hsNP
###0H QzdoW.VzLzi i 2V9f bSax2Dl VDt El MAUr r Ni D+HLA+GoW-gQOF4J40ul t oN8A
###J099qC j Uas7uhl16r er \W1kvgOn5BLSnt XM29z XWbx0encOr c3R09I CR6dhr / f BT
###\Vgngzwz MDg8Gr Z/ cuvFkFBI | FE8Hr f gj UOzr sDdIbQ JKIGIC+KdpMZ73pAx+l N
###2 AFVW Way OF Xf G&F ezDt 93Bcqt OP4knmvI qVJI BcWLA3r YhR8vNWZRP2s Eqj GBPoU
###hXdZb81lgeVnvaVvgl yz Pf wQBmv VNUOZ5dBLdHZX TOMbs MR2EMh/ +1 Pw40NMDLKQSuUz
#H#QSQ! 9Ht r AJRc|l UJPWGTt cg6gMBDNI F47A79f st t DObunchbCx TKKhKP+p+QBGS9
###A | | DEDx4dwwhpNVKkr KI AnBODFogo8Euyywk2sl 6155Gvy2W qHH Al 3nj / r 8U/ Z
###k+c 1VAuFz FhWws UBBbpPWAJWJI 51 hzPYOat Zmv+EVy Gx2/ 2bkwt hGaNmAB6Nj gRri Q
#H##UUXSb+0t kn6vt 8i sd7hFZr wzt 8i sl sSYWSRf JO Qyi 2WRKk+xi Jj | JI 8] ekul yxpbM
###em t yXSBmsyq2hi t 6WLEN2W | dr t 2WJj ACZQFTI er dA9cReyyi gnZt MLJwlOB3E
###TDUTr AKOi dOP+8EngP502J1G7 XA4C7csHi ZzLbMef MyaM~aNxvct sf dnFpr 3nj Z/

###1gpHYuov/ mP5MLP/ 3wn6k OW ox pf w7x+nf p/ / sz5/ 7y6WLn7j 4r r Vqql/ 3DgS/ 3/

#H#H#X7D+nz4+Y+r HBe5/ Kg2v6i byP7r 1hr e8/ / mL8] 9WLt | XQHvnR2dvM NAPi nvI 6V6
###x Lt 8kZgLcY6+cVqun4nCOy QuhbH | C2P8xf LdJHLdIJHLdIJHLdIHLdJHLdIHPI y5S
###7nr 8+Scj zyN9Mdl 5Bui d3r EzPM z1GN\bzzi 8HaZ751 gGVOE78nFz4p1D+ZN1y AFB
#H##Zf 959uu744QF477Ff ObkX4+kAi || yYCHIi qOKo5ki Ul 15UvKt Bnupi UDHEDUD9BI p
###xgTIdoKPU+HQ dl vVpTr PZFZ6VBD+Q+wul j +Tj G KSwPe/ GhX8/ e23dm O470BL4
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###) JaTgQrkLlI W2xM Jq0z50i uD9pghqn9BL7JOVMYOHA7r s6W EEUV59DLFFWWR7k z
###hhi Uf DpEgng2c5phYDER6WVE] 8a5QQ uTuj zNn5S3AXy5f j ENI YQGggz/ Bx8Y6D
###Tk2H8JYLns PBTA HePsxvk8GYGaDVCBj Az ++k T6 mOD+0e 0BXVLEMXUME CLHQCehY
#H##AAE] Fi vTMZ9/ xZr | HHL2LUKAWNS2QzvI Pz/ yn3i Mbav48y779TI COEGYNgVLKy Zq
###QNp/ Pb34QRQChu6f / L7bcFABI | 3WHLWOSWFhv mvin J Q4sy 88H3GMIMCI | QuBhNoKA
###53PSr WiBNeW2v3BNUV2DTCAj PHCI f D7f nf 2j gbNexGrwz | voJFdxOvyydcTRsi VX
###YsW ci cFDaPBL3BGR3I | F QuZ7DGSaJn6i pvHt VzFMKi 3axCaOkSMs2+clcVz+
#H##PEr +H8Ut Yc X+XHgAh+T/ Rg2VWkP+r aBK6! P/ / dPIl / b5b8v5gBKNKbQDDXzkrEi kR
#H#HXXAXCaCF93nnz Tl | gj EJ68hq9P1751 F2dGAnmo MDXK9dCKOS62BSFOi PGSMQS] O+B
###nAycayB80uOXouzRi P636AewEr Uk9QPAON2Zgk AK5S80Kc 1 TFQTeyl JD8DIUQ7 Dz
###7ul HKNXngQOwWnc W AAUOAEGI f TALMFMFgNUF 1gKI Sc2U9G Gec4X9RSRIbOUBYX8B
###S78k3vnC/ gKSPr aygLD/ KKRPg1l A2F9EOi dNzl xh/ OFIn7QcCw 7b87Roxydf Qyh
###3300xZ+9d+c Xb07kC/ ZREMI+B7b2aKBPvZf agUeVW2Ul i M xaud62nnFUyuSj ftj G
###72pOpbhd5gRkHIMBVOLRYEf OPRB1CoTXvQd6gr nJOOM Hy ZWUEMBFWUIDy mvVgh1v
#H#QUACHX QA yI Q CAFynAGTt zh9y/ Hxm7 OXKOx AX+Qnj +Ai GYK92Kh3h0l Gt zgKQv4F
###ehj KKKN2SGHt 61 RzPacl pj GLDGKaJUw+Fown+gAEgkaBd4gVENNBw FxDr 6zd3B8
###QNFUndy Azj HOTQdEst OHNoFouooWJETX6j r / wFxb53t nOxd7Pzww51bci Xy Ul zPm
###DNzWIX] LBZEWKANQDzf ydXaABcF4xz AYDS3df DbEUt hBOSi / | ni7w8s 4E2 OHZWUEW
###nDRe5Rhu40kk YEM xqg/ JuSFn6og4l BTTUYTYxuM Bl 4Uhxx PWHFWKThwOg7k4R2T
###5y 7Wf GXKUkws el OFVnD2aNHIbAmMAf JJr ovHNvQ Z3ceOl gqj MUNTQWCPM:/ wiyM
###pl WYN3mCl Pi UmJgl Hf y+Sf M 8 TsLA4c2KKoDOt NsRSCK86+aMyeBP5FI DATACE w
###1QYAPKkk DYABDe QYl nAOvNHSCF s AhnTBATkw6vn8F0aj E4f Ypx PAEGXFOxHbi Cat 3
###f LBzl | g+f MTDFyOPg4kceCVr ONYI | W n69N3e63W 2/ HkX818J3XexSYJ4aNAYzU
###cl | MHP3NKSEE] 9AcVo2/ dG P6l kO +3mazw850z858r / RHr 7487z WQE8I P/ XapXk
###/ b8Ho1nK/ 3/ VI f 9GW5/ 1ov/ 5aX98t J+KZI vL+2Xl / bLS/ vnvLR/ e7xnCPD8zbi O
###h1PormVj ZQnDX35zBt vVESW i Fqwl uZ+cccOVwAcl M7cgPK96Ts Hv 8BXWAN2i Uf Ve
##HCOXsW j | nbyCGs9OMUI r f D6cB4b765N57zHZz9f RR1Z9QEZt ceW gaGvbi / sC6Mhas
###1TzWe56BMe S| gXwnBFI wTxdi 5wleDSEki cA0/ hV/ GNr Xj | Qdy3vGDPAfr 1143 |
###8y T Z/ wLbX20k+f +Gudz/ 8pf x/ 96D93/ Gvk7/ f GvbYYnt | sGMH2GBMHgnVFZkC70U
###NpbSx| LaWEobS2| j KMD8n7 SBws YPOz 8f t GAShOevUej Q94 YS+8yr z/ e6nOLj | J
###3hsNxt NJgEKWRI Eu/ hhNcsj ObvNMij h/ | Rxsk2ug6GEHz 0k6xj B1HOXFNAQKhR+I
###DFgqv6hT9cr t UG j 1dMS81 QO6I 6LNt MoaYhd YnXMKpUe9P8doXf VIbRNK VFwEer
#H#h Xdk S4l 2y QHSYTx3r kdMe5g9uJ5MkqOW/29vb1f 8f 4X9PI CWwh4E9wDczkar HSE
###d+2POWOVb e DOhs pbuMARSHQHS59 Tuk Hz aPk phKA9v30CvNCi COkG17BZNvalpn?
###z1 0V2/ kC/ Xa2nj TLEt t Kd7uYi 0Ok ToxHf T61r 1bolu2qWHI8TSbuY®A1t Hxnbe8
###LMI3v 73t Ouumt25r S8O O pdZ8ERc KUXj gONSEX456+2t t w8j Mysj / | RepQt pl oL
### LkgNt ub4j O+rKDdF2c/ 0u7293XTS5ATAULUMBE HL+Whz/ HS7WAHVm+| 28Qqv2CK
###U2CI 1t s3sKt f vDBkr BSWR61u+El i G / 1LTnsLe7uDCEs60w3X9gy| vB40z4ceFEw
###2JRR8A YTI NIl pBg1Jdf O 70NKuDDi 5/ Pf zi Dr vOSl aTRw qg523zCbCvboPQPYJj
###Df 3G b68P+2ModLZnmBen+26DLVLhUUWA+alf cRj 5f qnl 7PFAof / 7DM Rx8u74wn20
###9gh4GCs| BNc Cdf MMTZQJQOC9j | Si BhapuTk61bTVYNNM t GO0Scv Dt W N8Hbs TMVBJ
###dy5nm0l hGd+FApt hgj zj KaPuhsuLVS27eyf OES4FxU39ya5hXgu62j Wi QGBzZJJr
###r vBdek2Hn8I FTj 3wkk/ u5cqcOci At 6CGer B/ KbqO6Xi t WhXGqWI+1Cur NCl YRAA
###k/ y KW.chAPeuj KXWZUOV KRdf hFf 1My2f czXFyOBJFI i Ki M2CNI QBAGDUAI pj nl WV
###FRTRnbQNWOWO5r vUPs Unbk Q7 VKRY() i Y6dhdqVXX1j Y2Kr W3667Vq43i sJCD0a97
###1eo0GvKgvV9eq3j 08r az UKhuNnT vRaKzX6huldzi WVad vFMhcv0DCgygoaZY1RC8J
###9TERM +wei sC 2EEQ ul sl 61X 8r OQKVAHIEJVhpf | t 2q7WNSs Zr EGGgeKOpof kL
#H#H#M MrbMR7BHChKKRI VEwWBYCOwi OS81 A4RRCYYy UMINOCYxmLl8Ci gzdEUe Y8Mz ESRPr
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##H#ORSVALr s gwWZHQYi eTomeZl wir u/ AVUMXHkIJW2C3hTN7i | pOkaUzZv OBTOEEB+W

###H DCr XuBW VG e QCy C81 HkUezMBGBsCWI6LT3GHj At i APYLf DMIEaQ vj KGKI 8f U
###54C7 +FeBc QdDhwBaesNueRSh+f 8Pl | | GYHYW Y6Jy| Tz Cs AAVCAq3Bdy94AggCol

###+HNr TD+H+z Dod/ kwxWDbnf t +i ui A+CLdYHFN7koyhbNl pKXwlcJkr OKuVGob9cZB
###uQaYhb4UXCDvnJ0AZWQFv I X1y sbaxkGbLk51 2dY48G Qrhf PSKNBb8Vr 1Df cVQLJ
###1 n2t wnCVBIMA2w ukxoEXoZk| cf 1vPVIBX5CYKEbzONVEM f Te+Z6gPi 9X/ VErj i L
##H#AAKVI Wl | 3FYGEcMDENZz LhHEY41PYnH kt JG7n20Xwd+/ e5VgVr A2AE33Z3Tr | Zc
#H##F2eysQ-f Go3aZz4Se07ur grmm9AUSgARI YKOc Ggnizxy Ud8i B5SM r 9PJOn4mADI 7h
###hl EzST+j i Sl gex8ql zPpx94Hd95L7zK5ZDOLVr Pageely7z80SMIMAgnpbXyj X0Y
###8k Got PWIQUeHf uA55bVGE3dUPgs66t 2YUgAGecvcalLhDnSs VKsf O6MVEJgyz N1/ hi n
###4R2c dAR3M7 C8hf ndl e6s0TVK3NLI0Sn8XxWE3SvANMBSI 4f uyWpCgJFr xCl ZQ6t i b
###866af HCMJ vOr6eSe9KPXi t chSl dsRy76pOnPl XVp9gLFKuBwWI 3FaCAG331 XuUM

###CcA9+91 bYZq7p4P3FwWSI Qi UakJebBCs CIBGeGe XWBnl 5qC3uoLl GHVBIYyWDTy62s
###Buqgqo981VMXSI| AGKgl UC2t 6J7AaOXnQD+3dGUQYaGPmU006sBcl O yRksv0s2Z
#H#Hk+r JSWIQD T8wnpGeTe7PFGLNbNSqogu8TnDOO3SYT) wl SEGPIhDh5Ej nOGGAMB3F
###eFGHPAr j | JoAl dwGDui | aj r PIqJMDzi bNKcggwOsUt THLWW 2ALInTr | h8z41Pnd
###1 bw2sKOnu6qoc Ah8SN7mXc/ RhEOelkh/ / MyGL6sXJqe5Dkx| 3duoAaPZqK1VGs Ar

###qC91el kt DELOx 2Pyl ZKj FLY YYCQTkoJbr 3mvVUr W Xqt cpnhMepwk32WIAtL y Qgot M
###7zi SHTrmwe0E5RHI 8s R6 SmiXk f HK5qDAE8 Xk F2 Xy NW pVIVRe Jt wgs Ee/ woGhCInWZ
###vBuzbood4TVIcMIxt EOXAZi 6he4EHFeCSqg01JTS] OgnmehH8f j ySg4GVRe9j ZI nD
###YUyp60k6i aZzDluoLDkouRhAr j K7ECBucuzxKnhUl Cgr ELWOHt 4Kxr GuFCEz YWBON
###i 0gQVYzwWWPKccBe 1l YgoOWgt wZxkNgvplnt uumylbR5TNmXwr | 6t Oai vOSATr KbY
###dl pyR3ncf glxXLHubenf +f j 7X4qj 20L4uNd/ w1vFRbYS/ p/ 1t zq8v73r/ L/ rH7/Z
###/ el CF7/ IJmLOL84zb3UN8BXhb5v2WEWAFHONI X4f Bgedni7vOxdXvYuL3uXl 73Ly97n
###Ny 31 q7L9g913rwoTU/ t pl | OnchwdOL507b30j 4BUOS8SNgf hOMYLXx29J51 aTCsi J
###k1FmMUO8I i 54Vo3/ +LueX2nknZ4j ReUCRI ¢/ 5+UL6HV5(XAss2ej sZber 7LGqVNUSC
###c2XeY6H nNhvaB4vOkr wLQet 8aUaygz82hynXQFLnmOoMeAr i 35x6bVnPz6j HGgnB
###c Vi 11FWDPF75k OAWW 68LUuRbSDpwWVEI Bi svIl MLAaSwf vV Ej Opr ZAKf 7u4YJHAOQ
###nIk11szZYKmVuaNuS3X2E51 DOi miVeBznbuKi r dSLuTt YVW N3f zW/o5K54015Z7|

###N5Fs CXFhgZZ0FLSDs 6 PDX1vnP8BrmhUr Q01 1+q0Il 60e++@B10UBi Xy RpAR3R5z62t

###1ldar ] dr aBbGspp6t Hx+nar +zquf Mru/ wKt 0YI el gr Yy8QG7r 1t 6ql 2+Nt wnNMXdt

###B9| DoEdnD1RHAdeqVI r f JGBhgqRV7wi EWBOQABNTSE851 af MJaMza3J9z VK+cf 3f 8a
###vi xht vt IXi i dPovr Y6f pl O9ndAnv] YpyZn+sdpv Tl bai VWl al r FxQ)0Ct M2j M S
#H#H#mOSYm BJOOknWIDI hXwCr KDI Ey CF3TOBTqnOVgDU9DLApFDNVANT Ly 28pGrilDo+0
###D1ot / HQVp2yr | c9OEQMMWFI ZBFFoUb Yt UPh58FOLdcs DEVK+I / 4FXUpl QM 4r HQ
###QIKr cbc AVpngYgUOXAs+LwgsnLnu8ndAi r r 6i wAFdI uOHj 678vy9pR4sj | 2i | kD
##H#5KQVDTWZdH7 e+e MPx 37 Go 3wAp DQUAUSCBWRDAHt 7Bl z1r CeA19/ elj ZW 6W Yngz
###9G WrKCO9HDNL65e2+PE2h4/ dW2P/ z5r ezx3bb9kYbe2vnRhj 7/ +wmizQKuY79BI p
###r k/ gAI15gn7JIVI Ok Sy +HOO6SEO+h4cL7y Tpr Hxz Cogf uSwBSwwH +1YD7+Yj DP
#HHWI6FWXZ83CC2+G DOFNYp2DFcl | | PywXsZxj SRskWEgooi ELCD4ASporr| +1LSpi T
###NbYr eeef TvL1K7He8KQ@smz ZEAMt eVf yE2PVXJqYEpz/ JRi OKT39sHNBy Gyck+PT
###967kIt 4z4+Lk5BUNSSSr q7ZMouYCo4A] TWESWe44UWSr S5dTPf Jdno9npvyZzoj 2
###4ueDgGSc D+1nPhvaD6EnDeEp50J7/ pl GbDOOHDWAphl nQvEf 3easUbVLmaf D58cw
###dNTXy 4t Knx+7gKLSX7noNl SvsKj | 9t POeB70vz7j j V3JJEhghRZf QFwKUc U6sv SX
#H##+W5sivht Lyc+WABHzj 3DsuAnj zT6+/ i duuDRIkaWebTNHNUI G3T+qce2ZngHPnaB
#H#RZW zwWLTgL7i Apf bT1DH EEOwWOo+uKxsr vi OsEkt 8j t zG7975D7WPl awf LKyenmi t

###f MoTLOGBd2kceLcQEr ybt 82n+H3WOXoCRXU 8dv+HcL7vh3c7b8AyP8gn0OvEl RQ
###U O SQhePZl QRAgi Kv+dEGS1kAH8eYSi 35/ yryej Cdt zPUAAshFI 3m zUAXHWeY/
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###zZm 5r VMbYOxzl cQB03ghB+MIEt y GrouKYt 10xZ74s5BVnBf j 1Uzu5zLsSmypDdO
###4AW smd31vAuKBe8nmDhei Ynvgnh51UhvVFuanb+++51i o5+er c50Zyf vbw O0a2NO
###z3pkz1l/ mT1e5U6JLVPI 1VeL9ULPuFnk OvnSf TOL4ADY!l aeNC971AkZ/ y1l Q1OT89
###Enl EZYE/ Fg3HZz89Me| t dNYbQ' t HNxudi vPZv58WsABxuDu75+i om®9uZi i A3Hr x
###pl zDeCWHKI yxyedPr b5G / YA 7Khyl 1gbwPj WesUNT89f V/ | 8W uj cJMhUIB7LP3
###D 7r p2ZTAUbplOVShi uHVE72gKEVDgqOyZLbJU2W wkdqQoLnbl Azt SFDZ3ZYbM
###t HPx7nen4i DzUl SJ+9t t OA2/ genXv1XWe/ Fi uJ2UCKr ni7 POZunr TKN6FAWENAuUV T
###f ez8i SA0JOHHVIOVbTcd1lv4Te86hmHNEM2Zk C48zb90qgDev Okr / STW 3LVqT6VVak
###+0X8FI 3r ATXhE+1ZV6L2] 61E7ausRO2LVEL2NNubTG nGvxBl 20549Vt qPw3
###YNdx QHBSy 6t W/ 70u4PEUB+hc15¢c Ok +f MAE XNWBT x miNf Pv8NLLYdDCyxhcdWe Qs
###6b63AF18Nt r 891 | oc+3Rt Pnt X0ab3z4/ bQYMAHc 3v T/ EgNr TMKD2x RhQ+4swoP6X
###YUDIK2 AAhQHS Ch SoPWOF6!1 +MAVVNQ Gt 1T7Rz +DakKVUYPLr PMYgQ TR1Z7xvqot
###1 5SwkcEdDSnb7yunG6l +F1vqYBAbhs/ q0GEI kQ TPi xr 6PI j ner Bpzfj q@bzKYy7S
###Vr | ApKkEPchZLsoqg/ mv O--a AWQWP3 N2 TMAAVXg! n YQAKEEVBpK9 AoqwROy HI Al Xr
###D+K+hf i POVUKKN8+xn9VdH+n221 x0D8f 1R8n7 GJoz 3t nvFaZcyf 49gxGlTo5enuu
###belLUoxy2nmsc8ar +r sXJHLyej i d+n6BDO4C6c3M r KKx GQLMDy 33+5hCOT(q6i g9a/
###+HP9/ 6+CYRCFz5ME60HA 72z W Xk 36/ 69VWaX/ / 1/ 1/ +8t | POpbgy AZLWADgr / mDAA
###Cg GNQACV + RMXSAUEVEYAVEYAVEYAVEYAVEYAVEYA+FORAGASWI r upW A6CF ki H7C
###Lui mvzl bdFHQOcsRXRI 70Sv(Gi pM GA/ +z1 Qr 1U 7Zf +LI EA/ j 4+9LYH cL+8wuP
###v/ TFA6+b40f nj Tl zcBef hgpl UPUenkbVf f | 05sd5sKMBzI 3xkl zUsEh8h3SdBW 7
###7InJj OHQ BREeHbhWr r j 4BPoj C8CGNcazk2BoKnd8uWBFR4/ Fr GBZ4zl1 i 0l z4FhO
#H##H#gyt gZPSmIrPXDAQmwgk KZXJyt Sr Maxx 7+uhJ P+50CSCZqAQEZIbpnKi Ze AxGE.Y2DC
###i KHpUW KUbj EnNht GFsRXKEG doUst Myk+VXby+cnJcaoQUMVEJZcz Ud0O01 UDPf
###UVKk4eLe VW6 CIZ4ANd+muPdP3K6vdf t B7sNI j ulkasKDi Nk33EVUUT9xD85gFnqTD
###3y PnMovZY7t ZOQBEVJUxI zEPQR6pVT/ RL1NBEas VJVUQDMy TURN] r nK8zRC2ZeB3
##H#c WY NYgl t ONz YCKPRxWBppgz4wnf Rl LIKAeGB/ G 2f JJ70i +YSi 6QP] PBSN aE1l
###) QE9kOskDuvl 2c4vLOH 6ES] GVUPpvOuqcykz AEi 4zaSApM r | mAFog85AobePE
###H z1 9G01zsZl 8WAISMyr TSt nLs50nmunNs4qH86+PuVg6Fj yvygr J51 mlzTwt CB
###SkkLEC8Uzvi ANCYGywOWNebNZe9T2Op3naYoD2FcKYAymaz TzdPdT3JLdLr Vnj t Fi
###A6Q aTt JTBNMY9H63paj Ppf Bc+d21 | ObU534+XKy XW YJt CTwxbRex LE2hwpf nBn
###DXRms 9K1| 6PZcqpZy W 6] QSHZuzs2WiAaYseCSKy Zs4l AYVMHI JaAzOLFbf uQ S
###E] SXR6Rvhr ObAbJeo7aMNEr h5PuYhl/ elkznvci 0+M JzeaTE7CaLZaYEOy+becz
###HAX1T xj xG xpUanl 894CheEqWo C6f S5L1 MIr | 8XRKcOW NAudl CTWNOOcz7Yel 3t W
###hkFGS22s7CbOwmmr v/ n1qj Pq1R60V5t Rr / 5AvXr 2HN9aA2WAovI QLkr PGy Rba9Dc
###BhqgZLdRMFGPdUGI OHKbETJ CQuJESDBPpuht HOZzi | xhESAMBAI G 1+dQW nj i j z
###eJyD+/ Km 0YzZwSC2CaXwbz/ 3Pj f HocguLbawAvFf Or 870r DbaTj f 1cby/ u/ vyr/
###81r 6/ u9r 5HRe3t @ b+gWN3XLn/r | Td3ypu45b+p+egd41t gFWM TLF OZKZAZEW T
###qmadohnl b2w/ Aql UDDupZ90g8czMrkypgvzB2DvGdFKel RBj gJ8gdS8M2I Ywe PUO
###hl 3xGT6Ynppo6bel UkAs7KIk5r +gRNHr A1f bQQ wew7xVO4Pxr L5i TEMLr 6t gFzm+
###U gbYWHU7x61 | 3aXzd 2Rj 4QPnt | 6n7B7s3py6Ck+pyY nj EWMBI ye9q9Ci ayKasR
###TCVUcol ODLADX4cdMQv+c3wi K+G3YXvnkx/ 2/ XY/ 2L2f BALCcBZ2At RMR3YKSEI 3
###6Pv3Cf el 3hj NTGoHr bEf i +r 9URy 3l j j CENBDvHWK 1OZBwWp4v Vi | QDORZFgASWHGR
###t CgXbRgHf 8BKOAMB8UI 81 M LAQTGHl 4gzB31dPgF6Dc Hv c UsQB+wWwwXCGNkwi TGs Hz
#H#HLWIWi VGer 9edf t i YuUMUgW2j HHEF7Kf Ff yt x/ b/ ml cxvFK53nFolny/ 91EPch
###Cf nf c9O3KUWv7/ t 50/ 550BX4QgCV3f O7sr zgUc A2Ebf t OvpDHI r Emy5FKXsNQ LHUJ
###S13CUpewl CV8TVOCghJ +2Pn50AWICDyi t FOK1I f t 2wuvSPy Xi bnUulHci gf j 8Si a
###200B4qt nKQz SKgnmVCezd+cWhk9bJnt 2Dc7yLez311 +DMAY YVMOWRI c9wkJLxUP+e
###QRQBQTz BINOBz DVs CHI/ dMAGSQyqon490Cr 50g5NGPHe pJ My Af QESYWQCqgOZFE
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###24cDf AxybQ SsrwAFO6Bqr 1nt WRcOl vewZTB+1MJ ZEhe Q6VVnpNLXx6zat VaRDo
###EC SS85XXwqZMecz C8aBRy ChxhFOwgj D57/ ebBXuvo+M3r HIQ v76whx+/ w19l N59n
###J8f VAr EK8D8+397uY97gkgPk2LmywyYt sj j Mig5Dz Cf gSkGeQTUD3UBI oHOVWHX0A
###UH ebAl wS4ZVHR9ZBA s7uSC auVEsGvencl P3f wkxcZuHGg/ W YBgy oyaPKObDQ
###FoqnkHOBt sQznEr R/ q7Ksy8o0zX6Hal t bThdR7vNDaBmhsLWFoNsUoDi F84V5j | s4
###k/ u3/ Nn3sDHH+I / SN QrvS04MKCgM_aTp3HQ Dv EB8GIKG Kt Af GUQWFKV/ shsgBY
###HSYr ul | zdYyZOQVaKpy UBQ O | dUKnBp4dpukgsni yPf Pzf r HZNuf | OBKQXTbA
#H##ppl8WVS A3l bs IWAYOKPf YvZHZef LHLZVLMBX8hJQRz2sLZ1Myz v YIbDTKnf r w4

###yw | Ar O+r9gEeBuol 85(BsFOwc M/ Zi X3bL9JEuA3qCEewWW j AxnGH3QYRbUKOXYqC
###) 90F G VAnBrt NSi QA 9Pxv Ui VW Sydwyr UCB7y51 JOVMB7i +Y+wt 3KMrPhDF/ 9H
###pz+3LvCg+xBeCt ej f | f nzW2 YBn3COUQDaKI yCa8QFt 08M qOVyhUvRUJ99T(BI nt

###r JuvVy+buN5sw4JeoaXK3Qr/ 7MLHPf 7Zh4+7) X38f 61Exavr B/ j / Br 7Y8Qr\Wi3eq
#HHAW.X2gP/ X4eMB/ xxy8cMK/ Yet e+uN3b0dF1uv7h3i /9 6wcbuf nVt R7S+560f 1vc8
#H#bL2x Xt vd33Gx9dr hnt f nVbHL3f 2Dw7 Xdf dF69aBy uF49wNb Xdw7 xf 2x9w63t ubs7
#H#2PpEAXD/ | 62764cbey627h3uVHYPL1r Hindoh/ o+t NObVWOmuNPdGsu+Me 1t f 3sf XD
###H oPWL/ f c6t 128 XWs+uNwl36umh9d92r HhxUsPWiyvr O vohQcat 7&2suTT2g0P8
#H#H#X7S+VznE/ 7THLyt pOr bbXwNzZ3qt VD11snyFS9t Z2NNTn2t QNdc7hBk/ | @9z Ya2Hr 1
###0Nut r g/ T2NOgyFs7ovWLdXej t r 5LcN 1Dnr Vf We9cl / +wOYbh/ uVg92GaP1wp3pY
#H##WeVALve9Q yf W5/ BnONsf b924NV3NOTr 9c OKt 1PdwdZ3D+s7624NWL/ bg3g7bgNb
###36/ Wu5uXbQOoMY NOovPn8i | qivb/ 3QCHHqu5Rda7XKr k18FRG51EZNvcV8j On+c
###gnCCpr pAAGE GaDQVLIXy4di | EeD62/ JLTwogDHUS5u3+pKxt 6P4Fi L8O NRyK8QCzM
###f +ULddl KUzakEgkj G 6gQt Mogl EAScEGIqi r pi M e0/ SI Tca9u9f MOOL+f xudbea
###dXNvi | Al SuaE4zr uhp+g3qj bt QgnKf 1t QLQ R50Ski yWL06benKwY+BOZnkuFui

###c5JeKYgbt KbWwi yOCZKI qZy 1QK3uY5anC+dJwl QoHk2Bf 71 XI BoLwunO4DVnDbwM
###8Dnwuuc D5X NRf 6 Qc QPvJERoDwnLej 6bSkHoai 4NUmJkz Ukhc QPnivBI SAZuMB8I GC
###L.cCZdZNLvmkvN3a+8l onl 7uWp/ Q0eTydJ+LmNNbWKTge MHAFUQNh/ AWAZLUS/ LQp
##H#WD OM Dj m RTI UzJf gz8zWYKQcV5n8LaG 2m hSP2er +N x DXowb/ 9TUOMW RL6S
###S1IVWBXMAPOHPTNZI 84bCh8LDsJr ZG t UMeTLUVZHf i 6+ JNaLvAd1s4XsToU4V5
###VcvNF2Bg5nbSi vkEN4ACaNNhs 33Ul VxdKz 1DHAC Bl JE/ 564HGc8Jd4y 6 EwAL Toj

###49T] znUWYLObcCmAe QESP5&2ynl 7H kDQWAf ucpPeLMY gs21H91gL/ 8/ TCMLx uf

###ETNPROCGVs ThdgV8BhYTNqY/ dAl / @ Qzl b+e AwPHI 91 5f VkVh61uj 0 ORuN+sHKH
###aspRALX6/ yYTVh6uU Cs276eDPg82XE2qCNr j 0Y3zi j CCQtvaMkCz0TcUW 01\W\B8
###00 gZul Rf Br 1CUKCNUa+F3aPULeQuuXi 2vl Q 52Nb4MareChYoqRTbhwDoj Bky GZZ
###seh3bnj Nu4F8DKC+QX Fi yKbl zCH2f ZL Qok MS4ODE+DI 3W/qR23hHH2I Q4mmilt Vr T
###CQRv6JUXbACVEUZWIal Jx3+8EqEWr YZFTI AhQuTnxb4D4/ kj AgsVx0BWIxBTZJ2dV
###h2TCAdTaLX8zj XVFn\WhW/ 8KOYI vFy4Eqy QZsMe02nbCy0PY0al KSy GBTwhb/ 71

###D2M cWHA+0AUg312+0BgLRN8/ ynOi f IWAPhxu+L80wWG nLt pui sr Kz+WjGu9KXSu
###RE6MAQEI 3ef n5x7Jbus@7r xy XBooC7f i NS2| kKLFHgxDGKI ¢Bh7Q yPaoJ10PkCyf

###br kVWhof 8UM kBCVnj f BKlyi D271 Ev/ Bl FkQ+t Ot Af MC/ /i X9TvxJ/ XXgXwu6UY8
###f Eq/ r N#JP6NT j nt2UsOn6/ j LpQJug5vi Lr 2aaCud/ 1Z1 | OWRQ Weal | | X43qBG3
#H##wW 3WIEl 3gxvx6qoxgxF8yu2v40e00aaCaCSNC f agl s2xXd3Y8Ccj ouF6/ j LXcPf

###Nf 5c0ZGAG TMydar 9Le+vs Gz 3PA2TMASI Nbwl 0dj 2KAHXr WBWKh Xz Tbyj r 99Spe
#H##vcGNLi y YUuFi YZI xr GHWBQTCpbdTwi 9eoUZPr 61Ssvr FRoUbdenlj 3WkgYWkkQoC
#H#xFunlYE2o0Ja3VgnwikoOz K2vuev YWBXAUM1so4ANOUTWIGOE t k7] W PgT73qlr Fy
###bb3hQdPVt Zq3ho2sN2qwbh G El mvt CKKToj TxFG BSWe4MaHj c1p2nVH7t 6A) | k1J
###Ws G3J0AL YB9qgi kNgKbG30ecFr 450/ Kpf 3t oV3NgwgWHF 4zb 0681 L KOk FcvwwWy uWi
###| pM 30+r Huz4yoqg5UBhkRUMZ 0Api vkc6gPj NI Bhxk6nj ycSnQNi AChC5/ d7GdOn
###FNZEKD7] TBOWkhwl MKSpphEVURRDVQR2Tnhy cf DoOKNG3F6wki W2 Dr SSMUZ1TwGe
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###h0GBKI Tej gl bJr JESAOYBanE4ANDPYgboLl 1L4j JHENoV] Q Ce31 b9Pt | 6eNLt LBZ
#H#ATNZ3c YEdXx Omt+2JIBKybFr i gqTOCS423D8YhXLf HOYBBMor Dz SnPCu9y Ppd CBONf w
###) BgEf Vwt JMkI cd9l Ut zKE4i u3EPWAONTS4SHqY7xQO FH 01Ur xLJoZdr THWAEdFW
###VORSF3/ XEt XX ORf yqEi N6z X4z3pdNVoNuLV60j p2y RUbWMI1qHev St W azyi +ho3
###s16t Jqpj aeqRK1Y9qt dY50f r 3Jj HYW 6uWFXpznSSLI DUa+xj kOpNuo0aCBf NLJq
###7S3RC02KZkgDFf 2Jeusb9A0OF5peDYhi Avl | UgYMz UBMk 7t T1dYb1QO8Pt br SAC5
###2 GUNOWFYS] S7TEo+yxL3Jat BOo77nmbW g+QuvvAb7F5k2gWhk ht gkeky49i SGFLc60
###] st mcAT+F/ | DOSXSJ3X4p9u47X6E30zf pr EqQRpe1QDKGk3gOn2ho+J1 nBX1i Fkl M
###j vGO CThFPr D61 YI gxN9TAcsdRPXEA7SKxJMvr zr GBI | VHyWsI TZr R1qZj skpCPg
###AUdN7j TvSB5bcvxvcoNwmDst 9EdXuR/ zpdPi j 8Dt SY4bl a5A9QKhhgETzBf dsbq/

###La9pr 8N2aN3DI LhZ2A9¢gj s QRd4NPYQx 1G 8qQTwMpeEDhcy UCBULTxI 2plnFvUqF
###G vdEV6+SPYf DpCALUQX 3l yDFE/ KhE7Akgl USeCKOADN448/ i nOxZJ+t 73Txd7r 4
#H##O7TU4R] XCt | ogWCCCO0KI dDZ4H FoRH3NP8Hz AJHNRANZKENngnX/ sAl 4SZz+MJI9Q0
###95XANLr FFcf 7CnGhQVB Si 8sJZgzEEQco9ykcQRt USdzr wy 7D720P1 LKASMYCMOLK
###] xpZaBVSSMGTepPDDRoMRhFx | dMYi 5AuRgq1VDsWHsny Ev4XPI i 5SULVYj Ts0+WB
#H##UOVPAKoe 7RKYNTZBp/ JoGpCGgAy C+9aNuv CLbks G t uQFDFk ACs KORG7 Br OZ(Q2KT2
###hJQTdq71 5QVBvdNdj 9i mAykxAu+Sp7z AUSF+SVMFEFEV+| UYpES 7wt DTVzaCoXJe
###ARRVGAQ9Y gL TPHQV1AhHT2xsc3m sG uny F&ZQWHk BuB3HFgY3AYC10yRzvj 824
###t 1054h/ Fi H vOI j LuHgw4l CORf CIOWN 04 EFMHX pKOYHOX M yLW f 800LuqYGz OQZ
###10CRRFpZZLJ| uJpYj SD20YE8QI K2Qut Vak NGhMAc RBTeFck NALQUQQG Ht Nul Lbd
###8i SnPs4Tgl 91 / At | 2wJQYbLELcqgs2Q@ gycChzZxDzBy3hQyNpOMVnf 8LI FyA1RB
###cNVoi | RBSYYOr QQwoFdRWGRh1L+Xcvso04gCTzgl k+hl 2ve Ay GABGUUdSVNOPg 7
###1Lb98VhVoj A+9f AGOVF mmIhE8VAN3DXy3Dr / K1f xqVZapqzLUQ 0aqGApLFpURWGE2
###goy LMKkl 8V2MChqQT6r gCbhSgyonRr Bdy9Bhal 6 PAW9CLMEBWN+G/F3j 7wxKr al o
###goi +UUdt xi nL7WLz4vBzcl gDdWOBQX2pK5C+qGBWIFTSI PxPsv45PnDl | s/ Fn4K0
###FDVF XI yPBnBonq048LI DyPSS30/ CST9ovt yZqa8UsX4D9B/ 6/ ebLo4ODA+ci AnLo
###ywN36Bx py OHEHTgKRLVP0z 61 Tl Dr ol z1xDPreZo1l/ j b2r 4K4+bLeWC+X6+t VUWYW
#H##Ck6UM 9n2uev9y DbNYHIbCC3aLq9J(21bUJI W r hui zvuwn9l LSaYCxNI Rr 3TQp
###Br eTE h3P37WLOEXTGr3VdS6KapUPZ31 FPpJ 3f r c CKWBUGy 3bor wDPaf f bt D+l r D
#H##NHUVMOT+6 FLg4a5qBSuSUGCs nDSVu0adCppoNGXOaBJI z o4 ADW 0x ZKQc ADI 3Ba3q
###9gt CglLgot 6Br +V8l aWef JoRRTad4aU7 M-REBhqi 47Cunf 0YQol +g2k MWWl ay kG

###20KAWKhI uMWGELGhZgApubVUXul dRI 5gny 7naQaowsFPp3mrRCRWRg Y+FBQf | MRX
###f ggvP/ x22YS/ ZRe/ Ff kJf CnKz/ CLr vumyUVppt HuuYQ' eor xvTUGK YaYcDSBs Vg X
###dgX4UNJ | 3Q+@i Ue9Jnbr puGdLel at HPb5svl DFWI1TnoCd06'Yo3 G FUGCX HEWK G
###ACOWS 93RBPs I X77EQIt 91 VXJZzRi r 9TzB4r B5zGANd5M st NLGEdTIPoW 2CEAM S
###/ QGo5UsOf | b6k Qtb+EWIqj TFbFSc9Omixt y2EALVLVPgcWix TBnkgAv DCNwlUgl BUC
### L8CAUB45yHAVIvycewn8ef ZI v/ BxQf KBKACM FCmR010Pj 3HT5E/ TSRV16yV84hb
#H#HEA] vVEJi CleW MX9cChKh8zshM Kf 5BVL43VS1G51hRWOMNumHEN RILmML68gZde
###PVD29EG6T | c3TaSPvLg/ BMpy TS6Z0nNXpVgl bSCQ7vKy meQYG xuVgV4APL QUMK Xx
###Ec AMY8PkaLOYI BwBt Fr 3y P4Dk Uf KMCQQ+Ki 8bgMHB4J QdOr W GSMCAl J28KgC31m
###v] AUaUFlammC9r CKAGs HbOx5gwYut Dr D5hpNJQz BknD1G3l pj OF 8r u0JWBMrKuBo
###Vt KKBLQOV1I1AUIRC al i 7QdVbVei i Fnmbs APk SVHYQt oAl J5p0ghc TZPNFO2v Cr kb
#H#+6PRNDIMM Sj JF7ULmrzf KYvIG&ZCvC3Qdj vLI s5nb2t kDs4nR2wsyyW.zZkpST
###pl kelr uB/ bR5Uyzmtf RpTUFOQ yn4x6t JGcvQIpDMVbht HBa9WhvDk09hf N5I E78D
###Rr | NXDJj pDyg6i aN | al 09DPVI aUZ6sqBOACARJEYt t GBkdSnt | /j 66di 21 TA Nn
##H#gNP2ES8HW gL/ Zj PRt uOnCj RMECNSn¥ | LoVadLXV6+f 5/ 1 t nBqcf W eXRf oDRI ¢5
###ENInWpauFMsr Fx08r / H5i 3f r hBoPdJ FTGQAVWAMNAd H+c Rngv 10 A2 Ey QvBnQv HE M
###Bl j OFzl xPOgEZPYgr Q61 woC6f +WYnYsbKqj NI gl zzj okl qEr +EL7WAVJEqQNQuUS9L

Valin, et al. St andards Track [ Page 175]



RFC 6716 Interactive Audi o Codec Sept enber 2012

###k SNKOhMBY 2SR3AqJKNOj f YJdUI zz/ x0L+v/ 1gOB9PSB4COwDBf DXOsLt KP7gnMB/ ¢
###FA j 4t C7vAR KOxuj pnMh+Xm+Dugf / 9bsOU DoQKShQebnR1s0/ VTv5VxVWkauV
###7T1ekvvf xJl 4cpFhbj Cf 1r 2War 7e@ W baHOCO W / gpVH7VCqg4 XDc ChNxNnf Ay FG
###VYy XEza0281vNVuj KIpZHCROX Vr j | ubWLnt vuut UnCui cKUzwWBYAFM j KP3Nh/ DGC
#H#H#WAFs GCI9JLxgJINCYUXOKZnj Phhmuu+Yl EAOxgpxgBGLUvgJdi 1L4i Yt j PbvoZzyl D
###gW50TVYDHO+kbdOMRr WOW Tt | 35f nDKNB8Roabs9qcx| x801 DSWJEnvnl g/ H2I Q6
#H#YZgmuw? AM+| 3nt GYzRysJA2dzpMW khQOci TDRIHOTr (B5Tc YDOWA]j k YWUuY+RN
###n/ NRMOhMA7nFz U3BI | DVuukXbyJJt kz0Or GhOpFNOv NUKFWIBj CMVe81 DTOUChOIYG
###aX8VcgDB6t t InYYh&ZeA+Vt R/ f § t kEL1t QQeOnA8apCkdoXaEq2hur h48r YQYt QJ
###uhwld 4ckJOOUWhAOt MhEc8FvokWMB7i 25Me21 qB9hCMIYQAgcenilj ¢/ BuwBeyf MXL
###Pt 2cxyqlFXknDkt zN2SmAl bvf kuZl g8Fd/ 0b45x0kkrt 5sz9nL2j CSEVQOeFr Z1q
###7VVj t 6p6l yY7Tzhl L8pl 9UohnYIl 2hHi / 2Yj nCGVDa4r cvl f SPI FSWBCCdooos9ns
###0Ad845t Avh/ n4J5JkRdgLC8y UA7v00YYWEDKdOxt okaBl HDD2PnmRgt 90z P3xAat 5
###x CBXBHSRqMI/ WAUJf 5vQT442sKVhxwdbl ccws88HP+9vBT9v Dvy swhkHGT1gi nVA
###M j 670ZN Yt NxXpKANSTTKWFOmIehzyU 6U NAVr d2Ngvb8qTl f / Vit Sf Z418Was
###Sf VRa1L9q9ak9r dak9r zr El 1xpr UHr Unt Zxk G OX5DGW PM GHAJ D67 YUS5aMQgMVA
#H#H#VWOG50VaGHb 1y UnOBWAL A TQKOGhJI Xl 7byypL6ZuxOL/ NWHvnm233Ui UBHOQg5bMrg
###RDMRx9r bez SGsv0gj h3SSKaW!| pRaeh8WRHnbt 5s MROWgr i Oat Gk2alhWAEj cC7D
#H##si cQk6r ZCPnbi ZC/ CYTEcol zYh7kN3I KF9cJQ@ t pci t 26xnt z+nhM6H8s MP1i 8Yb
###E 8z kMR 3kVTFpC295t | V4a2YGgYf | i Nf EEpPQb/ KTBFCTf KVaVXj ebFae5j asW
###Bd+T8f Y12X6PgPnMADW | nhU6k4t HeZ1JoU12gTILt Wij | pOr Ej r KXWZVPs Gr bHd
###r a2\W0Oz/ LB3euYnf d872D0/ aCzdupOl RA+Ry Dd5xf 70z 9y N+BUr zZy 8FaYVdF7525
#H#H#ROQVA71 ENx6BZ2qgppucPt gl DVt ACBvqVGLr czNkBLNgZMoDPLOzdg7nmRMLoXcl u
###ImgxCcnglHr f y4i J+Dt 7T2do62cr 020geJ1r Al ZAeLo99F4pGYW X KXvW cqGgOP
###gr r NdadSVBoqTZ009dkQabnZar LZ6gLNVuc1WIs2WLu02dqMzt GLwp/ 2J2z997u6
###2HEewsj E7 YMKVZHEVANXZy Cqrgwf EKXv YNQAG+n8CanBCSScvf 5Sx WDo EMRs Pw U
###JGVshZozkZl i RQJvj t j yKCSchYVaWscdi NI i HEoD2wAu+c00r nkdR3bl 6uzKt VdC
###zTazci 228t PRSI kl woHRo/ sUNCh1QubyPQs6DI M 7mv1/ 8z6CDI XDDATM / 3g4
###/ 8daba2Sj P+5vVq8v43/ +Vf E/ g+n4n5nh00ed | waVegyf ucyf ucyf ucyf ucyf ucy
###f uezxe9cLVAsnt 50MAAKwWgl v6ZgYj / AuDy 18xnl/ gqSt r DbbaDwIB+G +NTAj HUG
###pi f y15P7c Sl 1lyBZGBFy53j aesOng9czl M JzvhFO7y CUCT6r 9UP+xbeQ MNnPHVY
###bl SNRBMEMNV 2UCBLWDHs 0Ot wiRi nEkI FI QpZg7Yl AMZRad dDOD7i r | 3GLphxdMe
###e YOFFCUr HCChpYQOQ | QReuCXQA7ZAC600aBwWNKkj dHTi nof qwivir GoOhpWr nf 4WhY
###3] k9Py| PogDDDr At ABWXOxZEQ+eq03Fyt ZW/'Pl 1J5DEVZBz9i cy5DEl +0QF +HZ8G
###ncHok80y Fat 8f YoXFI 2Anl Li c1li ReBJ0sF9t UsCGoKSUbl eT8U@7Hb7eEj JvuTh
#HH#TZES/! Zj i gr GbYXdEpgbSOhVNuWhJ AMBnBKU7 sbpEAB74UT+EgwnngeaSq9KEebLA
###j 4zoDr 2r DFPJ69BcOVD4BnJAB2nFKr SSFATNOr j Xnt bQZi 7Xaue3cy0/ nyf 7B3RI
###6t 8TussVPdhr nRydHk GZUkvkb6VoUx SKFI6Uqf Z3Zf qyRV84T+QesHpk20veWej w
###H#r TOKCU2k| Sr 5x Mo Tk 6x VB2 PWWWFk FRDAAZ LI 1Br yH7f Yt t wll u+YAYl NEbwNRmY
###K68i sNEu7j | g052¢c77WAGUKOULt W j vbGPBy 6L T2D3bf vUZWI8cNor hx@N/ t e+l
###NMFQROT +1c DXBXKt 3XBy Dph7FI BUNgCPON+3WnJj Ui qOTgqsdROowmtKvt e51 z\WE/
###BAaQdKp2s7nv4HkIKpj OKmi NSMU/ Wou6d/ x/ K7SShj 75PAct OLmy GEOL095/ G QN
###uB2c4mmZuj hq7Z/ Di b5r wu9l Nx 73wz YRuKzuqr P6a/ \BXxRqY3bVar 0/ f 7TbWABTQ7
#H#+0 XLAWOH/TCvni d7Lzf bpJl 2Hq1UVUDF1nd0eTxt nbU045MBeA2z1 q7Rxf 5VCOxX
###khY6XAPut Tr 9f 4kBOTSi 4zenr 5NdHz +i b1g8Rwegr 0ZAWGQ hqt eD6qLSYq125r V
###hkRaGAKFYr e07sj U2+8ASed4KJIT7di nU6aad7x7y6ryLO7p6f meRGRDQU+zbGF QoP
###79Ybeek2Q B/ o4wxyi sf 2Hz pW 9EBHYWSX JWRFKhvNe1z30J 3wnPYElI QUQPXTZI r
###DseHkBQLUt bQIeSKgxdi vxFI sexwPqHy MoMKW/YO0Yi 7H 1z9zw2l F61eb/ J8OWDmM
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###639ga9Val 63/ qS71P3+0Q ntRIc+IJHI04uy NgZCKOKSFI w Li UXogk USnmRh6YFy +e
###Ux OUVATIXF RAt hLI KXyhFkhgXnQvBqdogr JH3mhNOHMVKt AGOUUNOCMD Qs +gEH) e
###kj LoJf LaT9UGIVVBONaTI EGZm Ac2FNOQRKoBf Q01RBt h4l WanSJi i hBsLI KI 9X
###BGVggRDe] 9UDZSuBe G6PUAPN1AHRsi 20BXp@BQSNz VECs SqBzxG nxgUAhTSNI u
###b7TEOf Z97Px4dH5ePj y8I1 | 3ANQ 47YD32HXgf woNV8OAE2RI OMp8Khvgl t yr GAc
###Px69NRLHOPI LRj 4ZNs| O65RxUqy/ LNSS3Fnr aj qZk TnmdVQOmyl nQD7t 3LRQIdOZ
###1wqDFYQGTPYCc OrSHC7ck31h+2WH CFCr yJgCXORNY51 4Ywok Cl mlogUdy| 0SryC
#H##Nvgc5QXTr UbChf 6nll1LaCB3EYt 2f aYQP5dq9/ r 2Xy+ZQFDQ74zs4+YBFnty41CKb
#H#HCBETUWAONhB6dKNShb VDWNWwWit Q yr ZZRLBnPenc6r N8h8xz YWMWN H1Jj hKzkCk SR
###y S07j | Ai 1BK7B2S00nmoHVO6 TPn7 KGEC5s FnZDLAONONhFi W br CUKEz 11 k5YGAW2
###) beee A2v1IHMYCUZvNZS3x Chj +CQbt sSNDO4bet weZv2gTr 9xf Zgzr Z1C+wk/ J2BA2f

### 3CWE99K| pvf 5Mrh9SakN3Zt z67unf UQuwEv3cJe6+TdsZMDVs| p8MRLTgFmapbB
###i RebESWYnA25HRF/ gQF Jo7dx87+/ sWhnHqdeF8saj wwn8gHZMy BNrm2PggX++gJ
###+ygDE/ +9t xZh8N6/ Jwr zUVD7 X4nCsz AVl qoEvzz8VU3j ZNyJ/ Enn+kPj 0sB3M OB
###1/ Kgdzn1lWZVPGIcR7vxr 4/ t MHAMVB7r 0e85CGsguK1inJIx65bKEPX4YXApMi1l U
#H#H#XRA2ZWFPI Pbrl f Zk6aooXc XSWef VWu88vKpMy20CAW Qmlj y Y71 1B+huKOHnr kH
###UBVSh XSz NAONN+OL| 2zcGk5t 0XoSt i sSWIPhJBI j oRZgqOgvi8n0KM V7EDOp G662
###f | Hw FAVB1V1H Gzu030 CeuFxK+FglAr oSh6RghXSNOy maNKFW mt FleX4nlYxe
###i r N6eQITDsaTW52q9AEPY GGg99yhgvbewt f 4f QrP/ 3al h+dHUs Ph4al h8PDUsP5Ya
###S| XS2¢7+0f vWKSOVWIEG 3/ N5Gnr / yupJNEr gps Y900W2aOvzIl PNRcj gbl pav9Tv
###z Kr BOKWUTC6xcl LQF ZB7YHD55RTVbel cm | 09Kapi gl | i GK7THR693z/ 6WCgan5T
###PxL7JeuhR09f JEhI ng5eZgi Hdl EvRYI T7SLx0z SgZHShmDi TL+MieLDA yhYNvR
###bHr Z+WHn+L D15t AYS8EqQUnOGCIN+eWst MQBf 31/ OOneCds5xNxRGpoLO01NS50pvN
###| KCengJPp2g0n0HZPD14nkj ZLB9I g6j cnN8oEeHne !l YSBFK44ZbLwoFvFuv4v5go
###l pakcCFS+PuLh3nDmrRsbOnEnoul | f/ 3UbEH RhzdvW wp3W/ 1Ki Py7/ 8f hPI f/ U
###TA 10pt yudXLh7T2TCuy pNHZBDOOHN7 7pf v2Qkp+LHPVKkxycTQnv21kvPf | 6¢cpsg
###dMBwWb VBprs hKkKenl aJ9uy Aeyl NFPK6Kx1X7cU08r uFj U8J3pj BQZwoy Puy SqZPP
###5FAl Ht RNdt QRW HxOM 6 WML6WWMOHUKke DM VIFp/ NYXUdi Ji zEh2] BLM | PJbXkVi M
###Vbz Cl pWjs| KVKI UXgl STI WwUgWzXmgl | W 8b2gXc 7QLbmMd Y36+ZZ27t P3Wi1s
###z K51 U+ MKHMUGW6z D4 X1t Ixf wAPM hHaNUKz EOs b YBNOqHVUL QN2 Xr r 34RRNvV(gn
#H##V237gLXUBvahk9Vv20OLvt ULadbr zBAO/ UcSui vTDd30ZoL8waa4PHW43F4nmyunm
###1 t | ccsHFj t KAKA +0hgl UHXWsf RgXXf hVW/ PXj] U/ e SVWWBQWKr T172WY1Lj i dcvab
###Ht Wevmb+9bq5ghTLXr T173f zUugnV8EoGKEpGR+NLSj a7PJJ9qnyy X/ dTXkHz Htr

###4m0t oOUUFIVOLZKr +VzZNVi 7A4e0/ gcf aexOTsPYnL2VuyOQUs2Z1E2pzybz Sk/ gclx
###Zr Mbx SW83xszhwup/ wuLqc8nmB0p/ puz CdJUPDM2pGCCOGChSMLI Quj 4FOLssYa
###DBEe +QnOx4wh2TOCe PBAFEf MMOKWeMBO5Pb9DH] M/HNBYXswOl MCOxs2CaKp Y3VRA
###i pQye+CGdwrnr zHKDpJl oY8r DAJ/ WR2gKvJ9eqYzPk5xc84gl 093/ ¢S3/ +j nl j /

###v4Yv S864MCgB3+aMS04MR5 7k J/ TONdP8J08DA2EORBXMISI r aO8Js4f x DLOHQK/ w
###Gs Xf DHTr mapelbeNLGh0zM 3mak8j rir 7+mJAxyMuct Fj i f 5ShUcr Ws00MDi j Oywa
#H##t1 1 qe9j j N H ap4C87Xt n7JYCGhms| QaweCsr Kyl 4vcgi 74wxW/bBGeCf Jv4pusec
#H##27UC34dp9l nF3i UP4pt ei 2dDoQBF5] sDMAFEA] cFW Y2JRpx PQc nNR7dBhH5] wHP
###or 941 | dr KDl BDvxwi E5xgH70bCZy Rl kXuCL/ 3ND5hz O2 CDWWNNHJI pV4Yc Qydhd4J
###bTpWhol EKYOLVWeWKmENoVhx Vimuf r W4BcbbVa9SqTh/ / OGol LVWLz8uWN+cbWeY
#H##T/ W 4x] ubu+ADc ORMKhFgUI 1J74Jx8L 1zl Hpt syBDI3VJi ZLEAQz YWZhDf Wopud8
###9x10+03TqUl / cnsy9bwdz9GxgS5i MLQ2ZMMZSYLQpFp2mIN6QF DAMUQUj 1gnBr zwLR
###NOeH RIQ LOghZhcl qDFr OgEr EOgb7Zt hYDNAdH7g/ 3W2zci 4KVhB2EVQIRC W00
###ep/ 8Pmai uEb8gWNXXZbA7ukEd2MrJzsugnS5f / Rz1cud/ 3AM/6l Ky V3Ll 2gw8nJE
###QXxu10zhu6Mo5SKEf h83qi | t z6xt e0l6t r 2+sbVS96nqt 4TVqlep61\VWwT94Bc Qyw2
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###5559W hOVr EDkJsKTnL41ui 5mh6oDl 66Whj h4P/ 05Dzq+Jj 7E72j hkEni GPKJi Oy
###1 cZj v6MzcnKf | CoaPf Cx+gVl AaQ pnj hl PSaPK7CgykmEWLD8z c UBSe AHXC/ 4j g7
###MeVeKnHLl x VAORcFOj UWP+by1Dxsj eRRSyul 38k XTKOPRIESYVcB+yuJw7+Axy Z+
###n3VBY+pRSRf TR3vzIN3xscg9l i 6r gwHGg!l ABNkORUoM TyRqg5/ ms5yHKz S9Pbt yZ
###YmBN6s KSguMI LbbdXi GPPoCt wOMMCEI hVo2hy FDAGs Og 7 AXKI G2gPoBQFLhTZ7up
###a9t U Dt P9g2Fj f OvG HaMIP+YLdwnhoTMb8i Pp91Y7BvsF90sYDF7hJWsZoCVv2
###vyoad/ wrbhh3ZVWUs Akgj pBSzgr | 5LNJo6l ngdawRvr aXnd6Hf YQdhXr j SSLM yt

###LV3sPkcbWYCP1gy4H IXGamLf AFr 51 HFf g3XYz Xf FgBAdNzw/ 7BnnB+ay s nRof

###U6(Bj Ydi FyQ.5gt EKK3xpgi / JvPpwi ZQZdoo+3zC6X+j +R4i AVhL7Lb8j HXNAor G
###Ndi 1) KPmaYyt i qdNR30wYt j PBI sukgKIl XD1uj wrBv YAZI 83kcys| Mai S45bcknivA
###Q2n81DOYZdgQR/ 0l macLsT/ VULRFimgQCi +f RAETI sxSPR8i yCTqlQf UM-CTi b
###Kr i 3PeJsO0t 7pXUnmASBN3wx U4Bawt r WWMUEY ui | 50zt X1Dg3kEOI j t 5PeK1RLTsuO
#H##t WoUMQt j nl zI TvPj r 4voZCbhqct PvCAC2WUHpc QTYPLNAQAFI | FOz GUK 7] r WHAWA
###90Fk5/ 3hzh5G.bj ULOPIKYCnZAlj WAvj v+zKnSZ3uyZpFeef RoVXj t QGGLHaPScH
#H#H#EOKK2i Nz8JdHw K4j 5wi+st j gCnhl x50X6r Ows 5u0Cl HHKpMI GOBXSXHYf By 8uRR
#H#H#WAVNSr C7D3r / gt i GchuMBT7NPaMyKq5ETqGpz 67 Ne UXDRFH ¢ BNk TKAMBRdEF5Txu
###V] ZTYt pYAFVQ g9e4f hS9T1l v1SJ2I xGBKHT1F8vClpUQIbnl bSNHHz TI NJBRvNI

###2bX YAH wOWj OpTLCeDj | gy/ aZobkeOl 7SbDsj Fi SzgSxf Wbl gXSRAOXqgf Vt x A+
###j aaUvz +hoARFeAl HPi | uOODSKkg4DnsLsvRKy GYChk43UHt i zuYYbt vdl zN6Lj 6
###NDOr Z3RQ | KZWIrzeZxOLZYLqz/ bxET4v5bQIp6abme Co5qaaCzZo51 y SURDF/ FJ6
###+QC5NEst HYKTL7LJII aRWBr GaR6v ik 60FKJ UkVGKB6NYdMzaJ Sv 7+YSaMel FE2hbl J

###1EPOSekakt RIRUh44g6zdnCKNC 3y C9r f S5dSpEl ZUj / bFOgpluvf +nJTI LO+UMK
##H#HBEIWIb5WDz +| xHt z] Sej AbPl AJkf vxHz6ut eYn4j OWe5y7j P/ 5V+T/ WOgEgKWB]

#HHKTOYA7WK | K+j 4GoU3Tsn/ h1nBp4R8REK/ sLx7PD+JhFakr Shi XYcyhl Sgl r/ SUE

#HAEVOXr vFr Onr x8j Mzj 0qHOcf ThLKp4cOKRe4C6JdpNxy9EBKKI /11T vl 1T vITIvl]

###1 v 11 vl | ni M i W837x9d94SW YT Xnwr go7bT18k E49WKQ XK kW AX96¢cx/ nsB
#H#IXMrzH 5911 nFcwOA8r gDr YVA00e8ec5x TAZI GnCuz RJU7Pr qJECHF+09hZo3Mpz

###/ GDzol Yi § t yB5oLoMMVZpHHA7M DkU0O1WhHeQIPi i yi AYF PpgkOpyAl f xEGg44E/

#H#H#WHDVEW MQwx OUgl 5SHUOXLNa5A8Jr s1 hmwwwHv W 0qg+y OnAMIRAQGt sniv AGBt 1
###Br | | R cF+k5skeBnDswx EouCuWjQquJ SFOOP7hHLLoumnmwy UMAT HO ACgx Al C9J

#H#QKSAQLNE HCBSQBD3Hgs BYu5094 Pk dMUTMV1K4Be Sy pEqec GRGZf ycFp2YKi Yl oaD
###m t c2R2JUL0i j A e4bPl VACHr gETt j xChi C4A9axf 69zuOCYSsxC3M Zf 5xCt ck9
###11 Aht i nDzT1n1vS7c4GAGXMEX8X092guaDAWDAZEFX 7hZl b2RXmYeAZ6 Bhc DxW
###) SQKI | ewAekMgXMLEM F2Zt f gRICh50M0KI 2Cuz CRHOI f hcGF sVhj O6h659GAXK
###CC+c/ xz7sOzOYeyc+4Mk5d+IcEFybCBEY9x 04l cf / pVXhQ RWSI / ZTi xhdzhNvh
###8r kxhqi 990of DoJ9nf ohDAg8Jr 7Pkl 7Hf uQF+LBdg7i BOO77pNGr Av9VdT3cbRBHg
###Ki dr hznwv207F/ boLg3ZNvFcw 0SxbEZcUG3g8sD6ME01yUo47GRRaj t VS8YOnoL
###q7WiDcO G DI5] 0aSPy9QOPKCLTZ56 VAXLHWS A2nmBunwr KHTkx4GPcavs1d5d Ny
###ECr 6g009sNKMUy LLUdsoOgVEW Vszl vUyi UBhC95] ogMAoE8+/ xB0Ji ti 3n2M.c6
###AKk/ osr P6YbgKVI vzmZv QOmOWIANNWYMKYDoUYOLv 1 TYUhwj t gl 4/ / H5CyVCuAaYA
###Soy k DOx 61 PGW WGEASK De Vpx PwHdv Hv 0Dy Unkwl Kxk5QbgegSdl DGQCVvhg4 Y7 OZK8
###20G1Zck6f zzOt EpWFC40be OBIKx X+W z OOVE2VSE0zvnVNr 59 Of XAPKYzIl WhCx

#H##tkxZd7uSnej yAdCRyxgc Sn+PRTpj OxskXYBFAhhat Fi LLAZOFt yBcgbpTWhAMQy6N
#H#HHH +HxHpgx 1L7PHpVEMOMPN7d4J1 0c C3uuP4ERhTBYaEh8I 5YHf h1Nj eEW F1f L
###T7kqFzZN3Uz 7Tk4HEQVLE sO7kdwgnN5I | vgkoZCOwi MIt 10BYHX64X) M scpAkhJdvol r

#H#H#mMVO Ry Ni CDhZmdW3E Q& N5Tu7GSI NOKobPy JLV] Ge2GoBBYAhsnt d++HAB96ZZk MH
###di TONdC+4EGsmsa5KWIL47DUCALmMVFFAPAJY AcbXrj / xcbxCleBgl ysy49s9J07r

###h0ASc Omyi kDI vMX4h6sl Z8P8TsgGGs Ox6291Rf u/ dl RU/ 80y B3AXEf Hpe3Tc8B

Valin, et al. St andards Track [ Page 178]



RFC 6716 Interactive Audi o Codec Sept enber 2012

###dZCx6BGB4Cpy EW W/s85yi | 4TYt Oao/ RUBRj Hog YMrOAPKk10JntLhV9qgYLXxccX4R
###h7yRr E93/ DI 1nbf ANVGHQYPAAUR+3j 0j bCOMTNI QZt 9TCQYGM81I OXVODCPwWUI

###TRAxb8G005] GeELKkUC+py SYcC4J1Pzr BnbwDOj 7i n34TB8I uEl pRoQNNNAi uR7f O
###BFAr FgpGk T1MCx GSmOWrR7eoFKxkqA+r Ou7PpMezZI LFFu3w+ZWRCUAAs Sz M7 Khk b
###nl ROQS8YFx34d4l | +RqUSgzBbZThoaRYTnbl qOf pHvxhPr FI ESucRYi / xZb9C7eu
###/ bPcyH 1RnYes5Pn72HTgPl 5N JPULONOAEMYp3khghPA2Bc44f 3M2Z2BebGeSvr

###KkKQAEQ WbOOUnRHVRMA313440Qunkhol P1laN j MOnt RskDzdQ+BpTAnO76W DEi 7VJ
#H#FHYDK | WK4uxkzeUEI Wk3uRXxopDAKOc ShSyNOzx Ry FZNs Rj OQuvBf f 61 0ZCYkkwbL
###T5QIJAp+dXnl BvGszZr WoxW I v1PEAhKhwnBSA3uSWW FFj 07t 8PnkMekhNI yOPG
###HPTI FuAyr HGF3SU7yWOdnENnSi KIb+gRRBO4FFLH MAT1l ZcAb7EVI 4Kj oBOf Vp6
###AH LqnBt BN\WBPmMvuTURf cd7Rme6LwO+QyF+Q 09Jk/ j LnV M Vyzn6Y06y HPZ\WZ48
#H#H#HASAATXLLIRRt 1vj Usl i / Sgi OKLnEnPTci xFk7] zFpWaga+l AQOAzt sKi | CowsEt U
#H##+Q RRbDsWHA&22z 4Df x 6 DPV+CNw wTdl MkCSBIhPkz MYi 53GWKPMoVsj JYoYeBb4k
###N6Rg+DA3l HG +l | f oyr XEQUOFsf 2P9X+b9CLhl cAVvWY/ nv@Q q9Sr 1TdVP7nanVp
###/ | dX2f +5af u/ i 3AAovS9swuOHhi 6EI h6dD/ X9C/ DVDDb/ | 9s+Zb2dkt 7u6Wd3dLe
###bm vt 7S3eyZ70+cbkVk4151 sTdD6I f / i WoFx2DEf Ozk X3yi 70y A+x MRzwuMBZM_9
###A4UQCZS8Ar L9+F7KLat Sf 8oWbBdK+i GIB1VZBpgc6NLF6Y+di ZA9bOnME DBXuv8
###15PW.qwoqr bX86KZy W i 950NCes VbWGEF+000UAl ai GMTE+3uvdk/ EA3nMHABNZ wWQ
###Cvn4f t Ae9Zkbzxr Ryc57Ur bn3HdbWBYo82UXnBoVk2NnuDZZU@wbPBl y8B3s475
###CK6K8i gi WIMUO6MQOdTzHA40Ab XMWk ZeNj r nf PR+YEI SGBI LRA / ocveZPVy8elt T
###YkuZKeebet /1t 7bsXt 08dnUSUhUNP7 G7 XSABj p4Q@L69bUl y&2P8T37Yx9gDSnHY
###9/ FsAt kKj cwOeF! j i exCLwz63cwhHLYHvQazt gbn5f 9hDKPoqj BGS9eo/ 6 X+X58+
###r nSeXz Sad/ 8FXdc S8p9bb9SX8t +/ hf / Xk3y6l j Lf UuZbynxLmABp8y 1l vueU+VCR
### 8POzwf AdJ4eHr 1GFy sl 0sH27YVXKNFpHyn5Di j MMVWhWVHI ZGhdso8QRYI +s7HG X
###9pNR3BI mmvbz NhCORGPo1EDy pRnz M7 gbt 61 REOE3R/ FEOJr VKbw37nsodl kI r SvD
###bboNp2N9i 1NZUs 3WhOODI 8f nKbzPpl yI¥ opi 3i 8yUQHUpk7t +TcqcS+d5) FGdv7
#H#UFGRNU48+UWWESJcvz GAChESTVQU3KTv/ 4azq5U7eHc OXFnzvl 048] M6t n8S| Oz df

#i##ct x6XkWDoPk Ui / zI gdZcj Blut eaZr X020PLd+w81 B6/ AAOOEJLFf ZccmtbvCql x+
###H h9no2985C3AY2FuPnH8W MV4v C+QVj ev@BedwQO3st zi nz4f qZf N3t 15y K6X6
###50R4H3t f XM nV8BZUbD! i a+j AdFgPBETh+5QKQAVh8/ BMDNe4cdt XHcMASzj bDbF
###1 E7f nB71 CDF8| 8mdwj Gf minBc2VCKCy Fo4EyBLFu+ENoJGi | bl 60/ ye330JeSj CA
###f McskoMRe6p8KNYGhoat | | 5GaGuaqUFr eRo9vgr LALPd2TvHSBguGY5w uD031A
###CCpl NBr PLgaHG@BRRy| gcHBWw6eHohUZUx 1hCWPebq6L/ WAt Gr EQZI Sel1Q LCvDY

###b8i U+nj oNca@8HHaGhQAMYX79wCS0a8J8ZuREYz/ hhNsKNVOQuzj RHKLvB6RVf

###HU2+) zFUal i OTveoBowCZEaxkf 41 j RFi DAl EAypWur 5/ / acLUe3vKKj W pQoLJO
#H##QAYSE / Pi AMTUWRY Gz Yt NWZEMIK1i poor RaApTh4hdF9f W Q quK5r eDBFICNLI F
###xnza70gHP] Ki ovhCHK683G6+RVAR9uUY Ui YWL2aAy ZQ++NpJWGEMIgj f t 9f xwHr YEf

###3+TyKzxDx P7VpnPEar cCU2WeCGLj csOXN | 5GFCOz8nAs SAU7bPwf TESEAGhX61 C
###f CgSHTMYOLxKQ KRFURLKuFkj NaHa5dj s7cvHnt ZD94Mog/ 07t 8EbEO8poBUNW i

###IFKYkk Ys| HCH3anf F+9LMhApV8ULt / oKNgX32XnGu0G71 j z/ GxavCl RO/ NF1gcRDe
###1 RqgPSVgUf cr Ogo+U3p2s QkBO2QNI kt gmFUEl A ZR4B+8b70wkxnZQYMP7u/ Ly W
###9Cl By SkwxkKymhzki L92uYj 0cyNIGBh7RcYTX572z Xbx SBWP/ NBSWP1Cr nb8pqg
###]) ph9St PZt 0BngbEl qRBTyOneqa44UVTONXNQc04Cf SS/ TZ7JV3BG3Kk Mp2Mk3RVF O
###KyhGsRj CDj vNmBHgl d1@qamlc OFEKuBf 3YFWLXJIkVI FHY2nl WBPdgKulsi r YWV
### v5PpVOGAY JJ 1i kndj hd3RUpx4zZqDj SuBRFDwr LcZvi ZepW50AgGEZSnt Vogq/

#H##XW ouq2t MIGVHNf nt 63TSt 4MgEelLt r XLzwTAEUCG VQ 4f evWh+n/ nCSwWudZj BR
###YKFLTt BBO3GNAL9UUOOD819PL37A] | NbzkB4gQw/ 75zt H+wd635Lz) 2PW 6BnhA3
###7Ye63RL5vI9z] zaxyvyV3ZqxDOk6BMM HQc/ evbCd4+kg+ej uPt nQPT+Zg8LnKCSe
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#H##X+zs/ SgYl CNy Y+7H7UoJhDs F7bwwR/ eRhf VRWTUMeI gi dKNV+3TbnV97c¢j sCDhj Y
###COTox CBFNeBwlr AXTwW26yc3zq5DF AXj MowTVkKI H3YZoOdoMr6kM Az QAZBECNK(q
###9uXr YOQJEaMEBbhChVRn7cj pQRy S5E3DPv/ / w2+W2 GXy RRgQPn64Zb9FKPy dLnPHG
###nf f 0BHOvIqL5Wd767dKMH\Ws9t ze YNLAPby/ v+dCpENTGAXPT | Tz3ke DRI BFOBQ
###KF 8MIHoNz hMKXoFal/ HO5E/ CGUaEZz0j 862Awu97ebTwa4ZBaPOe A79QKAWM 41
#H##WSdr Hj zKo57zHnnf yW kx HDU9kv MBk c Bhx QNJ9KPI aaJqFbBOWYf c5JvgTFsASzs
#H##f COoQ@1sMITgkK+YeRoM mWe+qcxKz A7vvBwhf EMVFKNQIT | Ok928771 f NFdwdgJ
#H#RKWAf wzw QUFt wW\gmitj kXr i hKT6aos 7Tl Ledg7f nR8dvTi nCP44anssn8q38bi | S
###hTj 9Cf VOel q6K72SW PZt t BAN Wka6Cf nVUgsRr W2s1uXel srL91l | szvOgBANbI

###/ Vh2x S6Hcj j JvBbQNor MXDEBFSi OwDYnmi WAAG cgN2Sf TednmYTK69SMgPP8Kol GB
##r ZmNWPt qVI9m | YKhBI PKbybS3Kj y SOr zvf 50 FONM XAEr 5FO5 H+QAL SdGhuobcKTd
###ebKzx5wNcl NYoHTP7al i dlaxOyj 2Pqs YOV AQEP6nbHNYy03H6v9z1vp+Tt Fy3cJ2
#H##E6NBZz OXSTaK+vl | HabRzQxzM501c SXRl z2/ hBHgN2WBFAXQqp50MLSI Aaoj 5azBm
###SbByt YL0OJ4ZBDj uBpK+3eMEVgxqGEXodQvXa/ DyQ ex9390/ 2H33es78t pgnxSr M
###8HSE/ nG 6dX13Jnp5ab0Rxr @w60MAsoTgZj | c+BT6r EQZ+JFI CLf uUf KHI P+14n
###E8Bv SGPTPegnYr 92 PPdYKRWMM daonzZJgh+j yFYOQOONLM6z6i NOM FeW D85+bR3v
###nL0+cBubaahQWWSMNgNs 1&3URs VpGu5pVNpl Rq92i | dD8BWNb TKYZFNT7I t x\We M
###k3aVQyj Fwivigl 93Avwlaj er r SQDVB1IWANI pdFERhK9z6sBLXCHFOQNF J1 t KL3pBQ
###FDF8NJ3EqAI he5bRaKzJEq3szj 4ql HBZXYsoqnRNJr E34Hi Gx OFMBH56+AGSRk q4
###NBL1 Lz5y PyRg5OK8RRXPi N4kt al 8JGxf Kbyl 7uVLDA 83u70l +B7cuPuT8Jx/ x6P
###SqJPaBoFz B/ DqDvCYC7 X/ i dy MANZAWRSRPp M Qgk VbCSChs Rx2ps FCAURS80i VA
#H#2y AM_QUzW VFGWz Tu6WANn YF6WNMRSCur q2 TEEHALr 4hebnDAzzvA80Y4kt gnYSq
###0Zs FQPt QMZWBf wkgl W BGvj M2Ti d6wAl DO492Dar uB+2nm2obr cpNw STORn+vTVu
### CGBW2BI yI t VINHABFQA vLY1TnLpuH | nPg3GOYj CqQbur q69vt kxRZNHI1A87RQ
###Hr oe GeWQKgF+RkkDOMUI Uk 8j | Z1AAG3/ | OyYkZ3dZ72j D kgP2dKnhZD+WsMkhv C
#H#x/ 7Thf XGnt 2Vi DAgRXOQoN8Gz Yn8J81Zc5EwpPNUSHAKkKJ4Pt Pi PqCUABNCYVYURGR
###gcl UIx0496vhvedFnj j JGKg3Z25gUmi4SSr JkoOeshki JEAuxcRj JNOgj K3i Dt 8Lb
###eBSFVzRa2nFt H7YCt / t bOkb/ +wTj | pMCVenBy RURKY/ eJLLpSF6ur Jm zxkMQ /

###wae GFEBBeoTnhueUoUr | Ugsi xOYVCRWF+i t bO 2nxVN5VZuhuZh0uJBCpOKDCBI

###z ZnS90CdpWR7pRC DI Or ULo2W | KDSngS01 / KgsDj ghr nRcyBgPj 0AJM xbYlzab
###CGNABOONoh39g3S9s zHT5F3y PF7g46xzk F+PWAVE VniXc4eVp9kanOWLKnl OT1Vqz Kz
###f | qvM N3I j x2U4gNzwXi SN2BpadVQ' DMZkGIzJINi VupnUlo+oZp9al +c PWATT P3N
###QTp/ WWMLdMo3bLx8ZgX+Af Jj r ADI UOVnKf uNUd3Ns GB4ThHz B+aCHpS4qvi j SCod
###2Rn1 XJ+LXCl czLIl COPj CCATRIyf hMP9qgedgXi OkpOxnl sQSHBsxI| geU2hr ChGE R
###4AWACt UK68UOgiI PHE V2k AgKUF6QSI En3SI / TGy g/ CLggqUxRVKi S3050Bf ke3WjBgk
###epLAIL6QWWFYWMHEZCI Nt pr | QBoX6MY z LMAf CE3XumJ3Hy Jv/ 3K3yxt Et 0GON35
###ghXEf DSqO0Qx+7hVSkx XF4vJ0CK27] 8zEoJ/ 6eTf U74ha3q/ 2o0+ef QIkpEtt G gJ
##H#DATNAr dj vM n+VUCFi yykaj 2m g/ YG3Og6! 11 caVNi Sj VI Di kq9kl vPl /j kmvhD
###b5z] YeNwTIWaas7Qpq3UeOVBUV2v FWR] BWDmLAL KI ZI 7EC6QT6/ eB77f yDIgFR+
###Ri eA+f b/ bsVbayTOv+vV2t L+f 2n/ v7T/ X9r/ L+3/ 1/ b/ S/ v/ pf 3/ 17T/ | zyPZaBv
###0AVBEOr qQTgkh2nY122/ HVK6Bp! TJI i uMAROHII 6HOBneF4FznmY9z1dywhn3eAcQ
###ae+gdf zndevk6PSt k6vkUy/ 5hbull SydTwsE+wsbGnOk2XAQDyI r uTW GPI NVLRw
#HAWPAWC gt W YQT6FHGEU] n2FOLnkJKFESy F4Uf HRz6n0Dvr gg7760) 3yft ycRFHF1P
#H#HEYCAYpsTL+S8gj kEt EGHFKOFRW Sy BGh XOYe QVBuaz 2FMIrgRdd Swf x JBCcnV3(Qo
###20vnj bi vpFGoB8Pn6j yNvt YTgTgJL1KXhFoNr DN2s2RUxvJbFSXPcOv4sBj n/ 1vV
###0z256+i t W VWBNAXPWNDGN 7Nl i 7Aa9UnN f 7j UuX/ dvOwRamnhf j nbm v204FTS5Q
###dwD2nSyx UEomLh3h/ EWcBFvZC4sJt WHZhnLy4YeSr y 51 r aNxmYuwGV7 nBww BF
### HZi uTBG r kZzf 6Sxi SOOM/6MNwWRNuOH@B5aA/ / CeCged4KgJdZ8u9f t Hsq+zOwJ O7
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###Nbu++Fi OMCOki nRDeAsHxi nuP+B8WFK1ysZNgl | vbJINuWH@BU+ZCmvVo0C5Qec OQ0z

###TUZpEKi LOKyJf p/ TaXPt 5Yf BzBqBW Tv/ | +qNUO7 mNg9uKt JpPLzawC8XbFsNHg
### YwaXEBXc7Sr e338V8QUABL4pt RGGAt ExNet QJz97/ Y70L7n6QGH shIJPYGyCuF
###ahk HRI 3QaNKEAopv] 2QsaoEbv/ gFu76Yt QyPJQGcmpn2v3Ue ASUQQ+7Dxs7cTLNJI

###QN vQudl nezzk Hy AGD+GaBbxnpRz Q7 Zbd7 SKEhPYzr DNut C3t XJ1 4FKOt j Vsepmyl
#H#HAWLDDXZ65wWT+bl 0Sj OEL/ vNOMDFI uj MTX1t r k7R9gj 25ZezH7M2YKN sDTKeD7al

###BPHTBCbF5QZt | hZf y/ ImwW2cKi Ol | mUl TZP6vAxS8hXi f 7Cr aueZVWWE 9X+uWL+r

####r yX1f 95S/ 7f M / x A uel / nCpP1zgD5f 6weX+cKk/ / Gv1lhluoKl y53p4f 8 ANz UzwQ
##H#UCQAci Se+J2bFnnSLBZpJDOUI YolYgQrZC69371 qRTBWMMWA HpQy AONO4WT+r e 7V
#H#NQKIC4gONBG GBUaM Cek456Pt A6QJcPuHpALNncZI dg9r hpEx5Ahwi 1vec OCLUT
###PDRWIFO0s c RXwy Cnp0/ QanzaahK7U24v0kg5ZMhOHl 70T61 JMaMs +y 91 SyBhU7ZT
###CJ4PZahj DG+QVB7f CVgYOVUng/ GmtChLsdwr f Bxql YIGWAKt Lk 7kHDv8nkUagsp
#HAMIM s QIKj eUci gYi e6EvpHhaK3d j 0PYYa2Td8f oEuUOVNFx5r VF3Vb6ve2t r QuNy
#H#W2t gKIJ8Xvocnt AH83gUDUvac0s40e 1WIK4PEl ho5gRLQWEYRWOS/ QBQG oUf od
#H#HPUHt s72Z72QP91 pH A3nqCw/ j PXDWNr Adeut r azbL8t WAJVAEJuj zPVj KAJAdr e2
###XNchl vAAGETupB2at vr CFglzagpi t / 2SWIA7G 0gO7KoEpw7 SE+Gyyl 2¢+CDVb
###kyNFDo1ShJ| +n4zqSl QEkZUU28LgvoVPWL.Q DCKRj gf Tg4sUODI pBJu8hFf a9Ar r

###0OAWSf sDgLi Bk/ GGP/ 5y YJI gU7+BUTBcnB3MFuz SOpj Mob/ NnKni KFj | FeBZf w8Y8
#H##6XYNb+E WFPeSbhBGrZGM wZt kaW 7Zt 6 TXw77R2LvVWIa2axXn8nYt hokJTw OFG
##H#NRok M6 P3VS/ HX8ndr NgpnFr eZr NLI 7O0KWbVehBF1/ bl QE2CaHobM e2x0l 3CsK/

#H##XTA05Ir 551 uxB/ r @ JVL0ozK1gq8! WIRQANCVKi ZWEx 8t cwi+Zc T3USgKgcyFl Fl Ru
###Bi ] Dkat uwP4DxEuz Pwey72yx+i +M20yCRBi j Pb9l LANC19CZkv Mo GyWI2t 4VUE+g
###TWI1 87B9QE061DaERWIGKAONt | 0ZeXSWj xHCx GSvt AL9JPh2k EAADS/ QAGUef P
###nv Oy NKMZVE 20z POUg Dt be3kKRNUEL19V/ DI 9KYEy B8Ku19nSgRBOVpaZKFuCouF+Eo
###hgVYUZRKGM TBVUERUKAI aj Vnhk7xKz3t yJnYdr LO2WhbNCOkv Dkyyp8YBpQrhv9
#HHXTTRZy X OWKAV2px Z4Cd2+ZKTws 4r y0J YuSef / 3BMkspVe7c+RFf kTK/ ZTI ph4TJb
###x KDs5kt XC5PNVBEGR! KG34zkeCbTzgOkNk51 1i M D+bnPZj 5NHGDsr f WWb8zsFkb
###aRKr uvnb7i 023 4HWwp CA/ GVBOpJ42Nd5cUs 6/ K+X81 nxD2or Yt t JbzTHKFWet 55eh

###0k HODMpVuNgci yOF zRRi Ccr DeVj LasVNt NCOZOyi KdM SWgQHxLWZS2qVE3eBwS
###ZaHKbOT6uy CR6Ry 2t QUEYT dI euJ5ChpFoQIRNywSs G5 7Kj uodDVLoGTmT JVhwiz Q
###KZORNKATRBLI SYPuEeaDx RGF aVQLS2WEXNWCcwI7d/ bIJbZNS71 Ogbmi(411 7ecoX
###esU dX6svYkoyEk9V7gr Ovf 5kpf g3Q' OLX3yj JcDSEVTEZBS041 yl OkPFT2Yykwm
##H#QKgpxj LEj dhAOUONO2xgauy QXpPgSTgy Y6phwELnZH vOnB2f zgJl Zdd5k Yz PKBa
###GSs DV 7YYNyf GLt | kp9bZgTTf xoYmmdgx |l WD88sJ/ gTF16nA48QS89r kKNWewP
###KRpl 6w pr WoJQneVnBvT64zd EBj OwTut JI R92JyDf vimukRRA uuaSTXDcaTéwdC
###Ydi RMMQLCvWraAghb9nd4emmYxFASf | N5zdZ2Tr aj j nl 81nZxbZl i gR+dgLj en4f zW
#H##1VFIf nZKQ | Fxt | qZl hsEsOBgN4j a6GSc3J0CpuJ1HOI 3t Vivb+/ GXg4MOwLKOx Ch

#H#e KWBe3RxdnAQDqabdzR/ / nsnmifDl DRQqTi s47FnSBqsVJgkzt Yna7YCEUTUn425t

#H#HWRSGE 1QZDkweqlt xhdSOAEOFI zZr r gePKDZgpoZj ed4JvkkPgi 6Ps+Hr f A+nmbug

###]) TP71 ZdNi A+g8152r SghAi p32n8Fl hKLOobZqz37wall RYt kO1BEYe+hwghf 2ns2

###3ZmaJdnlyc57wDH6Vt LDs Nt NUHUSEF3VK+l Bza5qaDQ di yCsj 41 cz75snoP+8Qa
###pmc 7Sor meESVE] +YuOcFj Lj ml kMxj YXi E60X0E7xt f VOAbVE] R3mE84cNpGAKLN
#H#STKZ] k+azWj6a10Q uMBgr t WkeQCvj QRSKk5k9RUXX4Dxx2j | kuRGeZsj i BT/ Yl vq

##v NWbv NQAN KKCASWNh Cvi-3+y | 0zLkPGkeXmh7Bdqj Xh4paz AU+ 045+St j S3z0Snb
###7086N7EVf +Cacj or Ft nPOTSzgbW 5VnxKI hc9Yf BWAxoubWPLdab/ QSOEnCL/ E6
###KshTLBKkI 7T1yf S3gx/ AcL5pnyKUgWhZYcgPE4GoLJcJ8Y3E3vycVoPvBIACTMUz Ev

###Cf 01 ROCz OYWPYWBv2Ln8Dt g/ yds ASGFUW.BWEPEBATHYboHLUpVN) (AaVpgymoX
###1XgVEZUJQ0j i NDYzSr/ / KPUNYFWBoZhyWPC7yt 16pVIx/ gngf +WJo3TFz8kHBsSEL
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#H##Y4unSN9ChHI Sl ccpzFUBUggoY1ONA77VNM j pl | FGVOns CAd UWHDPNBp VNI 4nHqW
##skt pl FI x+DHRNv CYk/ sWI7Y/ xIJMwf LnCXj 48Wy/ wisf 4Mhv1DVE Kri r D2TE95JP
###+0EP2AI yBUg+whHN xeRoRnl gxghAl 1gxY6l B2BFqd6nf Y4Jai t LLOUGdpSNA1L6
###VEVAMDOTKIX23i mavuf i 5k CHXSAA4K+88ZA6LNFVQc59PJIb3j 34G pFCBRyb9wsU
#H#HHYNQ nTMAN+bUAFD Tt Qmd7Layd EFl HIUf bEf ceOYRqQRt 7/ +/ j 4dYbKWAOToWLk(q
###+KI Xi i yvFXTbBOI t SPEI Kdg5nm ep3dbx+51pH+Ms8V5L7QVRhy JGde6DYShMZP7t

###S6AX| zr Ayl pl za001t Y5PoBj xWrKFqg/ 3q1l PQLdf VJzI r/ wkKvc358FkACQY nAUT
###ZKSNbBi ZMZj Hz QoH5BC8r Mk T94HSi j | i eHhzwBFAr Zt oVI B3ADUN8! j wj 4g0aw y
###aTK nvOr+CvZEL4v/ 408wx/ v/ / hvDODvj 1/ p720Zl cwsDNzG DR34e/ GVj DSsChG
###aq9LMhl FRADANVHws z Fk| Ngcj k1m+RxoTf ¢/ | MaK6t 8SI A 97sZSHO1VSduMb0D7
###(BBxoRyHT4ed5vTDMWCAE zzq2gWL0JIxgNSg4A4PLIz GVx 7Fsi AbFOghDNz dHVup
###HEQPFS7qws RnYOol xnXot xGUay ABe+t 5TK8CPWe+S0dgSa6Vt RUs6qTTsnyemXKg
#H#nw f O1f i 702UeBXNC+0D2Ju76Zf Xt GTcN7OGBpEVI s3KElI SOzcj Sn8gx NLMVRABTX
###IFhocns K/ DeRITLI | 4YA/ QQay OEo+/ eEhnEHDbi vHNoBZBr Wk4hV9/ TG huzJp2E
##H#hSkymXG4z Al pJEQEh9f pw nCsY36ZnC Xx9sl +1 20KaPbCNSbYh8HRg5Dud4ex2Q
###5f Bt | OP9cpAuj hRnxdOVgd96Eco0AAkdxwlghp4xFLPy Yf aNNHcgl EX+l aUnxEzB
###qhl R7Lr Xki X6WQRFg2Qx9shpXf f MbhZQ7uuUEML6BohQOM gj ¢Si kFf 9adT7j CkA4
###5dHo1AOYBvTQ KTi zOvgl OScpPl +ZF0f yAlwUsgZ+uSy/ | x2L/ Po8r WeSGZh5Hr 6
#H#wpssi sSM2GYwt z QH+MXRAED+HK QX XR8VAKCE 77vInpt j | uHehewwDp4x2D2S5f 0+RM
###3aVWKCYK49Cx 5r ot oqDZej gU7s5ql 8uTNgJQQXv7h3j U oGhJv+wpJ85INoVWDELImM
##H#w ul zFE/ uVWZMUr f Hni nli | j UWOKgungb9i npwnizEKeH1bccQrnglYGlquZTuUqt Y
###h8ql dVsxq5VK44F23AXbcesPt eTZLX22YWFTOFRp9t sbTSM A+KCMLf u3PzwL/ Zj

###CedTQM4bUgO5YTi i 7ccXsZXvUIQz0r BKb9gG 0JK1li voEaNnqOny Anoh27Wwp4
###uJInKl gBt Fr x6w SqZuqScPt M cl yvyu6l spOxbMzZi ynmu9p09gqg5W | UQZr 3UnwZB
##xekaX4ui SUNSLE psnt XMAKLJ Yt xseuk RARXxqVI 6N7JqVvdMy UVPP2dl 2PLChVFNe
###qj dVOV2f VOHNI] pN auY7DChU+Re/ qPr OP/ / NXxZEhMb2cdXshlpr nceBgl / 8ESA
###t h8mBy Af oOVgTNbnOv0J Yl FOSTLZZwEc 3z EGx+bxhEoPy SuMJi dFeSgr HChoVJFp
###bKCt HH5JLMPLf auJaoHW28nl ct WdZgDWgGx40a/ vagf U HVBT8GOs VCB8VI RZ2H
###cOf 1a/ TUOF r 5YNM AqgbgH32QAuUnb85Cdo6zalul+ezax+hss5kRf zCr | 3Ha60i b
###7/ 7Tvl xWil 0Zx0i HmvevesRI ¢cCs/ 4/ T8s3Y841zWDoQNDk40d83dnBz TP1sn5wYs X
###vf 71 B77n/ OBDt cLHWKZNFC6i DQBI +1LhZ/ Bkj 09y XVaYZOwHYzr DWIMAY OF VN L
###94/ QacuVr WOxVaMeHAWst VIXFoCpg2nZl Kl Tl | f ERAPZWivbpOnj Zy i FRRH4VU
#H##0PWTYY +cWEEK9+x8nj TTYT] RERGsNGLf 4Dt r gkC278JJzgKdj nPNLbl 6t gb8D\vyd
###e TPIMBnv3NGKF3BCVya55Mrhlt 6t ol CKN2keBkWQL yx94JZr HUBJFqqTt hWOEi r U
###t OORTWs9aLgZwGr7JuvO02b7Kvr t J6ekYf G | wpK7vy+400Zi 9kP56nmeZW S4W
###Bt 6f awNY66 QX pci gepo2l VixzD1FMKI pwegBCLKyhl OhRr 6s| P9vvOD3/ UHf k S6
#H##WHUDaJ 79Ui 5CaCHe | xxk ULKnmeOTFxJagk TohPk6w w6 C40G Mz CzPgXI ul 8qT8
#1##J TXqEBAFK4j sRRy6HbpTDkgg+t 1SHh54s7/ nKGu/ LhA04VXqDOWGVagERSc Qc5FS
###VCeq j HXUs RTPUW pl r JWS85KCopj yWIDZcn2i Lof CAyl xf VLTkgf sl vVf r mONAe
###vIFP18RT6I JKNEpcr 041 RSnUHFEp GAXWeDOu7bpc062JWhvcegl vl f t wKt f QCyZ6p
#H#H#guwGe EERIQW Clv XYoW 4khXOhnCZXFL8vxt c0aCOpUxhppLRSgXct FppWDk MuVo
###47ZRNIp2Gze B ROPWEQeDuCl 10FNJopagl JCyaS2ayApb9j IMvhLIVBORVUZf uSEM
###PnA sPUALSEr wBRKDbuAB4| ApOexWD hnF4/ v5gj GAq1Dr YhdD2J0O0OUZ913/ | uj 0
#H##IYHNYst | LBEt WQI5Nr 8Cki R7Dc3evhRICDuuf T9y HBQHWs XFKHBacba3Mz JCpec6
#H##c6KZ9k YwZpewy bPFZf cxt 0c8i | JX+C1lhToPt PqGhHLbk5hONJf phgKOXaW.0Gc 31

#H#H#smN 70eED6GNOM j | 3qOCWAZzn1GvB/ x7SecDoXX8sRk1Pi t HvKFbRPMP3j Dr H9Zh
###QHIRyKoHDqi 19QaeVxuldTi yPNer weknlLGq8ut f Ab2v1OpSsVi q1dZ1f / uOnsHxs
###alJAgcl LpyKXpY4pj 7zhqSHDN3r | 8uYLnf poCh4DNOAPB+j vPJRyp0+54HMx RYeu
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###1L 9k Cg+N8N5t i / MCYBNRaf v/ W4/ ZTkZkby OTRr r bHYHGChwy RY4+nWBDi KEhb682
###0OXDGcgOLlbekyZaGIH NN+yoVHVon3WTDA8Rzf oyshZHIsy9Fy7r BavnKt t bQ 7
#H#HXRIWLM/Tr 8Cr nF899YSi Rt dcl 4UR30Ya52N7C118+R31 4FQ77eNQOWM 2t al 3Jkp8
###bl CouHabvZ1za2Voc3t bW Jum VyHAdF] O2HPs XZgbKg2FaTBGhTG nj ODI 47k2H
###HenDDgs 9BMONI Ut L19uU8Hj Y5cwk 9l WIRNS2Y8kx DkbDEd/ viMyJglsAV] HE2| BcL
###VAI f | 3CIMCMN 5FOVR LEpWw FFoFr ZOHoeWUgi ZTODqusgqUguW/ X6vz JENnCVK
###30LNt zHvVr 9PgUe FWgS463gkt | 4di 06KKkcoi TPj 4cAQLi kI XWwF1f nDZTj haz4
###c3z27gNgr r VM5 +VRe QW +zr bzj RskJpEmtc VSYT7DXye9Fr oKoM.JaLll / us\W\RUWLI

#H#zZ UTOKQQAY 7yaLac LUTDMF TUMI gZt XF3ugqXWaDgzb3r TBzd b3Ui 7LM_aA2VSr qS
###2Unc ARGKc80NYhpJQUGE36R ut +50) TRUS/ w3or noy97RA4APW ct zg/ CLt oEhl ZR
###AI+8zVPIpbVr f 9PI di vNXf VI Eg6CFqZxs50CdOPETMYzk M6 UVs G2Nk g YKBBQR8Or

### XTI 0TCQ@or ul dHor 7pScczj C6HWOLpt vGF2t y1TdFxSAyaF+l Pi MLi 4qGHMuCAHK
###1 1 u7/ JK3SI Nu9gbzqg/ MN\vH53f KxMHS4x 7A9mCf OF+wl S9hj dGAM Yf GoNPvI9PUvd
#H##YSbMUQ | svUU7 I FWNWWWLVYT2L7dVCR6t | MPVGNI PWCISDnRns 7dh8r | Vi VI 6M R
#H#HQKNXHAYRXNI | O2LgLNdr 3bYl RqgaSVWBvV7syaJuXU03kaKv3Mk68zIl pHOi 0Y4Ph
###) vMYOWDY 6ZRJIEXmt+t 3OVEXFeCeZXMLOul knmWé Yt Cr bJ1GoZ9M 03H KY5C5aSgX
###IZ3gqWAYHVRLakf ZOsz9Et IxnmD6nkc O GHI W sl Yi cbWOkZnJJQxDA1QZqUKcej hqv
###vi KKOYbOVINAI 3vcl qP+VBr RpCeQA83pvI C1l 4AM\+J2bp5H a9X7VoWMU3Yr 21q/

###N8dJIcc 7l pwFl QZaFNRc/ t FM y5E2k3U0Y/ 0i ZUKspnBSaEZs5y E2+2Sb+gNM Q65m
###/ ZLbuGxau6dScuk/ r 1Sl / xJ/ DARPKkI gsPc+CQ& g+bni f | Byy TOSUE3PPqqcC60za
### DK5mMTOt f Aec40H HzNf b2/ XLr e2vKRT2i 71 hxr | kst v7Wst my+NLO6MrzLt Jp5p
###Ce SOEo/ PBI MLHsQr q1dl f nt K TBN1SR4/ t GkvODcj De7Dszesq3GB00L0kJIK1lceb
#H##dZnt ppgBKvYgYxTUt 7Jj al r f 4) WBcIVAI 5ANr dBSLOWNgRk R3uc Uc+gEPzKCvI L
##H#OBXxxKGAr NRng29s KGACM a0t 46t nChZamOxuzl V6ZGef r VykRz 11 z+6ulEGQ Dhu
###FsVIEdI 1hVdyKSFUCI | G n/ EPLJunz6u0C Z1N9D10Ox/ yB2f gHCV5bCUCEI OT5Dv
###Kbt 03+Jsc/ sf +Hf | 8r LOOk3MBbZNNnTONNUL9SNYyykpB8l bgPXRSNr 4SG& j eUoKO
###51 hmuPk/ cr wBNK+wi 293WABIVHI vUXeoY/ Di 0kgOwi F8xnwlYdoj 5D2VxMF9/ pKBm
###5hM bpsPWy2nk ThVQvHy 5mAKCYBPN5hQlqQdZs| pWbQLDhxr OLG Ut 7j kKAKQpO/

###CCYcQHPi 6421 RsaYOR9dneLNOPFJQcvzCp@YoSngoayvl OMpXvvkPt CnBGP138
###cHCx03pzeHh+c NG5 +OXN2x 92z g+ARbJe2CGK90oXk Ck RDEQal t M RNGey Sxshwu6l E
###RONDDAVEJr n43bLWYf hg+nmuPl JB1PLY Ui | Cs18QrCe3QBgz+l YRokgGWMpC3sQ
###hIWWSXxcU2M j hZRJaj FKegdHQZnsL5VaQyeOMK2H f us G5V Ge APQ7I nRRNG GAr

###ab6FVUD+eKIl Y3WANocj 26whi 7K7bFkcyAZyeMBI